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Summary
Here we present an overview of concepts, ideas, and examples of extreme events
(Xevents), and explore various methodological ideas for anticipating, and sometimes
even forecasting, the occurrence of these rare and often socially damaging surprises.
The emphasis in this paper is on Xevents in social systems, as opposed to the surprises
nature throws our way like earthquakes, hurricanes and volcanic eruptions. Part of the
story told here involves the creation of a taxonomy of Xevents, in order to deconstruct
their investigation into classes of problems ranging from the relatively easy to address
to the nearly impossible. After an exposition of general issues and considerations
surrounding Xevents, the paper takes a high-level overview of three topical areas economic/financial crashes, pandemics, cybershocks - to illustrate the general ideas.
We conclude with a brief account of social unrest as Xevents, and end by listing
various areas of research that appear ripe for investigation in the short-term.

What is an Extreme Event - and Why Does it Matter?
Imagine the following events:







A virulent strain of the avian virus jumps to humans in Hong Kong, sweeps across Asia, and
ends up killing more than fifty million people.
A magnitude 8 earthquake centered on the Ginza in Tokyo kills two million people outright,
with property damage mounting into the trillions.
Bees around the world begin dying off in massive numbers, interfering with pollination of
plants worldwide, precipitating a global food shortage.
An asteroid ten kilometers wide crashes into the Atlantic Ocean, setting off a tsunami that
destroys all life on Earth.
Iranian terrorists set off a nuclear weapon in Times Square during rush hour, leveling much of
Manhattan, killing a half a million people, and permanently reducing New York City to
rubble.
A tanker car carrying chlorine derails in Rio de Janeiro, spilling its content and killing more
than five million Cariocas.

This list could be carried on almost indefinitely. The point is that surprising events capable of killing
millions, if not hundreds of millions, of humans happen. Moreover, even without huge loss of lives,
capital stock is decimated, setting back development worldwide for decades. Not a single one of the
items on the foregoing list is impossible. And, in fact, some of them like an asteroid impact or the spill
of a deadly chemical have already happened - many times!
Each of these events is what has come to be called in recent years an ―extreme‖ event, or Xevent for
short. These are events generally seen as deadly surprises whose likelihood is difficult to estimate, and
that can turn society upside-down in a few years, perhaps even minutes. Xevents come in both the
―natural‖ and ―human-caused‖ variety. The asteroid strike illustrates the former, while a terroristinspired nuclear blast serves nicely for the latter.
But what really qualifies as an Xevent, anyway? I don’t think a consensus has emerged on the
question. But two factors are certainly part of the answer: (1) an Xevent is rare, something outside
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everyday experience, and (2) the event is capable of causing a huge change in everyday life, at least
locally. This usually amounts to massive destruction of human life and property, although this may not
necessarily be the case as we’ll see shortly. In regard to the first property, if sufficient data on the type
of event exists to enable us to apply statistical tools to estimate the likelihood of an Xevent taking
place, the distribution describing that likelihood will generally be one with what are termed ―fat tails.‖
The default gaussian distribution so beloved by probabilists and statisticians everywhere simply does
not apply to measure how often such events are likely to occur. Xevents are just a lot more frequent
than the normal distribution would lead us to believe.
Evolutionary biologists and geophysicists have noted that many long-term processes are ultimately
driven by the Xevents. For instance, the theory of ―punctuated‖ equilibrium in evolutionary biology
argues that most of the time evolution isn’t doing much of anything. Then along comes an Xevent,
such as the Cambrian explosion about 530 million years ago in which most major groups of complex
animals appeared over about 70-80 million years, and the whole system is set off onto an entirely new
trajectory. There is evidence suggesting that the same phenomenon applies in the human social
domain, as well.
Generally speaking, when we use the term ―extreme event‖ we think of something that’s negative or
damaging to society, as with the events mentioned above. But this bias stems mostly from the
linguistic fact that in everyday speech the word ―event‖ refers to an occurrence that’s localized in
space and time. In other words, it’s something that takes a relatively short period of time and is
confined to a limited spatial region. Hurricanes and tornadoes are good examples. They unfold over a
few hours and affect a limited geographical area. With this interpretation of what’s meant by an
―event‖, it’s not surprising that almost all Xevents are negative, in that they result in many deaths
and/or do great property damage and they do it quickly. But if we abandon such a limited
interpretation of what constitutes an event, things begin to look rather different.
The first point to note is that events have a characteristic unfolding time (UT), a period that measures
the time between the start of the event and when it ends. For some events, like earthquakes, the UT
might be just a few minutes or even seconds. For other types of events, such as a war, the UT is more
likely to be measured in years. Moreover, events are not necessarily localized in space, either.
Something like a financial crisis or a pandemic may well encompass the entire world.
When it comes to the effect of an event on society, we’ll call the impact time (IT), the period over
which the event’s effects can be felt. So, for instance, the IT of an asteroid strike may well be
millennia, while the IT of a hurricane like Katrina is probably just a few years.
Putting these two notions together, consider the quantity
X = 1- UT/(UT + IT)
The number X is always between 0 and 1, which is convenient, and gives a numerical feel for the
―extremenss‖ of a given event, tending to separate those that are true Xevents from the pretenders.
Here are a few examples to illustrate the basic idea of this measure:




A Force 5 Hurricane Striking Miami Beach: Here the X is near 1, with a short UT and a much
longer IT. So this is an Xevent.
A Force 5 Hurricane over the Caribbean Sea: In this case, X = 0, t since the IT is zero (there
is no societal impact, at all). Thus, it is not an Xevent, at all.
The Post-WWII German “Economic Miracle”: This event might be an Xevent or not,
depending on what you mean by the event versus its impact. Is the event the implementation
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of the Marshall Plan? If so, the UT is around 5 years, while the IT is probably about 25 years.
So the X = 5/6, which would characterize this as a ―moderate‖ Xevent.
The Development of Agriculture: Best accounts would measure the UT as about 8,000 years
ending around 2000bc. In this case, the IT is still taking place, 4,000 years later. Then X
would then be around 1/3 - and growing. I’d characterize this as a ―mild‖ Xevent, one that’s
developing into a major one.

The last two examples are Xevents that are by no means negative or damaging, but just the opposite.
Here we see why the conventional interpretation that an Xevent always refers to something negative is
very misleading. If the UT is short, the overwhelming likelihood is that the impact on society will be
destructive for the simple reason that it’s a lot easier–and quicker–to tear something down than to
build it up (2nd Law of Thermodynamics!). So if you insist that the term ―event‖ refers to an action or
occurrence very localized in time, you’re virtually forced into regarding it as an Xevent that leads to
death and destruction, not growth and a better life quality.
Of course, there will be problems with almost any measure like X in the sense that examples can be
cited when everyday common sense says one thing while the measure suggests something else. So I
think X as defined above should be taken as a kind of ―rule-of-thumb‖, a starting point for deeper
consideration of any potential Xevent.
A careful examination of numerous natural and man-made Xevents turns up a few distinguishing
fingerprints of the unfolding of such events. Following the outline presented in Albeverio et al (2006),
these include
 Statistical: If there exists sufficient data to employ extreme event statistics, the distribution for
the occurrence and magnitude of an Xevent is generally from a family of probability
distributions, like the (stable) Levy or (stable) Paretian distributions. These families include
the familiar gaussian distribution as a very special case, as the gaussian is the only member
that has a finite variance. All other members display the fat tail property, which technically
means they have an infinite variance. Many Xevents, though, are so rare that we have little, if
any, data upon which to bring statistical procedures of any type to bear upon them.
We also note the ubiquity of power-law distributions in the world of Xevents. These
distributions measure the relationship between the frequency of an event and its magnitude.
For instance, an earthquake twice as large is four times as rare. If this pattern holds for
earthquakes of all sizes, then the distribution is said to ―scale‖. This means that there is no
typical size of earthquake in the conventional sense of ―size‖.
It's now known that the distributions of a wide variety of quantities seem to follow the powerlaw form, at least in their upper tail (Xevents). Scientific interest in power-law relations stems
partly from the ease with which certain general classes of mechanisms generate them. The
demonstration of a power-law relation in a collection of data can point to specific kinds of
mechanisms that might underlie the phenomenon in question, and often suggests a deep
connection with other, seemingly unrelated, systems
 Dynamics: Systems displaying Xevents live far from equilibrium. This means that system
variability and collective effects from the components of the system in interaction are the most
important determinants of the behavior of the system.
 Evolutionary Processes: As noted earlier, the Xevents shape the direction that the system’s
evolution takes. Small, incremental changes operate for long periods of time. Then, wham, an
Xevent takes place and the whole system is shot off onto an entirely different course.
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 More Effect than Cause: The commonalities of behavior of Xevent systems is focused more
on the effect the events have on human life than on the specific cause that gives rise to the
event. Deaths from the Xevent are large, financial losses are large, and environmental
destruction is large.
 The Mere Possibility of Disaster or Boom: In the developing world, the very possibility of
disasters, combined with the lack of social safety nets, limits risk taking in the society (i.e.,
lack of credit due to disaster risk) and appears to be a major contributor to poverty traps. On
the other hand, in the developed countries, research and exploration of ―possibility space‖ is
likely to lead to new technological innovations that can be expected to lead to an Xeventgenerated boom leading to ―the next big thing‖.
 Policy response: Society typically underestimates the chance of an Xevent, even those that
are not so unlikely. For example, expenditures on disaster assistance involve investing far
more in reacting to disasters than in taking steps to prevent them. Moreover, probabilistic tools
are rarely used to support policy decisions involving Xevents.

Methodological Issues
Let’s now consider a few conceptual issues that serve as a framework for a coherent research program
on Xevents.
 Anticipation: Without a doubt, the single most important tool we could develop for dealing
with Xevents would be a systematic procedure for early warning of a possible event. As the
saying goes, ―forewarned is forearmed‖, and to have a reliable, consistent procedure for
anticipating major discontinuities like a financial meltdown or a crash of the Internet would be
a huge step toward effectively addressing such crises.
 Forecasting: Some may argue that anticipation and forecasting are, for all practical purposes,
the same thing. But this is not the case. Anticipation deals with early warning of the possibility
of an event occurring; forecasting has to do with claims that an event of a certain type and of a
certain magnitude will take place at a certain place and time with a given likelihood. As noted
earlier, the notion of likelihood is a slippery one, especially in the context of Xevents where
we have little, or perhaps even no, actual data upon which to base any kind of standard
probabilistic forecast. What we need here is more like a ―theory of surprise‖ than a theory of
likelihood.
 Trends: A large number of people operating as ―futurists‖ often make forecasts that reduce to
the following formula: ―Tomorrow will be just like today except a little better or a little
worse‖. In short, they are trend followers and simply extrapolate whatever the current trend is
into the future. For such people, surprises never occur and trends never change. Strangely, this
kind of trend following is almost always right. But it’s also almost always useless as well, and
you certainly shouldn’t pay any money to a so-called futurist for this type of forecast. What
you should be ready to pay for, though, is information about the turning points, those
moments in time when the current trend is rolling over and beginning to change. That type of
information is golden (and not fool’s gold, either). Mathematically, such turning points are
called ―critical‖ points and there is a very well developed theory about them in the dynamical
systems literature. Oddly, though, that theory has been very little employed for the kind of
practical questions about Xevents that concern us here.
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 Extreme Risk Analysis: An entirely new theory of quantifying the risk of an Xevent needs to
be developed. Since data is scarce, this theory will have to make use of scenarios based upon
behavioral, psychological, sociological and economic factors and insights into the future
gained from the way a population’s mood biases the types of events we can expect to see.
New forms of insurance should also be introduced based on the results of this type of analysis.
 Modeling: Traditional mathematical modeling a la physics will have to give way to what
Stephen Wolfram (2002) has termed ―a new kind of science.‖ This is a science in which
computer programs replace mathematical formalisms. The creation of an agent-based
modeling (ABM) laboratory for testing hypotheses about Xevents is necessarily an important
component of whatever form an Xevents research initiative might take, since we require some
type of ―laboratory‖ to do controlled, repeatable experiments with systems that we cannot
experiment with ―in the wild.‖
To summarize, here’s a telegraphic list of the foci a methodologically-based Xevents research activity
might productively center upon:









Global catastrophes (including the human-caused variety)
Early-warning/horizon-scanning systems
Extreme risk analysis and management procedures
Surprise, resilience and tipping points
Methods of forecasting collective social events and behaviors
Computer simulation and scenario construction as laboratories for studying Xevent
Development of counterfactual thought experiments in social processes
Tools for the analysis of the fragility of critical infrastructures

From what’s been said above, it’s clear that the whole point of studying Xevents is to pull back the
veil of the future, at least a little. Thus, any meaningful program for understanding and anticipating
extreme events will have to confront both the uncertain and the just plain unknown

The Uncertain and the Unknown
During the preparation for the Apollo lunar landing mission in the late 1960s, the US space program
was deeply concerned about unknown lunar microbes possibly contaminating the Earth upon
splashdown of the lunar capsule in the Pacific. Elaborate procedures were put in place to quarantine
the astronauts as they exited the capsule and were taken to special facilities at the Johnson Space
Center in Houston, where a further period of quarantine awaited them while scientists analyzed lunar
material brought back by the astronauts for signs of any type of biological contamination.
This is an example of trying to protect against what we will term ―unknown unknowns‖, since prior to
the mission there was a complete absence of knowledge about the properties of lunar microbes—or
even whether there were any microbes, at all! As it turned out, there were no microbes, at least none
detectable by any of the Apollo missions. This conclusion confirmed what many scientists had inferred
from knowledge of the barren lunar surface, along with the lack of clear-cut, unambiguous effects on
earthly life of numerous asteroid and meteorite impacts on the Earth over millions of years. The
argument here being that whatever microbes might exist on the Moon would be no different from
those carried from outer space by meteorites, and that human life had evolved to survive nicely in the
face of this sort of contamination. The argument turned out to be correct. But at the time it was simply
informed speculation, and National Aeronautics and Space Administration (NASA) management
rightly didn’t feel secure enough in that speculation to bet the future of humankind on the argument
being correct.
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Interestingly, a very different situation occurred just a few years later as NASA prepared for the 1976
Viking landing on Mars. After flyby missions showed formations that looked like ancient river beds
on the surface of the planet, many scientists thought landing a spacecraft on Mars might lead to the
introduction of microbes from Earth into the Martian environment that could proliferate, and in some
unknown way contaminate the planet. Since the Soviet Union was planning a similar mission at the
same time, planners from the two nations agreed to carry out the program so that the risk of a microbe
running amok on the planet was less than one in a thousand during the period of the two unmanned
explorations. NASA management decided that to meet this requirement their Viking Lander had to
have a risk of less than one in ten thousand of contaminating the Martian environment. North (1995)
presents a very informative account of how these risks were calculated.
The Martian situation is an example of dealing with the ―unknown known‖. In this situation there was
plenty of information about the microbes involved, since they were of earthly origin and had been
studied here for many years. What was unknown was the effect such microbes might have when set
loose on the Martian surface. Here again arguments surfaced based on impacts from interstellar bodies
on Mars, the very same type of bodies that impacted Earth. The core of the argument was that the
microbes on Earth arose via evolution from such other-worldly objects. But what would those same
sorts of microbes do if left to run wild on Mars?
As noted, these two examples illustrate two broad categories of the unknown: The Unknown
Unknown, where we have essentially no data at all regarding the type of event we’re trying to protect
against, and the Known Unknown, in which we do have data but it’s a toss-up as to whether the data is
relevant or not to the situation at hand. This line of thought leads to consideration of how, exactly, we
tackle the problem of pushing back the boundaries of uncertainty.

Laws and Data
Generally speaking, there are two major tools available to the analyst when attempting to pull back the
veil of uncertainty surrounding a given system or process: (1) knowledge of laws governing the
system’s behavior and/or (2) observations (i.e., data) as to how the system behaves under various
conditions. Let’s examine each of these in turn.
As it's usually taught, the process of science consists of the following stages:

As indicated by the double arrow, this process, or method, involves a continual interplay back and
forth between experimentation and theory construction. Since the philosophy-of-science bookshelves
sag under the weight of scholarly treatises expounding on the pieces of this diagram, let's just touch
lightly on one or two aspects of each component that are of particular importance for the needs of this
paper.
Observations: The observation of events, or ―happenings‖, in the world is where most explanatory
schemes, scientific or otherwise, are anchored. Such observations may take the form of sensory
impressions like the sight of a bolt of lightning, the smell of freshly baked bread, or the smooth feel of
satin. On the other hand, the observations may be more indirect, such as reading the pointer position
on a voltmeter or noting the ticking of a Geiger counter. Usually, we're not interested in one-time-only
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isolated events, but in sequences of observations. This is especially true when it comes to matters of
prediction, where our concern is with attempting to divine how a sequence of observations of some
phenomenon will carry on into the future. But whether the observations are multiple or not, they
constitute what we call the facts. And it's the facts that the process of science is geared up to explain.
Empirical relationships: After observing several occurrences of particular types of events, an
irresistible next step is to try to organize the observations into some meaningful pattern. This is the
essence of what we mean by an empirical relationship: a relation characterizing compactly the
observed facts. So, for example, after taking many observations of sunspot activity over the course of
time we might notice a rhythmic cycle that peaks about every 11 years. This pattern of highs and lows
of sunspot activity constitutes an empirical relation linking the amount of activity with the time period
of observation. Another example arises when we observe fluctuations of the U.S. dollar exchange rate
on the international currency markets in response to the U.S. Federal Reserve's setting of the discount
rate. We note that whenever the Fed raises the discount rate, the dollar tends to rise in value against
most foreign currencies. The amount of the rise varies according to many factors, but the overall
relation between the rise or fall of the discount rate and the value of the dollar constitutes an empirical
relationship. In fact, what distinguishes the winners from the losers in the currency-trading game is the
degree to which a trader can ferret out a good approximation to the exact nature of this relation.
Laws of nature: An empirical relationship has a kind of contingent aspect to it; new observations
can rather easily convince us to modify the relation. On the other hand, a law of nature has the air of
something cast in concrete - permanent, fixed, immutable. At what stage does an empirical
relationship become a law of nature? The ontological status of such laws is very unclear. They seem to
be more than simply a constant conjunction of observations, since they support the forecast of events
that may not yet have occurred but could. On the other hand, they are far from being inevitable logical
truths. Exactly where the dividing line is placed varies from situation to situation.
Theories: A law explains a set of observations; a theory explains a set of laws. The quintessential
illustration of this jump in level is the way in which Newton's theory of mechanics explained
Kepler's laws of planetary motion. Basically, a law applies to observed phenomena in one domain
(e.g., planetary bodies and their movements), while a theory is intended to unify phenomena in many
domains. Thus, Newton's theory of mechanics explained not only Kepler's laws, but also Galileo's
findings about the motion of balls rolling down an inclined plane, as well as the pattern of oceanic
tides. Unlike laws, theories often postulate unobservable objects as part of their explanatory
mechanism. So, for instance, Freud's theory of mind relies upon the unobservable ego, superego, and
id, and in modern physics we have theories of elementary particles that postulate various types of free
quarks, all of which have yet to be actually observed and measured.
Prediction and explanation are the twin pillars upon which the scientific enterprise rests. One of the
principal goals of science (although not the only one), along with religion, mysticism, and all of
science's other competitors in the reality-generation game, is to make sense somehow of the worldly
events we observe in the course of everyday life. Thus, the point of the practice of science as science is
to offer convincing explanations for these events, as well as to back up those explanations with
accurate, reliable predictions about what will be seen next. But what do we mean by a ―scientific‖
prediction and/or explanation? In what way does it differ from predictions and explanations generated
by employing the tools and techniques of other predictive and explanatory schemes, e.g., those
associated with the practice of astrology or procedures involving the I Ching?
While the long answer to this query would require several books to provide, the short answer is rather
easy to give here. Scientific explanation and prediction is explanation and prediction by rule, or as it’s
sometimes put, by law. To take a simple example, the observed fact that copper is a good conductor of
electricity and silicon is not, is explained by invoking the rule that chemical elements or compounds
having a lot of easily detached electrons in their outer shell can use those electrons to conduct heat and
electricity. On the other hand, the rule states that those elements like silicon that do not have an
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abundance of such free electrons are not good conductors. The situation is similar with regard to
prediction. For instance, we can accurately predict that there will be a full moon on October~30, 2013
by appealing to the rules of celestial mechanics, essentially Newton's equations of gravitation and
motion. And, in fact, when a rule like Newton's proves useful enough over a long enough period of
time, it's often enshrined in the lexicon of science by being upgraded to a ―law‖, viz., Newton's laws of
planetary motion.
What do all these musings about observations, laws, and theories have to do with scientific prediction
and explanation? In what way do we actually employ scientific laws and theories to explain and make
projections of the events of daily life, including Xevents? Since pictures always speak louder than
words, the connections are displayed in the diagram on the next page, which summarizes what
philosophers of science term the scientific method. While the actual process of science almost never
follows precisely the path laid out in the diagram, the picture is still useful in elucidating the major
components of the scientific method: observations, theories, and experiments.
In the diagram, note the manner in which the operations of logical inference, experiment, induction,
and deduction interact. Induction, the process of arguing from specific instances to general
conclusions, is employed on the experimental side of science to generate relationships and laws
(empirical and from nature) from observations. The complementary operation of deduction, the
drawing of specific conclusions from general instances, is then used to generate predictions and
explanations from scientific theories. The dotted leg of the triangle with two arrowheads represents the
fact that we also speak in everyday language when we make predictions based on observations.
However, we still often use the methods of science to test those predictions experimentally.
This is a good place to clarify some terminological issues that will appear throughout the remainder of
this paper. When we speak of having a ―model‖ for a process like an earthquake or a system like a
stock market, we mean that we have a theory, often encapsulated in a set of rules (a ―law‖), governing
how the system changes over the course of time and/or in response to changes in its internal structure.
Generally, this means we have a law that we believe and trust represents a good approximation as to
the way the system actually works.

When we talk about having ―data‖ for a particular process, we mean we have a set of observations on
the behavior of the process, usually taken over some particular time period. These observations are
generally expressed numerically, although this need not necessarily be the case. For example, the data
might be qualitative, as in ―it’s hot in this room‖, rather than a quantitative observation such as ―It’s
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97.4 degrees in the room‖. In either case, to say we have data means that we have sufficient
observations at hand that we can feel comfortable using statistical tools to say something meaningful
about how the data pattern is likely to change over a given period of time.
As the identification of extreme events is the leitmotiv of this paper and a primary motivation for the
identification of incipient extreme events is the risk such events pose to society, let’s talk very briefly
about risk and its analysis.
Typically, risk analysis is subdivided into three components:


Risk Assessment: This is the process of estimating the probability of the occurrence of an
event, along with the effects the event generates should it occur.



Risk Management: The process of identifying measures to be taken to control and/or mitigate
the damage an event may cause.



Risk Communication: The process by which risk assessment and management are
communicated to decision-makers and the public, at-large.

But what do we mean by ―risk‖?
A generic definition of risk given in MacDiarmid (1993), one that follows what we said a moment ago
about risk assessment, is that risk is ―the probability of occurrence of an adverse outcome and the
severity of the consequences if the outcome does occur‖. We immediately note the central role played
by the notions of adversity (i.e., an event that damages society) and severity (the magnitude of the
damage) in this definition of the probability of an event. Introduction of the idea of probability
automatically implies risk evaluation, which can be done only in situations where we actually have
data. This is fine in many cases; but it’s not so fine at all for the situations of greatest interest for
Xevents and global shocks, since those shocks are generally the very types of ―game-changing‖ events
which either have never happened before or have taken place so seldom that even extreme-events
statistics are powerless to give any meaningful ―probability‖ to the event’s occurrence.
To get a better feel for the types of concepts and tools available for analyzing risk in various situations,
let’s deconstruct the model/data dichotomy into its constituent parts - model/no model, data/no data and see what is and is not possible by way of tools for studying risk assessment. Here we focus on the
assessment aspect, since the other two components of risk analysis are not primarily matters of
scientific analysis, but mostly focused on policy, mass psychology, and other areas outside the domain
of methodological study.

Two-by-Two
Following a famous aphorism from former U.S. Defense Secretary Donald Rumsfeld, we can call
these different classes of uncertainty the Known Knowns (KK), Known Unknowns (KU), Unknown
Knowns (UK) and Unknown Unknowns (UU). It’s instructive to examine each of these categories and
match them up with situations in which we have or do not have models and/or data.
 Known Knowns (Model and Data): This type of problem is the best of all possible worlds.
The prototypical example here is planetary motion, where we have a well-tested model,
Newton’s laws of particle motion, coupled with lots of data gathered over centuries on the
positions of the planets at different points in time. For the most part, problems in the KK
category arise in the natural sciences, primarily because the objects of study - planets, billiard
balls, electrons - never change their rule of motion, unlike the animals and humans who make
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up social and behavioral systems such as financial markets, road-traffic networks or ecological
food webs.
But even in the natural sciences we cannot afford to be too complacent. As models always
involve throwing away aspects of the real world that we think don’t matter for the questions
we want to answer, the models are necessarily incomplete. And we never really know whether
what we throw away really does matter, in any case. So, for instance, different climate models
used to estimate quantities such as long-term temperature or wind patterns omit different
aspects of the real world like the sea-ice interface, oceanic currents, wind patterns and the like,
and thus come to different conclusions on questions regarding things like global warming even when they employ the same data. And the data itself is far from complete, containing
gaps in both space and time, as well as measurement deviations, that introduce errors into the
calculations carried out using the rules encoded into the models.
Given these various caveats and disclaimers, it would be a stretch to claim that climatic
phenomena belong to the category of Known Knowns. On the other hand, when it comes to
weather forecasting we’re on far more solid footing. The models used to forecast are pretty
well-tested, and as long as we confine our interest to obtaining useful forecasts (substantially
better than just saying ―Tomorrow will be just like today‖) over a period of a few days, it’s
defensible to put weather forecasting into the Known Knowns category, as opposed to climate,
as attested to by the furious debates today surrounding global warming.
All this having been said, the fact that we have a dynamical model for the process under
investigation means we can often make use of tools from applied mathematics and
computational analysis to effectively address many questions of practical concern. For
example, the theory of chaotic dynamical systems (Casti, 1994) enables us to understand why
a small error in the starting condition for a weather-forecasting model can lead to nonsensical
results in the forecast after just a few days of simulation time. Or why an inaccuracy in the
data for a planetary position can give rise to similar nonsense about the position of that planet
after several millennia.
In another direction, recently-developed tools in network analysis (Newman et al, 2006) give
the possibility for understanding the deep connective structure of systems like the Internet, and
to identify ―pressure points‖ in that structure whose removal could lead to catastrophic
systemic collapse. These tools also show us how to design large-scale systems like power
grids and transportation networks that are resilient to various sorts of disruptions in different
parts of the system. At present, the linking-up of dynamical models, which are inherently
local, with the global structures identified through network analysis, is a hot topic of research
in the systems methodology community.
Before leaving this KK domain, it’s worth pointing out that even having good models and
excellent data is no guarantee of being able to effectively predict the behavior of a system.
Every model has some boundary of applicability, and no data set is either totally complete or
without inaccuracies of one type of another. So, for example, the laws of Newtonian
mechanics and gravitation do an excellent job of forecasting planetary positions for even a
century or two. But if you ask where Saturn or Uranus or even the Earth will be a million
years from now, these models simply break down since the actual laws of planetary motion
are rife with instabilities that manifest themselves over such long timeframes. So even the KK
category of situations is not absolute, but only relative to the questions you want the model
and data to address.
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 Known Unknowns (No Model but Data): This is certainly the most commonly encountered
situation, especially for problems in the social and behavioral domains. We have a lot of
measured data, and want to either construct a model that fits that data and respects our
understanding of how the component pieces of the system fit together, or we simply want to
process the data so as to be able to infer what is more or less likely to turn up when we next
observe the system. The prototypical example of the first situation is the work done by Tycho
Brahe, Johannes Kepler and Isaac Newton in building up the theoretical basis for modern
astronomy. Kepler used Brahe’s data to infer three empirical relationships of planetary
motion. Newton then created a model (Newton’s laws of motion) that not only had Kepler’s
laws as a consequence, but provided a tool for prediction of new phenomena like oceanic tides
that were not part of Kepler’s focus, at all.
Certainly the second path of analysis is what we most often see when studying events, extreme
or otherwise, in the human domain. Forecasting an epidemic from the outbreak of a disease
like influenza is a good example. A typical situation here (in the developed world, anyway) is
that we have a substantial amount of data taken at different locations at different points in time
about people who are infected with the flu, along with perhaps a breakdown of their
socioeconomic status, age category and other such demographic characteristics. This data is
then processed using statistical and actuarial techniques to provide estimates of how the
disease will spread, whether it will blossom into a full-fledged epidemic, which demographic
groups are most likely to be impacted and so forth.
This is not to say that there do not exist mathematical and computer models for epidemiology;
there are many as a quick Google search will confirm. But a model for the local spread of an
outbreak of flu or the common cold, or even for the development of an epidemic is one thing.
But a model that we believe in for describing how these local phenomena develop into a fullfledged pandemic is something else again. Much effort is currently underway to develop such
models. But at present there appear to be no ―silver-bullet‖ models that enable us to anticipate
and forecast the emergence of a global pandemic from local pockets of disease. So for now we
are in the situation of having data, but no model that can be fully trusted to address the
questions we most care about when it comes to the development and spread of a full-blown
pandemic.
The important point to note about this story is that the data is generally aggregated (that is, not
expressed at the level of individuals but only as properties of groups), and is processed
without benefit of any underlying dynamical model telling us how the flu might spread from
an infected person to someone who’s not infected, but susceptible to contracting the disease.
We’ll come back to this point later when we take a longer look at methods and tools for
studying pandemics.
 Unknown Knowns (Model but No Data): At first hearing, the notion of ―knowing‖ something
that’s unknown appears to be an oxymoron. How can the unknown be known? The resolution
of this seeming paradox rests in the distinction between implicit versus explicit knowledge.
This distinction is illustrated by the famous dialogue between Socrates and Meno’s slave as
told by Plato. In this account, Meno asks Socrates how a person can look for something when
he has no idea what it is. How can he know when he has arrived at the truth when he does not
already know what the truth is? Socrates doesn’t respond directly to this paradox but instead
answers with a poetic story, now termed the theory of recollection. This theory assumes that
immortal souls mix with the world of knowledge in a kind of world-spirit, and thus we have
only to ―recollect‖ a piece of knowledge by what we now call Socratic questioning. Socrates
illustrates the technique by questioning one of Meno’s slaves, who is explicitly ignorant of
geometry. The dialogue between Socrates and boy shows the slave capable of learning a
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complex geometric problem because ―he already has the questions in his soul.‖ In this way,
the implicit knowledge is made explicit, and so the unknown known becomes known.
There is actually nothing especially mysterious,, at least in principle, about this process of the
implicit becoming explicit, as it lies at the heart of mathematical knowledge, in general. In
mathematics, we begin with a small set of axioms, statements taken to be true without proof.
We then go on to employ the tools of logical inference to proceed from these axioms, step-bystep, to prove (i.e., make explicit) what is implicit in the axioms. So in this sense every
theorem in elementary geometry is an explicit statement that is already implicitly contained in
the axioms of Euclidean geometry. And, in fact, the question of what are the ―right‖ axioms
for mathematics lies at the heart of much research in mathematical logic and foundations,
since a different set of axioms leads to different theorems as, for instance, in hyperbolic or
other non-Euclidean geometries, which each arise by changing one of the axioms in the
Euclidean case. But mathematics is one thing, the real-world of global shocks and extreme
events is quite another.
What type of methodological tools do we have available to bring out these ―emergent‖
properties from a set of background assumptions represented, for example, by a particular
scenario of the world of 2020? One possibility is computer simulation. We construct the world
of that scenario inside our computers, and then create different circumstances in that electronic
world and examine the consequences of these changed conditions. The simulation may often
produce unexpected behaviors (emergent properties) that make explicit what is implicit in the
rules and background constraints imposed by the scenario. (Note: Exactly how these emergent
properties emerge is not at all understood, and constitutes a major research question in both
psychology and science.) So the model here is the structure and rules of the scenario (the
axioms, so to speak). But there is no data. The data actually has to be generated by the
simulator during the course of its exploration of the axioms constituting the simulation.
Deeper exploration of this line of attack on the ―implicit-to-explicit‖ question is really a
research question, one that we’ll consider in more detail later in this paper.
 Unknown Unknowns (No Model and No Data): Here we enter the true terra incognita–
literally! In fact, if you take this category at face value, it’s very difficult to imagine what
kinds of events might fit into it. How can one really imagine an unknown that’s strictly
speaking ―unknown‖? The whole thing sounds like an oxymoron waiting to happen. But by
loosening a bit the interpretation of the term ―unknown‖, things clear up, at least a bit. For
instance, if we think about types of events that actually have happened and then consider
variants of those events that have never yet been seen, we start edging into the domain of
unknown unknowns. A good example of this would be an alien invasion.
To the best of our knowledge today, no extraterrestrial civilization has yet made contact, in
person or otherwise, with humanity. So an invasion of the type Hollywood regularly portrays
is really an unknown unknown. We haven’t the faintest idea of how likely such an event might
be, or what the impact of its occurrence would be on human society. But this doesn’t mean we
don’t know anything. There are numerous accounts in the history books of one human
civilization overrunning another one, generally with disastrous consequences for the society
that’s overrun. For instance, the Spanish invasion of Central and South America effectively
destroyed the life and culture of an entire continent. French and British colonization of North
America, Polynesia, Australia and New Zealand led to similar outcomes. In all such cases, the
more technologically advanced culture simply made a hostile takeover of the less
technologically advanced group, sending the ―heathens‖ into a tailspin from which they never
recovered. It’s easy to imagine how humanity might be sent into a similar tailspin. And if you
can’t imagine it, just take a trip to the science-fiction shelf of your local bookstore! But this
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analogy is certainly not a ―model‖ that we can place any faith in when it comes to invasion by
aliens from another world.
An analogous line of argument can be made for unknown unknowns arising from a
technological development that is a discontinuous extrapolation from something already
known. The famous ―gray goo‖ catastrophe one hears about nowadays involving selfreproducing nanotech objects running amok and gobbling up all the planet’s resources in
building copies of themselves is a good illustration of this type of global shock. These
nanotech objects are simply vastly smaller versions of motors, gears and other types of
mechanical devices that we are already familiar with. But when scaled down to the nano level
(one-billionth of a centimeter), they acquire entirely different sorts of properties and potential
for damage than an ordinary human-sized gear or lever. Again, the science-fiction shelf is
littered with imaginative scenarios for how this type of global shock might take place.
So the methodology of choice for addressing unknown unknowns is first of all to employ a
large enough dose of imagination to transfer the unknown into the category of an unknown
known, i.e., one without a model but with a story or scenario. Then add data that’s indirectly
relevant to the unknown via some related type of known shock or catastrophe.
Of course, some may argue that the likelihood of an alien invasion or a gray goo catastrophe is
so remote that it’s hardly worthy of study when considering possible game - changing global
shocks. However, the whole point of going ―outside the box‖ in thinking about the unknown is
to consider exactly this sort of thing - and to take it seriously. After all, just because something
has never happened before certainly doesn’t imply that it’s impossible, or even necessarily
improbable, since such terms really only acquire meaning if there is data underlying them. The
point is that we simply have no data at all about the event’s likelihood or its potential impact
on society.
The chart below summarizes the four categories of unknowns we’ve considered, and links them to the
possible combinations of models and data, along with methodologies appropriate to each category.
These elements then form the backbone of any scientific study of the unknown. The sections that
follow will go through each of the four versions of the unknown in three very different categories of
problems—Global Finance/Economics, Pandemics, and Cyber Shocks—in order to explore how we
might address questions arising in these categories as part of a comprehensive investigation of global
shocks.

Model
No Model

Data

No Data

Known Knowns
(dynamical system theory;
network analysis)
Known Unknowns
(statistical techniques)

Unknown
(simulation)
Unknown
(imagination
scenarios/stories)

Knowns

Unknowns
and

How Things Might Work in Practice
The models/data and known/unknown dichotomies provide a structural framework for thinking about
global shocks, in general. But these sorts of vague generalities, useful as they are as a taxonomic
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crutch, don’t tell us much about how to actually use them in practice. So in this section we look at
three very different sorts of crises - financial/economic, pandemics, cyber shocks - as topical areas in
which global shocks can (and have) occurred, and consider how the taxonomic structure outlined
above can be used to gain insight into how we might productively analyze extreme events in these
very different domains.

Financial and Economic Crises
The distinction between a financial crisis and an economic one is primarily a matter of timescale.
Financial crises like a stock market crash or a bank run play out over a period of a few hours to a few
months, either quickly fading away or morphing into something more like a major economic collapse.
Economic crises, on the other hand, are events like the Great Depression or the still unfolding
Japanese deflation, which run over a period of many years. Taken on their own timescales both
financial and economic crises are negative extreme events, in that they are rare and have an unfolding
time that’s considerably shorter than the timescale of their effect. So in the discussion that follows, we
will occasionally move back-and-forth between the two major categories of shocks, financial and
economic, without explicitly stating which one we’re considering at the moment. For the sake of
exposition and brevity, we’ll usually talk about financial processes, since they give rise to the types of
shocks that gain the immediate attention of people and the media, primarily because they are the
shocks that change the way of life for individuals through loss of a job, a bank account or retirement
fund, and/or a home.
The first thing to note is that financial and economic crises come in several flavors:


Speculative Bubbles: The bursting of a financial bubble is probably the most graphic
illustration of a financial shock. The first such crisis was the bursting of the South Seas Bubble
in Britain in 1720 and the Mississippi Bubble in France. In both cases, the company involved
assumed the war debt of the country leading to the bursting of the bubble when there were no
more buyers left to invest in what was tantamount to a by now all-too-familiar Ponzi scheme.
In more recent times, these sorts of bubbles, including the most recent example that we’re still
living through, have been aided and abetted by vast amounts of easy credit allowing
speculators to dramatically leverage their positions in Internet stocks, housing or other sorts of
asset classes. But as with the South Seas case, at some point prices rise to a level at which no
more players enter the game, the asset price weakens and the stampede for the exit begins.
End of bubble! Besides the currently deflating U.S. housing bubble and the Internet bubble of
2000-2001, examples of this type of crisis include the Japanese property bubble in the 1980s
and, of course, the U.S. stock market crash of 1929.



Bank Runs: When depositors of a bank rush to withdraw their money faster than the bank can
call in loans to pay them, the bank can become insolvent. This, in turn, leads to many
depositors losing their savings if they’re not insured, and can quickly spread into a major
panic if officials don’t step-in to stop the process as depositors in other banks starting getting
nervous about their own savings and rush to withdraw their funds. A variant of this scenario
arises when banks have too many non-performing loans on their books and begin to worry
about not having enough capital available immediately to loan out to businesses and
individuals. This situation leads to a ―credit crunch,‖ as banks become very reluctant to lend,
which in turn throws huge handfuls of sand into the gears of commerce. Here we see how
easily a financial crisis can quickly be transformed into a major economic crisis like a
recession as the credit crunch spreads.
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A recent example of this sort of bank run was the Northern Rock crisis in the U.K. in 2007.
The savings and loan crisis in the United States in the 1980s, which led to a credit crunch that
in turn contributed greatly to the recession of 1990-91, is an excellent real-life illustration of
the dangers of a shock in one part of the system rapidly spilling over to affect an entire
national, or even international, economy.


Monetary Crisis: In the 1980s, a number of Latin American countries defaulted on their bonds
leading to an international financial crisis. Another type of international crisis arises when a
country, like China today, uses a currency with a fixed exchange rate relative to another
(usually the U.S. dollar). If that fixed-rate currency comes under speculative attack in the
foreign-exchange markets, the country may be forced to devalue its currency to protect it
against the attack. In either case, the global financial system is threatened. The 1997-98 Asian
financial crisis was a currency crisis of this sort, as was the 1998 Russian crisis that resulted in
the devaluation of the Russian ruble and a Russian default on their government bonds.

Economists often argue as above that financial crises often lead to, or at least precede, general
economic crises like recessions, a claim that is well-supported by the data. The Great Depression of
the 1930s seems to be of this type, where bank runs and stock market crashes appear to have led to an
overall economic downturn lasting for more than a decade. The sub-prime mortgage and property
price crisis in the United States and elsewhere in the world that began in 2008 gives the appearance of
being another catalyst for a broader economic decline.
On the other hand, some economists argue that recessions are not directly caused by financial crises
but that the crises get exacerbated by inappropriate governmental action that ultimately blow them up
into a full-fledged economic recession. A prime example of this line of argument was provided by
Milton Friedman and Anna Schwartz, who wrote (1971) that the economic decline that was sparked by
the stock market crash of 1929 and the bank panic of the 1930s would not have degenerated into the
Great Depression if these financial shocks had not been amplified by mistakes by the U.S. Federal
Reserve on monetary policy. In this view, while a financial crisis may be the initial shock triggering an
economic decline, other factors of a more economic nature can serve to prolong it into a recession or
even further into a depression.
Note here that in either case the actual connection between the financial system and the overall
economic system is the key element, and this connection is not at all well-understood. So all we really
say with confidence is that the financial markets, as measured by something like the Dow Jones
Industrial Index, does serve as a leading indicator of an impending recession. But whether turmoil in
the financial markets actually causes such a recession is far from evident. In fact, the financial index is
not even a sure-fire leading indicator, as seen by the 1987 U.S. market crash that did not presage any
sort of recession. But when there is a recession, the markets are always in free fall beforehand. And
that’s about all we can say at our current state of knowledge as to the linkage between finance and
economics.
For our purposes, it’s not especially important which way the arrow of causality points since either
direction starts from a shock that can lead to another shock. Our goal here is to explore concepts and
tools for understanding and anticipating the shocks, be they financial or economic. To do this, it’s
important to have some idea of the various ways a financial crisis might be caused.

Causes of Financial Crises
Trying to identify the cause of a financial collapse is a lot like the well-known story of the blind men
and the elephant. Following each crash, there is a veritable snowstorm of analyses as to what caused
the crisis, each analysis tending to focus on one or another of the possible causes depending on the
background, prejudices, and political leanings of the analyst. By way of illustrating the fairly obvious
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fact that there is no one, single cause of any crash, we can do no better than offer the diagram on the
next page of the current crisis.

All this having been said, it’s still instructive to give a brief account of several of the ―causes‖
of financial crises, if for no other reason than these factors must be weighed in the process of
developing scientific tools for understand these sorts of financial and economic shocks.



Self-fulfilling Prophecies: The finance guru George Soros has argued (1988) that finance is
more about psychology than statistics, in that success in investing resides primarily in
investors guessing the intentions of other investors and taking action on those guesses before
the other investors make their move. He called this ―guessing‖ reflexivity. Another example
relates to a bank run as described earlier, when a depositor thinks other depositors will
withdraw their money from a bank, so that depositor has an incentive to take out his money
too. The polite term used by economists to describe this anticipation is strategic
complementarity, although everyday language would be much more likely to use the far less
opaque term, ―self-fulfilling prophecy.‖ But it’s same phenomenon: If people have a strong
incentive to do the same thing they surmise others will do, then a financial crisis may arise as
a kind of positive-feedback process in which investors pile-in to an investment solely because
they expect others to do the same thing.



Cash-flow Gap: Here we find potential financial crises residing in a gap between the risks an
institution takes on with it assets and debts. A typical case is when a bank has short-term
obligations to pay out to depositors upon demand, yet has taken long-term risks on its debt in
the form of loans. If the depositors start a run on the bank and demand their money, the bank
may not be able to get back to cash fast enough by calling in loans to satisfy the demands.
This is what happened to Bear Stearns in 2007 when it was unable to roll over short-term debt
that it was using to finance long-term mortgage investments.
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Leverage: When institutions or individuals borrow to invest more than they actually have in
assets, the potential return goes up along with the potential loss. In particular, the loss can
exceed the ability of the investor to repay, thus creating a bankruptcy. The bankruptcy, in turn,
means that creditors won’t be repaid, perhaps leading to the collapse of the creditor and so on.
So leverage has the potential to spread a loss in one area through the entire financial system.



Weak or Non-existent Regulation: Government regulation of financial institutions has several
goals, not the least of which is to ensure that firms report their assets and liabilities accurately
and transparently, as well as maintain adequate reserves to meet their obligations. This often
entails restrictions on leverage, for example. Many argue that financial crises have been
precipitated by poor regulation. For instance, it has been argued that the 2007-08 financial
meltdown was caused by excessive risk-taking (i.e., leverage) in the U.S. financial system. On
the other hand, some claim that too much regulation can cause a crisis. For instance,
regulations requiring banks to retain too much capital might cause them to cut back on lending
just when liquidity is most needed in the financial system, thereby tipping a momentary
financial downturn into a crisis.



Herding: Many have noted that financial crises often take place shortly after introduction of
new financial instruments, such as investment in shares of a company was a new innovation
that began with the South Seas Bubble of 1720, while collateralized debt obligations were new
instruments contributing to the crisis of 2007-2008. Unfamiliarity with such innovations often
cause investors to wildly overestimate the value of assets, which in turn leads naïve investors
to ―follow the leader‖ over the edge of the financial cliff when they see the leaders profiting
from this misestimate of asset values. As these new investors pile-in to the market, the
instrument’s value spirals upward to a point where a crash is inevitable when there are no new
investors left. At that point, the spiral reverses and a crash ensues.



Fraud: The history of finance is filled with examples of people and/or institutions grossly
misleading investors with fraudulent claims about the assets they manage or control. The case
of Bernard Madoff in New York is a good case in point, in which Madoff gave his clients false
statements of assets for years before his Ponzi scheme collapsed in 2008. Ponzi schemes are,
of course, just one type of fraud, and Madoff was simply one of many traders and fund
managers fraudulently hiding their activities in the current crisis, as the U.S. government has
initiated numerous investigations of fraud at institutions ranging from the mortgage financing
companies Fanny Mae and Freddy Mac to the mega-insurer AIG. Frauds often lead to the
collapse of firms, which in turn lead to other firms collapsing and ultimately to a cascade that
ends in a systemic financial meltdown.

There are many theories of financial crises, ranging from the Marxian idea of long waves of
depressions and booms to the notions of Hyman Minsky (1986) about market fragility and credit
excess to herding models in which investors buy (or sell) when they see other investors doing the same
thing. Each of these theories deserves more space to adequately outline and discuss than is available in
a report of this type. Moreover, the theories themselves are not as important to the thrust of this paper
as the types of crises and their possible causes.
Let us now shift our attention to the fourfold taxonomy introduced earlier involving models and data,
and match these up with methodologies for investigating financial crises.
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Methodology for the Knowns and Unknowns of Finance
 Known Knowns (KK): Without a doubt, the most well understood economic paradigm is the
neoclassical equilibrium-centered model of economic processes, in which perfectly rational,
infinitely seeing, error-free calculators buy and sell in order to satisfy their needs and wishes.
These transactions, of course, lead to a change in price for market goods, prices rising if
buyers outnumber sellers, declining if the reverse is the case. Under the stringent rational
expectations assumption that agents act so as to maximize their satisfaction, this process leads
theoretically to a level of prices that are in equilibrium, at which both buyers and sellers are
satisfied.
This cartoon version of a real economy is based on a mathematical framework that is
tantamount to recasting Newtonian mechanics in the terminology of economics. The basic
setup is a system of differential equations characterizing the dynamics of price changes as
buyers and sellers ―negotiate‖ a transaction price, with the dynamical process ultimately
converging (at time t = ∞!) to an equilibrium price level at which everyone is satisfied and no
further transactions take place.
It’s difficult to believe today, but not long ago economists were congratulating themselves on
the success of their field. For example, in a 2008 paper title ―The State of Macro‖
(macroeconomics, that is), Olivier Blanchard, now chief economist at the International
Monetary Fund, wrote: ―The state of macro is good.‖ Just a few years earlier in 2004, Ben
Bernanke, now chairman of the U.S. Federal Reserve, praised the economic performance over
the previous two decades, which he attributed to improved economic policy making.
Then everything came undone.
Very few economists foresaw the current economic crisis. Even more importantly, the
profession simply ignored the possibility of a catastrophic failure in a market system.
Economists took it as an axiom of faith that the market system is stable. In short, they simply
assumed that assets like stocks, housing prices, and the like were always priced exactly right
by the market. There was nothing in the neoclassical economic models, Keynesian or
otherwise, that even allowed for the possibility of the type of meltdown seen in 2008. To put it
bluntly, the state-of-the-art models of the economic process made little, if any, point of contact
with the actual world we live in. So in our earlier models/data dichotomy, there are both
models and data. But the models are simply and literally incredible, which of course is
somewhat worse than having no model at all.
A corollary of the equilibrium-centered view of the economy was the so-called efficientmarket hypothesis (EMH), a fiction developed by the Chicago school of economics in the
1960s to describe the workings of the financial markets. The EMH comes in several forms, all
of them involving the relationship between information available to investors and how that
information is assimilated into the market price of an asset. The most common version asserts
that all publicly available information is already reflected in the market price of a security,
which implies, among other things, that there can be no arbitrage possibilities. In short, the
market (in this case, the stock market) is perfectly efficient in incorporating all available
information into the current price of a stock.
Incidentally, this view of price formation contains a built-in paradox, since it says that it does
you no good to collect information as that information cannot help you obtain a trading

20

advantage in the market. So how is it that information is assimilated into prices if no one
gathers information? So the EMH can only be right if not everyone believes it’s right!
As with price equilibrium for goods and services, the type of price equilibrium claimed by the
EMH for stocks and commodities is also a fiction. And not even a very good fiction, as Wall
Street traders thumb their noses at it each and every day. Even more dangerous insofar as
financial crises goes are two corollaries of the EMH, the Capital Assets Pricing Method
(CAPM) and the Black-Scholes Option Pricing Formula, both tools used routinely to measure
the riskiness of an asset. While this is no place to go into technical details, the CAPM and the
Black-Scholes formula rest upon the now-discredited assumption that price movement obey a
normal (Gaussian) probability distribution, which assumes away the very sorts of extreme
price movements that have underpinned each and every economic and financial crisis.
In summary, then, the sorts of global financial shocks that have regularly appeared since the
South Seas Bubble in the 1700s are simply impossible to accommodate within the theoretical
machinery (read: models) of equilibrium economics and efficient-market finance. The models
simply don’t stand up to on-the-ground data and observations of what actually happens in real
markets and in the real economy. Even worse, the models seem to work in the ―normal‖
situations when nothing untoward seems to be happening, but fail just when you need them
most in the domain of ―extreme‖ economic and financial events.
But let’s not throw out the baby with the bathwater. The tools developed to deal with
equilibrium economics may still be employed to study actual economic processes. The
movement of prices, people, money, and goods is still a dynamic process, even if the rule of
motion was totally misunderstood by the economics profession. So, dynamical system theory
as a tool is still relevant to the understanding of both financial and economic processes. We
just have to get the dynamics right and, even more importantly, ask the right questions. Tools
from dynamical system theory, like catastrophe theory and chaotic dynamics, are also relevant
to understanding how an economic process can shift dramatically from one behavioral regime
to another in an instant, metaphorically speaking, as a consequence of seemingly innocuous
changes in one or another part of the process. But at the moment we really don’t understand
what the ―right‖ rule of motion for such processes is, which for now restricts usage of these
tools to special situations.
Data is the other side of this coin, as even the best model fails if the data used to
calibrate/exercise the model is bad, insufficient, or just plain irrelevant. This is the familiar
―Garbage in, garbage out‖ phenomenon we’re all familiar with from computer jargon. So
again, when we speak of questions in the KK category we mean those for which we have a
model that we can believe represents the situation with fidelity sufficient to answer the
questions we want to address and the data the model uses is adequate in amount, accuracy and
relevance for the requirements the model imposes.

 Known Unknowns (KU): Here we have a situation that paradoxically is actually better than
the KK. I say paradoxically, since no model but only data is generally speaking a situation to
be preferred to one in which we have a model - but one that’s demonstrably wrong!
Disastrously wrong, actually, as in the case of equilibrium economics and efficient markets, as
recent world events testify. So what about this situation in which data is abundant, but in
which there is no model at hand that we can believe in? This ―believability‖ distinction is
important here, since we’ve already termed things like the Efficient Market Hypothesis as a
financial model. And it is; it’s simply not believable.
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This situation of data but no model is actually typical of the kind of world that financial
analysts work in every day. Lots of information about price movements, volume of securities
traded, volatility of price movements and the like, give rise to the myriad statistical measures
so beloved by technical traders. These measures include things like moving averages, the VIX
volatility index, Elliott wave patterns, advance-decline ratios, and dozens of other statistical
indicators that traders mine for information on where markets are heading next. This type of
statistical mining of the data is not confined to finance either, as macroeconomists use pretty
much the same sorts of approaches in their analysis of past economic data in an attempt to
ferret out patterns for GDP, unemployment, consumer sentiment and other such measures of
the health of the macro economy.
From a global shock perspective, there is a gigantic problem in employing these sorts of
techniques. That problem is that by their very design the statistical methods look for
regularities in the data, things like trends, cycles and other such repetitive patterns. But
extreme events like the collapse of a bank or a stock price have just the opposite character. By
definition, a financial or economic crisis is an ―irregular‖ event, something rare and
unexpected. So identification of regimes in which a crisis or a shock is likely is not something
we can expect to be able to do using mainline statistical methods.
What we can conclude for these KU events is that the usual tools we use to study them will
not help in identifying situations in which the system is near to breakdown. Unlike the KK
events, where the potential weakness resides in an inappropriate model for such situations,
here we have no model at all. But for KU events we end up in the same place, but this time
because the tools we use to process the data are inappropriate for the job.
We should note that the foregoing statement does not mean that statistical methodology will
not be able to find signs of extreme events, provided those events are already implicit in the
data. But to bring out those ―Xevents‖ requires that: (a) we can justify the claim that the
events really are already present in the data, and (b) that we have statistical methodology that
is designed to find irregularities. The field of extreme-event statistics is beginning to address
point (b). But point (a) seems to simply be assumed rather than justified in all studies I
examined as background to this report. At the moment, then, we have to conclude that we
have developed tools that may be capable of addressing a limited sample of financial crises,
specifically those of the sort that have already happened in the past and that we can feel
confident are incorporated into the raw data from which the statistics are calculated.
In passing, we mentioned earlier that the central difficulty in using the tools of both the KK
and KU domains to address economic shocks is that they derive from a Newtonian view of the
world, one aimed at addressing regularly occurring events, not irregular shocks, booms or
busts. Before moving on to consider the other two classes of economic problems, UK and UU,
it’s worth taking a page or two to look just a bit more deeply into the ―physics envy‖ of 20 th
century economists to see more clearly why methodologies based on dynamical systems and
Gaussian statistics will almost certainly never lead to effective methods for identifying crises.

Models, Muddles and Money
It's one of the small ironies of history that in 1699 Isaac Newton was appointed Master of the Royal
Mint, a position from which he ferociously pursued counterfeiters for many years. Ironic, since were
Newton alive today, there's little doubt that he would be equally relentless in hunting down the
business-school professors who have so debased his own mechanistic view of the world by assuming
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that that's how the world's financial markets operate. As we’ve emphasized above, the reality is that
there's something dramatically wrong with the conventional wisdoms of academic finance.
The Newtonian assumption from which everything else flows is that all observable phenomena emerge
as the result of the interaction of material particles. So Newton's world is a world of particles and
forces. Since an understanding of this world is crucial to the theme of this essay, let me briefly sketch
the outline of the Weltanschauung bequeathed to us by Newton.
Assume we have a system S consisting of N material particles. Let's agree to let the quantity x(i, t)
represent the position of the ith particle at time t, with the velocity of this particle then being v(i, t) =
dx(i, t)/dt, the time derivative of the position. Now suppose that we are interested in some property Q
of the system, say it's temperature, color, shape or whatever. Newton made the astonishing claim that
any such property Q could be expressed as a function of the positions and velocities of the particles,
i.e., as functions of x(i, t) and v(i, t).
In particular, if our property Q happens to be the acceleration of, say, the first particle, then we are
immediately led to Newton's Second Law that the particle’s acceleartion, a = =F/m, where m is the
particle's mass and F is a force. Cagey as ever, Newton never really specified the exact nature of this
mysterious ―force‖ F, stating simply ―I make no hypotheses.‖
Let's look for a moment at some of the not-so-hidden assumptions built-in to this wildly simplistic
view of the way and why of things.
 Conservative: As the particles careen about on Newton's billiard table, the overall system
neither gains nor loses energy to/from the external environment. In particular, there are no
frictional effects and the system runs-on forever.
 Homogeneous: The Newtonian particles are indistinguishable from one another and, in fact,
have no observable attributes whatsoever other than their mass, position and velocity.
 Indestructible: Particles are neither created nor destroyed.
 Path Independent: The value of any quantity Q at time t+Δ t depends only on the value of Q
at time t. In other words, the system has no memory.
 Absolute: There is no built-in upper limit to the velocity of a Newtonian particle; neither is
there any lower limit to the ―action‖ of a particle.
 Equilibrium-oriented: While not explicitly built-in to the Newtonian setup, there is a strong
presumption that the kind of system described by Newton is stable. In fact, the presumption is
that the long-run behavior of these Newtonian systems is either a periodic orbit or, if frictional
effects are introduced, a single global equilibrium point to which all motions are drawn as the
time t goes to infinity. A consequence of this assumption is that the system always moves so
as to arrive at a state of minimal energy. In particular, the particle trajectories remain bounded,
much like balls on a billiard table, and don't fly off to infinity.

So these are the ground rules in Newton's game of particles and forces. And, in fact, it has become
something of a cottage industry and a prescription for Nobel prizes in the physics community to relax
one or another of these constraints. For example, imposing a finite universal speed limit on particle
velocity led Einstein to the special theory of relativity. Similarly, Max Planck assumed a finite lower
bound on a particle's action, which led to quantum theory. In yet another direction, Ilya Prigogine
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dropped both the conservative and equilibrium assumptions with the end result being his theory of farfrom-equilibrium dissipative processes - along with a Nobel Prize in chemistry. Of course, this is a
crude caricature of the development of physics, and is not meant to say that any of these researchers
actually followed this prescription. It’s only an after-the-fact observation that their Nobel-prizewinning efforts can be interpreted as stretching the Newtonian paradigm beyond its elastic limit in
different directions. If anything, this observation is a testament to scope, power and depth of Newton’s
insight into the way of the world and certainly not intended to trivialize the magnificent achievements
for which these Nobel prizes were awarded.
With these successes, it's hard to argue with Newton's intellectual treasure chest, at least in physics.
And it's certainly defensible to probe the limits to which this billiard-ball paradigm can be extended to
other areas of life. But in the case of finance, what's good for the goose is definitely not good for the
gander, too. What works for physics, sad to say, just doesn't seem to work for finance - despite what
econophysicists seem to believe. To see why, let's first see how the current conventional wisdom in
academic finance matches up to this Newtonian setup.

The Physics of Finance
To paraphrase Oscar Wilde, jargon is the last refuge of scoundrels. So let me briefly go over the
primary buzzwords forming the backbone of the conventional wisdom in academic finance. We'll then
see how these watchwords of finance are simply translations of the same concepts sketched above for
the Newtonian paradigm of mechanics.


Efficiency: As we saw a moment ago, to a financial theorist an efficient stock market
is one in which any piece of new information coming into the market is immediately
assimilated and reflected in stock’s price. Depending on the assumptions made about
the nature of the information, various ―random walk‖ theories (RWT) of price
behavior have been studied. If the information available is only past and current
prices, then we have what's called the weak RWT. On the other hand, if the
information set consists of any publicly available information, we then have what's
called the semi-strong RWT. The semi-strong RWT more often goes under the rubric
the efficient markets hypothesis (EMH), as described earlier. Finally, if all
information, public or private, is admissible, then we come to the strong RWT. Each
of these random-walk theories holds that there can be no trading system based upon
the corresponding type of information that will allow one to systematically outperform
the market, taken as a whole (as measured by, say, the Dow Jones Industrial Average
or the S&P500 Index).



Rationality: Perfect rationality - finance style - means not only that all information
relevant to the price of a stock is processed objectively, instantaneously and without
error, but also that investors act so as to maximize their marginal utility. So in arriving
at a decision to buy or sell, a rational investor has ―properly‖ taken into account all
relevant information (we'll see later what that might mean).



Homogeneity: This assumption means that all investors are alike; they have the same
desires (to maximize their take) and the same attitudes toward risk.



Stability: The standing stability presumption in finance is that price of any security is
always moving toward a single, stable equilibrium price at which all the buyers and
sellers in the market are satisfied.



Memory-free: ―The market has no memory‖ is the catch phrase describing this
assumption. It means simply that the path the stock's price took in getting to its current
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level is irrelevant in assessing what price will be tomorrow. In mathematical terms,
such a process is termed ―Markovian,’’ implying that the stock price at the next
moment is determined solely from its current price. In short, whatever information
about the past is relevant to the future is already built-in to the current price.
The match between the concepts finance theorists find useful and those employed by physicists is not
exact. So, for instance, we find the single (and singular) finance concept of ―efficiency‖ ties-in with
both path independence and absolutism in physics. This is because efficiency assumes that all relevant
past information is already reflected in the current stock price. So the market has processed an
unlimited amount of past information, at least in principle. And the path by which the price arrived at
its current level is irrelevant in determining where it will go next (no memory). Now we enter the
realm where there is no meaningful data upon which to calibrate models, if we have them, or data
upon which to build theories in the absence of a model. By and large, this is the realm of the
unexpected, where the real crises reside.
 Unknown Knowns (UK): What type of economic or financial crisis can we envision for which
we have a model but no data? First of all, no data implies that the crisis, whatever it may be, is
one that has not yet been seen. But having a model also means that the unobserved crisis is
still something that can be accommodated within our existing framework for characterizing
events. In the language of dynamical systems, this ―new‖ crisis would be the long-term
endpoint of the dynamic, but one that has never yet been visited by the trajectory of the
existing economic or financial process. In short, the possibility for the crisis is already built-in
to our view of how things might unfold. The conditions have simply never yet been right for
that possibility to be realized. So in contrast to the KU-type of crisis, which is by definition
something we have seen before even though we have no viable model to predict or understand
it, a crisis of the UK variety is one whose seeds already exist within our economic worldview they have just never before germinated into a crisis.
The type of mechanical model of economic processes offered by the Newtonian framework
does not lead to a model of the sort we have in mind here. Rather, something that explicitly
takes into account the fact that human psychology and behavior is the driving factor in what
does and does not occur in social intercourse, not just economics and finance, leads to models
of the sort we’re talking about here. Let’s look at the rise and fall of the economic
phenomenon termed ―globalization‖ to fix the idea. Here our model will consist of a
systematic procedure for characterizing the social mood, how a society feels about the future optimistic or pessimistic - on a timescale of a few decades.
In its modern incarnation, globalization had its birth at the 1975 World Economic Forum
meeting in Davos, Switzerland. That was a time when the general view of the future, the
global social mood, was escalating upward at a dramatic rate. A few years later, the G8 was
formed, followed by the North American Free Trade Agreement (NAFTA), and later the
formation of the World Trade Organization (WTO). As the idea of the ―mood‖ of a population
enters into the story of the rise and fall of globalization in a central way, let’s have a quick
look at how we might actually measure this seemingly ephemeral quality.
Some years back, financial analyst Robert Prechter coined the term ―socionomics‖ for the way
the social mood leads to social actions. He then proposed using the financial market averages
as a way of measuring the mood. He called this measure a ―sociometer‖, as it serves much the
same purpose for measuring social mood that a thermometer serves for measuring the overall
motion of a collection of molecules. The underlying argument is that a market average like the
Dow Jones Industrial Average (DJIA) reflects bets that people make about the future on all
timescales from seconds to decades. The financial markets collect all these bets and process
them into a single number: a change of price. That price change then serves as a very effective
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measure for how people feel about the future. If they are optimistic about the future, they tend
to buy and prices increase; if they’re pessimistic, the tendency is to sell and prices go down.
Furthermore, the stronger the collective sentiment, the larger the bets people make. But just as
a thermometer doesn’t measure what every single molecule in a room is doing, the financial
market averages do not represent the feelings of every single person in a population either.
Nevertheless, experience shows that an index like the DJIA serves as a much better
characterization of the social mood than other types of measures of mood, such as opinion
surveys, annual births, Internet markets and the like. Moreover, accurate financial data is easy
to find in every daily newspaper, and is available over quite long periods of time. Let me add
that we can use such an index as an anticipatory tool for collective social events like the
process of globalization because it’s well known that the financial market averages serve as a
leading indicator of macroeconomic phenomena, such as GDP, employment and, yes,
globalization too. Much, much more on this topic is available in the book Mood Matters
(Casti, 2010).

Since the driving force behind globalization is to a large degree the American corporate
community, we look to the Dow Jones Industrial Average (DJIA) from 1970 onward as an
indicator of the overall global mood for this example, since the New York Stock Exchange is
still about the closest thing we have to a global financial market. Every single milestone in the
path to globalization, from the launching of the basic idea at Davos to the formation of the
World Trade Organization in 1996 to China’s joining of the WTO in 2000, took place at a
peak in social mood as illustrated in the figure displayed on the next page. Here I’ve inserted
question marks as to how things might unfold after 2004. I guess by now (early 2010) we all
know the answer to that question, as the DJIA shot up to over 14,000 in 2007, then collapsed
to around 7000 in 2008, before making a bounce to about 11,000 at the time of writing (March
2010). Depending on your prejudices and forecasting methods, this bounce is either running
out of steam just about now or will continue to a new market high. There are arguments on
both sides of this divide, my own prejudices leaning toward a strong downward wave
unfolding that will take the ―mood meter‖ down to less than 7,000 by year’s end.

Incidentally, this chart illustrates a point made in the paper’s opening section that not all
extreme events are discontinuities, or even immediate ―shocks.‖ The types of things we
typically think of as Xevents - earthquakes, volcanic eruptions, hurricanes - have this
catastrophic character. But more benign extreme events may not. And globalization definitely
falls into this category. What’s important about the chart is not whether the graph is smooth or
not, but where the current trend begins to rollover to a new trend. In short, what we’re after are
the turning points. And that’s just what we see in the chart, where the entire globalization
process began rolling over around the year 2000. As a point of reference, let me note that there
is actually a pretty well-developed area of mathematics aimed at addressing this issue of
turning points called singularity theory, which merits more attention than it’s received thus far
as a potentially useful tool in studying the onset of Xevents.

From 1975 to 2000, the global social mood was rosy enough to emit heat. In such times, the
types of events we expect to see are those that can be labeled with everyday words like
―unifying‖, ―joining‖, ―welcoming‖ and ―expanding.‖ Sad to say, the picture shows that by the
year 2000 this global mood was already starting to flatten out. While the process of rolling
over took about five years to really get going, we can with some confidence say that we’re
now in the early stages of a decades-long decline, one that’s likely to lead to social behavior.

26

and events of just the opposite character: Localization instead of globalization, fragmentation
instead of unification, xenophobia instead of welcoming
The difference here from the KK case is that the model is nothing so mathematically well
defined as a set of differential equations a la Newton. Instead, the model is now a procedure
for characterizing the mood of a population, and then interpreting that mood in the context of a
particular type of event (here the globalization process) on a given timescale. In the foregoing
example, the ―procedure‖ for measuring the mood is the use the financial market averages as a
kind of ―sociometer‖, and the consequent projection of the averages into its most likely future
pattern. This is one way among many to measure mood, one that has a number of attractive
features making it a convenient meter stick of choice. Monitoring Internet blogs and socialnetworking sites to ferret out how people feel would be another, as would surveys and
questionnaires. What’s important is that there is some systematic procedure to characterize the
mood and how it is changing. But that’s only half the problem. The second part of the
―procedure‖ is a set of rules for interpreting what the mood suggests by way of actions/events
pertaining to the type of social issue we’re looking at, in this case the process of globalization.
The type of tools needed to usefully apply these basic ideas of social mood and its impact on
social events are still in their infancy, and certainly cannot be said to have been developed to a
point where we would label them as ―well-tested‖ systematic procedures, that is, rules. At
best, they are at present a combination of empirical measuring sticks, the sociometer, and
insight and intuition, the interpretation. This is still far from a science. But research programs
pushing the methodology from empirics to science is presently being vigorously pursued at
several institutions.
 Unknown Unknowns (UU): In absence of both a credible model and actual data on economic
processes, we might think that we have no tools at all for anticipating economic events,
including ―out-of-the-blue‖ surprises. Well, almost. But not quite. When the real world fails to
give us what we need, one solution is to simply create a world that does. In the case of the
economy, this leads to the idea of building an electronic version of the world we want to study
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inside our computers, which itself constitutes a model, and then using this surrogate world to
generate data, events, booms and busts in the silicon economy. How do we do this? Let me
illustrate the approach by a specific example addressing the problem of modeling the global
economy. Let’s call this Global World.
First, we have to identify what countries will constitute Global World, their geopolitical
relationship to each other, their trade alliances, what sorts of economic ties they share, and all
the other factors entering in to economic intercourse. This exercise defines the ―playing field‖
upon which decisions taken by countries play themselves out in the form of exchanges of
goods, services and money. Next, we have to define an economic strategy for each country in
Global World. In essence, this is a set of rules stating how each country will behave
economically (and perhaps otherwise, too) under different states of the world and under
different actions taken by the other countries. In other words, the decisions a country takes
with the information available to it at the time. We must then define a measure of success for
each country. This quantity should be a kind of yardstick by which each country evaluates the
results of its actions and decides whether its current strategy is succeeding or failing to achieve
its economic goals. Finally, we need a kind of ―meta rule‖ for each country stating whether a
country wants to change its strategy and, if so, what new strategy it will employ in the next
round of exchanges. In short, the meta-rule is a ―rule for changing rules.‖ It is this feature that
makes Global World an adaptive process.
The steps just outlined lead to a computer model that in the jargon of system science is called
an ―adaptive agent-based simulation‖. In everyday language, it’s very similar both in form and
spirit to a computer game. But there is nothing more serious in life than games, and Global
World is a serious tool for answering ―What if?‖ types of questions pertaining to the world
encoded in the model. What if Country A imposes trade tariffs? How does that change effect
Country B? Or what if Countries C and D join into a mutual trade pact? How does that impact
existing trade agreements between Countries E, F, and G? And so on, ad infinitum. The point
here is that Global World constitutes a laboratory for doing controlled, repeatable experiments
about the economic processes going on inside the computer. In particular, this setup admits the
possibility of actually creating situations that may lead to a crisis of one sort or another, and
looking for ways to avert it (or possibly to make it occur if it’s a positive crisis).
An interesting example of just this sort of approach to financial markets was carried out
awhile back at the Santa Fe Institute and detailed in the book Agent-Based Modeling: The
Santa Fe Institute Artificial Stock Market (Ehrentreich, 2008), where researchers constructed
an electronic version of a stock market in order to investigate situations in which the efficientmarket hypothesis we considered earlier might be even approximately valid. In this world, the
objects in interaction were traders, each of whom had a set of different trading rules that they
might employ. At any given time they used one rule from their set to decide whether to buy,
sell or hold. These orders were then broadcast to a specialist, who implemented trades and
adjusted security prices to reflect the relative level of buy and sell orders. The traders also had
a rule for deciding how well their current rule was working (its profitability!), and could use
the meta-rule to change to another trading strategy if their current rule was not profitable
enough. An important feature of this artificial market is its periodic boom-and-bust cycles just like those in a real stock market. But unlike a real stock market, here researchers could
actually study the circumstances that brought about a boom or a crash.
Another exercise of this sort involved an agent-based model called Insurance World, in which
the world’s catastrophe insurance industry, where the agents in the world were the world’s
major primary insurers and re-insurers, along with the customers who actually buy this
insurance against earthquakes, hurricanes and the like. Details of this exercise are available in
(Casti, 1994).
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We again emphasize that these kinds of simulations allow us to study situations in which there
is either no data, or the data available is not the right kind of data for addressing the questions
we most like to answer.

Pandemics
In the 1947 existentialist novel The Plague, French novelist Albert Camus paints a gripping picture of
medical workers joining together to fight an outbreak of the bubonic plague. Set in the Algerian port
city of Oran, the characters in the story are taken from a broad spectrum of everyday life, ranging from
doctors to fugitives to clergymen, all forced to address the very ``Camusian'' issue of the human
condition and the vagaries of fate. The end result of these separate deliberations seems to be that
humans have at best an illusion of control of their destiny, and that ultimately irrationality governs
events. The Plague is an account of how people in a situation of stress deal with the philosophical
question of what Camus calls ―the Absurd,‖ an event that lies so far outside our normal experience that
we see it as … well, absurd, quixotic, unpredictable, unbelievable.
The surface story line in The Plague is that thousands of rats begin to die unnoticed by the residents of
the city. Soon, a local newspaper reports this seemingly strange phenomenon and a mass hysteria
develops in the populace. In a well-meaning, but tragic, effort to quell the hysteria, public officials
collect all the dead rats together and burn them, thus creating a catalyst to actually promote spreading
of the plague. Following a lot of political bickering over what actions to take, the town is quarantined,
postal service is suspended and even phone and telegram service is confined to essential messages.
How this latter edict contributes to confining the disease is a mystery, but it certainly contributes to the
sense of isolation felt by the townspeople.
As the plague spreads throughout the city, people finally give up their petty individual concerns and
join together to help each other survive the pestilence. Ultimately, the plague burns itself out and life
returns to normal. People take up their previous daily life patterns, returning to their self-absorbed,
ignorant selves. And so it goes.
The Plague is but one of a huge number of fictional accounts of an epidemic and its effect on the daily
life of a large population. In Camus's day, it was relatively easy to confine a disease to a local
geographic region, as people didn't fly halfway around the world for a long weekend in The Seychelles
or buy food in their local market that began its day on another continent. But in today's world the
plague outlined by Camus would almost surely not be confined to the borders of Oran, but quickly
spread to continental Europe and from there to Asia and/or North America and/or South Africa and/or
wherever. Our task in this section is to look at the possibility for just such an outbreak and the
likelihood of its decimating hundreds of millions of people (or more) before the disease has run its
course.
Before setting sail on this voyage through the world of viruses, bacteria, and other nasty, dangerous
things, let's first clarify the terminology that we'll use throughout this discussion.
Incidence: The number of new cases of a disease that appear in a given population of a specified
period of time.
Epidemic: An excessive and related incidence of a particular disease above what is normal for a
given population. For instance, Camus's plague was an epidemic.
Pandemic: An epidemic that spreads beyond a given continent and becomes a wide-ranging
problem. AIDS today is a pandemic.
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Endemic: A disease having a relatively low base-level incidence rate, but one that’s not necessarily
constant. The common cold is the most typical endemic disease in just about any population.

With these definitions out of the way, we see that epidemics and even pandemics are far from new
phenomena. They have been with humankind for just about as long as humankind has existed. And
they're not going away anytime soon. Just to put some meat onto this skeletal statement, here is a short
list of some of the more infamous and deadly outbreaks of disease over the last couple of thousand
years.


The Antonine Plague (165–180AD): A suspected outbreak of smallpox that decimated Rome
for more than a decade, killing 5,000 people a day at its peak. The estimated number of deaths
was five million.



The Plague of Justinian (541–750AD): Probably a bubonic plague in the eastern
Mediterranean area. This disease began in Egypt and quickly spread to Constantinople and
then to Europe and Asia. It was killing 10,000 people a day in Constantinople at its peak.
Estimated number of deaths: One-quarter to half the human population in the areas where it
was active.



The Black Death (1300s-1400s and beyond): A pandemic outbreak of bubonic plague in
Europe, the Middle East, China and India. Estimated number of deaths: 100 million over a
period of 200 years.



The Spanish Flu (1918–1919): The ―Great Influenza‖ that was almost surely the deadliest
plague in history. This pandemic is said to have started in Haskell County, Kansas, and
transmitted though movement of soldiers at the end of the First World War. Estimated number
of deaths: 100 million. In contrast to the Black Death, which killed over a period of centuries,
the Spanish Flu claimed a similar number of victims in just six months. To put this figure into
perspective, given that the world's population is now about four times greater than in 1918,
the same illness with the same level of lethality would today strike down over 350 million
people worldwide!



AIDS (1981–present): Most likely a virus that ―jumped‖ species from monkeys to humans in
Africa a few decades ago. Estimated number of deaths: 25 million and counting.

This chronicle could be greatly extended but the point is clear. Epidemics and their much nastier
relatives, pandemics, have a richly deserved position as one of the Four Horsemen of the Apocalypse.
But the foregoing list is just a summary. To understand the likelihood of another killer plague, we need
more information on just how these diseases not only start, but spread through a population. So let's
look at how a modern plague, Ebola fever, has unfolded over the course of the last 25 years.
In 1976, Mabako Lokela was a 44-year-old schoolteacher in Zaire. Returning from a trip to the north
of the country in late summer that year, he became sick with a very high fever. During the next week,
he started vomiting and began to bleed from his nose, mouth, and anus. He died less than a week later.
At the time, no one could pinpoint the cause of his death, although now he is seen as the first victim of
what we now call Ebola fever.
Not long after Lokela's death, more than 300 other patients began turning up with the same symptoms.
The overwhelming majority of them died within a couple of weeks. And thus Ebola fever came onto
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the radar of the international medical community as perhaps the most virulent disease to ever infect
human beings.
Thirty years after the first outbreak it's still unclear what the precise origin of Ebola is, although there
is some evidence pointing toward fruit bats as the carrier. For a chilling account of this highly
infectious virus and how it migrated from the African jungle to the outskirts of Washington, D. C., the
reader can do no better than to consult Richard Preston's best-selling book The Hot Zone (1994). This
compulsively readable volume tells the story of how a secret military SWAT team made up of soldiers
and scientists was mobilized to stop the outbreak of this virus.
What does it take for a pathogen like Ebola to spread through a population? And what are the warning
signs we need to be aware of that signal an epidemic or pandemic in the making?
The first point to note is that as in the rest of life, when it comes to infectious diseases not everyone is
created equal. Some people are simply more well positioned genetically and socially to transmit and/or
acquire the disease than others. In Severe Acute Respiratory Syndrome (SARS), a Chinese physician
spread the infection to a number of people in a hotel, who in turn took the outbreak to other Asian
countries, the disease ultimately spreading to more than 30 countries around the world and killing over
800 people.
Epidemics are a function of the disease pathogen itself (the virus or bacteria), the persons who actually
contract the disease, and the environment in which the infected people operate (the population of
uninfected people). The journalist Malcolm Gladwell has described the process of the outbreak of an
epidemic in his book The Tipping Point (2000), where he identifies three Laws of Epidemics: The Law
of the Few, The Stickiness Factor, and the Power of Context. Let me briefly summarize each of them:
The Law of the Few: There exist ―exceptional‖ people in a population who are somehow extremely
well connected and at the same time strongly virulent. Thus, these few special people have the ability
to expose a disproportionately large number of the population to the infectious agent. In the lingo of
the epidemiological community, such people are termed ―super spreaders‖. An outbreak of SARS in
Toronto, for instance, was traced to such a super spreader.
The Stickiness Factor: This law says that there are relatively few simple changes that can be made to
many pathogens that enable them to ―hang on‖ in a population, year-after-year. Influenza is a good
example of this, where each autumn new strains of last year's virus appear, each a slight modification
of what came before, the changes being just enough to enable the virus to slip through the body's
immune system and infect a population.
The Power of Context: This law asserts that humans are a lot more sensitive to their environment
than it may seem at first glance. In other words, whether people are ready to change their behavior
and, for instance, voluntarily quarantine themselves or even take basic precautionary measures to
avoid infection, such as wearing a mask or even washing their hands, depends on the cultural
standards of the particular population they belong to. In a small town, people will react differently than
in a major metropolis. And that difference may be the difference that matters insofar as whether an
epidemic breaks out or not.
So these are the ―laws‖ by which epidemics of either diseases or rumors spread. What are the stages
we should be aware of that give us an early-warning sign that an epidemic is in the making?
According to the World Health Organization (WHO), there are six distinct phases of a pandemic,
ranging from the appearance of an influenza virus subtype in animals with low risk of human infection
(Phase 1), to sustained transmission of the virus in the general human population (Phase 6). The
various Phases constitute an increasingly clear set of signals, or ―fingerprints‖, that a pandemic is
brewing. Here is a summary chart of all six Phases:
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As an example of the use of this table to characterize the stage of a possible pandemic, the so-called
―bird‖ or Avian Flu virus, technically labeled the H5N1 virus, is currently at Phase 3. Movement up to
Phase 4 would represent a huge increase in the danger to humans, as it is the first Phase at which
human-to-human transmission has been verified. This would no longer leave the virus in the careful
monitoring stage, but enormously elevate the importance of seeking a vaccine and initiation of
preventive public health measures.
What can we do realistically to prevent a pandemic?
There are at least three ways to stop a pandemic in its tracks:


Eliminate Infected Animals: By slaughtering the entire poultry population of one-and-a-half
million birds, the authorities in Hong Kong stopped the avian flu virus H5N1 in its tracks after
the initial cases of human infection were reported in 1997. Unfortunately, this process was
both hugely expensive and not totally effective, since the virus has reappeared since that time.
Nevertheless, the procedure has some measurable effect, at least if the virus can be localized.
Similar mass culling was used in the U.K. to stem foot-and-mouth disease in cattle in 2001,
when four million animals were slaughtered. But this ―shotgun‖ approach to stopping disease
raises many troubling questions, not the least of which is who is going to compensate the
farmers for the loss of their animals, hence their livelihood?



Vaccination: Protecting animals and humans by vaccination is also a tricky business. For
instance, even if a vaccine exists it may be impractical to administer it to large numbers of
people or animals. Moreover, it's difficult to distinguish a vaccinated animal or human from
one that's not. So restriction of movement of the non-vaccinated may be difficult to monitor or
control.



Drugs: In contrast to vaccines, which are preventive measures, drugs are after-the-fact
treatment to prevent the outbreak of a pandemic. For bacterial infections, there now exist
many very effective antibiotics. There also exist a growing number of bacterial strains
resistant to such drugs, like some strains of tuberculosis.
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When it comes to viruses, the situation is far worse. The only effective antiviral agent for the avian flu
virus H5N1 seems to be Tamiflu, which acts as both a kind of vaccine in that it prevents infection, as
well as a drug that enhances the survival rate of those already infected. But in either case the drug
must be given very shortly after exposure to the virus or contraction of the infection. Moreover,
variants of the virus have already turned up that are resistant to the normal Tamiflu treatment. So yet
again there exist no magic bullets for all known infective agents.
Strangely, perhaps, the most effective general procedure for stopping a outbreak from becoming a fullfledged pandemic is simple common sense; in other words, education about elementary procedures for
health care and sanitation. For example, wash your hands when handling food, keep your home and
outdoor areas clean, properly take medications. Such procedures go a very long way toward stopping
infectious diseases in their tracks.
What about stopping pandemics before they ever have a chance to get off the ground? Do we have any
procedures for effectively anticipating and/or forecasting the outbreak of something like avian flu or
SARS? This takes us into the realm of scientific modeling of the way an epidemic or pandemic takes
place, once an infection has gotten a foothold in a population. Let’s now return to our U/K taxonomy
and examine some directions researchers are taking in understanding the way diseases spread both in
space and in time.

Methodology for the Knowns and Unknowns of Pandemics
 Known Knowns (KK): Epidemics of known diseases like the common cold, malaria, and
smallpox have drawn the attention of applied mathematicians and statisticians for at least a
century, if not longer. As a result, many mathematical models of how infections spread
through a population have been suggested, each with its own set of simplifying assumptions
and features. From a methodological perspective, almost all such models take the form of a
dynamical system of one sort or another, generally expressed as a set of differential equations,
different in detail from those used to characterize the flow of known economic processes, but
not different at all in the general power - and limitations - of the tools themselves. Since this
line of attack is by now well developed for the sorts of diseases that surface in society on a
regular basis, we will not present a history of these methodological developments here. A
pretty thorough overview of this methodology is available in the volumes (Bailey, 1975;
Brauer, 2008). We note only that each and every one of these models make some quite
dramatic simplifications about how diseases spread through a population, in order to make the
mathematics tractable. Whether these assumptions hold up in the light of a disease never
before seen, or even a major variant of a known disease is the question we need to answer in
regard to obtaining early-warning signals for a possible pandemic arising from such an
outbreak. Many computer simulation models are also available for studying the development
of pandemics. But for the moment we’ll defer consider of this stream of modeling.
 Known Unknowns (KU): This category of events encompasses diseases that are known, but
for which we do not have any reliable model as to how they might develop into a major
epidemic/pandemic. A new strain of influenza or something like Ebola fever are good
examples of this sort of situation. As with financial/economic processes, the principal
distinction between this KU class of problems and the KK class is that here we have only data,
but no dynamical model for how the process unfolds over the course of time, no rule(s) by
which people who are infected transmit the disease to those susceptible to contracting it, or
rules for how a wave of infected people builds and recedes and the like. Instead we have just
data, counts of those infected over the course of time in different spatial locations, possibly
along with other demographic information.
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With only data in hand, the main tool for projecting that data into the future is specialized
statistical procedures tailored for the particular features associated with the given
epidemiological data. Thus, other than the tailoring to account for the fact that the data arises
from a count of people infected with a particular disease in a population rather than a count of,
say, income levels or some other economic property of the population, there is nothing really
new to say about how to handle these disease statistics beyond what we said earlier for the KU
class of economic and finance problems. So, to quote the enigmatic Austrian philosopher
Ludwig Wittgenstein, ―Whereof one cannot speak, thereof one must remain silent.‖
 Unknown Knowns (UK): Here we enter into potentially the most dangerous area of all in
which an unknown variant of a known disease bursts out in a far deadlier form leading to a
pandemic. A prime example of this type of problem is the H5N1 virus (―avian flu‖), which
started as a strain of flu that developed in birds and has continued to evolve becoming more
widespread and more deadly. The situation is potentially dangerous enough that Dr. Robert
Webster, an expert on avian flu, wrote that, ―The world is teetering on the edge of a pandemic
that could kill a large fraction of the human population.‖
For this type of situation, we have a model but no data. It’s reasonable to suppose that the
infection patterns and movement of avian flu through a population doesn’t differ in any major
way than the spread of ―normal‖ flu. But the data on new variants of flu, like avian flu, is
sparse to non-existent, making it difficult to calibrate existing flu models to determine where
an outbreak of the new flu will emerge, when and how it might spread through a population.
All existing models contain parameters whose values make the model specific to a particular
form of flu. But without data to fix the actual values of the parameters for a mutating variant
of known flu types, we’re powerless to use these models to forecast an incipient pandemic.
In such a situation, probably the best methodological approach is to again create a world inside
our computers, where we can explore simulated variants of flu viruses and investigate the
different types of parameter values that lead to the spread of pathogens throughout a
community. The attraction of this approach is that it provides a model (the computer program)
that does not require as many simplifications and abstractions from the real-world situation as,
say, a set of differential equations. This type of simulation model can also be far less
aggregated than such a set of equations, admitting variations in susceptibility, immunity and
other properties of individuals or subgroups in the population that may strongly impact the
spread of any virus.
 Unknown Unknowns (UU): The UU is basically the complement of the other three
categories, where totally surprising diseases could bubble up from many possible sources—
unexpected mutations of existing pathogens, crossovers from diseases that currently don’t
infect our species, or even diseases carried on asteroids, meteorites or from planetary
exploration. In short, threats that cannot be anticipated from existing models or data. Just to
give a feel for what such a situation might be like, consider a scenario termed amazon.plague
posited in the book Proteus (2000):
The world of 2020 looks bleak. Since 2010 the globe has been swept by highly
contagious, deadly viruses that flare-up, die down and return in mutated form. The world
economy has declined sharply as trade and commerce have dried up, and is now mired in
a serious, long-term recession. Many nations have either become authoritarian, ruled by
demagogic strongmen, or simply succumbed to chaos. The U.S. is among a handful of
countries fortunate enough to have resilient political structures and relatively low fatality
rates. These countries have signed a mutual assistance treaty to find a cure for the viruses
and protect national security. The ―viable states‖ have sealed their borders, but they are
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constantly threatened by mass migration attempts from less fortunate neighbors. In the
U.S., the traditional Democratic and Republican parties have been replaced by the Greens
and the Techs; the former look to a return to basic living and tend to blame technology for
the world’s current evils, while the latter look to medical research and technology to solve
the current crisis. Power increasingly resides in community groups and local health
centers, most of which are connected to and supported by the federal government. The
public has generally agreed to sacrifice some personal freedoms in favor of medical IDs
and increased surveillance of potentially ―unhealthy‖ populations. The Internet has
evolved into the Global Information Grid, which is the preferred method of purchasing,
communication and education, allowing people to avoid large groups and crowded areas.
It is one of the few unambiguous signs of progress in this world.
The reason for stating this ―mini‖ scenario is to give an explicit example of a hypothetical
world structure that might follow from introduction of a previously unknown deadly virus and
its potential effect on world geopolitical and economic structures. The countries and their
interrelationships in this hypothetical world might now be translated into computer code for a
simulation of amazon.plague, which can then be used as a virtual laboratory to study myriad
questions about how this disease impacts every facet of human life. For example, we might
ask whether the pre-disease political and/or military alliances would return to the forms they
had prior to the outbreak, once the disease has run its course. Or consider how many people
have to die and where before the new economic order brought on by the disease becomes
entrenched. Or … The point is that once you have this world inside your computer, there are a
huge number of questions that can then be addressed about the impact of the disease on
humanity beyond the fairly obvious ones, such as how many people will die? Where? When?
How?

Cyber Shocks and Info Wars
Item: On July 4, 2009, several U.S. government agency computers were subject to massive denial-ofservice attacks that went on for several days. Systems affected included those at the Treasury
Department, Secret Service, Federal Trade Commission and the Transportation Department.
According to private web site monitoring firms, the Transportation web site was ―100 percent down‖
for two full days, so that no Internet user could get through to it. One observer noted, ―This is very
strange. You don’t see this, having something 100 percent down for a 24-hour period is a pretty
significant event.‖ This commentator went on to say, ―The fact that it lasted for so long and that it was
so significant in its ability to bring the site down says something about the site’s ability to fend off [an
attack] or about the severity of the attack.‖
Item: In mid-October 2009, a seemingly routine maintenance of the Swedish top-level domain.se
went very badly off track when all domain names began to fail. Swedish web sites could not be
reached, Swedish emails failed and even several days later not all systems were fully functional again.
Basically, the entire Swedish Internet was broken. So what went wrong? Investigations suggest that
during the maintenance, an incorrectly configured script that was intended to update the .se zone,
introduced an error into every single .se domain name. But this was only a theory. Another
possibility that was floated at the time is that the Swedish Internet may have crashed when millions of
Japanese and Chinese men disrupted the country’s Internet service providers searching for Chako
Paul, a mythical lesbian village! So the entire network was taken down by Asian men googling a
seemingly non-existent ―Swedish village.‖
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Item: In November 2009, the U.S. television news magazine 60 Minutes claimed that a two-day
power outage in the Brazilian state of Espirito Santo in 2007 was triggered by hackers. The report,
citing unnamed sources, said that the hackers targeted a utility company’s computer system. The
outage affected 3 million people, a precursor to the huge blackout in 2009 that took out Brazil’s two
largest cities, Sao Paulo and Rio de Janeiro, along with most of the country of Paraguay. As it turned
out, neither of these blackouts appear to have had anything to do with infiltrations of computer
systems. Rather, the 2007 failure was due to simple human error, faulty maintenance of electrical
insulators that allowed them to accumulate too much soot that eventually caused them to short out.
Explanations for the much greater power outage in late 2009 are far more interesting, ranging from a
major storm destroying power lines at Itaipu Dam, the source of 20 percent of Brazilian electricity
(meteorological records show no storm in the vicinity of the dam during the period in question),
renegade Mossad agents hacking into the national grid (the explanation posited by Brazilian President
Lulu da Silva), a ―butterfly effect‖ stemming from the shutdown at CERN of the Large Hadron
Collider during approximately the same period as the blackout, and even UFOs in the form of an alien
mother-ship harvesting electricity from the generating station. In short, nobody knows anything!
These stories could easily have been multiplied several-fold. But the point is clear: The infrastructures
human most rely upon in just about every aspect of modern life are totally dependent on computer
communication systems, the vast majority of which are linked via the Internet. So whenever an
infrastructure fails, whatever the actual reason, the first finger often points at anonymous hackers
taking down the system for fun and perhaps for profit. Sometimes these claims are even correct.
Sometimes. But ―sometimes‖, or even ―occasionally‖, is too often for systems so critical to the
functioning of modern, industrialized society. So we have to understand how such cyber shocks can
happen and what we might be able to do to minimize the damage they can cause.
As the foregoing examples suggest, network failures come in many shapes and sizes and are caused by
many different types of events. Thus, as a starting point in ―deconstructing‖ the problem of cyber
shocks, it’s useful to first understand how big the Internet really is in order to get a feel for what might
be involved in totally shutting it down. Then we will have a look at the major categories of causes of
network failure and see how close they might come to destroying the Internet, or at least significant
pieces of it.
The figure on the next page shows Internet users by country as of mid 2009. It gives a feel for the
magnitude of the system.
Just to put this figure into perspective, here are a few statistical facts about the Internet:
 There are over one trillion web addresses, far in excess of the world’s population.
 It would take over 30,000 years to even read all these addresses.
 Put differently, there exist about 150 web addresses for each person alive on the planet today.
With these staggering statistics at hand, it’s hard—but not totally impossible, as we’ll see in a
moment—to conceive of how the entire Internet might be taken down or taken over. And, in
fact, nothing like that has happened in the forty-year history of the web. But destroying or
rendering inoperable various bits and pieces of the system is an entirely different matter. So
let’s look at the major sources of Internet failure that have occurred in the past and some ways
they might take place in the future.
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Lone Hackers: The Hollywood image of a socially maladjusted, nerdy high-school student
hacking into top-secret files on Pentagon computers to uncover sinister conspiracies linking
some combination of big business, government and the military is the stereotype picture for
this sort of Internet failure. The heroic teenager then saves the world by deleting files crucial
to the conspiracy or possibly just shutting down the computers altogether. Truth and justice
prevail and the world lives to see another day. This overly-romanticized version of the lone
hacker is pretty far from reality. But there is some germ of truth in it. One of the best ways to
see how this ―cowboy‖ picture of crashing the Internet might work is to examine a case when
it didn’t happen - but easily might have.
In the summer of 2005, computer security consultant Dan Kaminsky was at home recovering
from an accident. While recuperating in a painkiller-induced haze, he began thinking about
some Internet security issues he’d pondered earlier focusing on the Domain Name Server
(DNS) component of the net that basically serves as a kind of dictionary, translating everydaylanguage domain names like oecd.org or iiasa.ac.at into the 12-digit Internet Protocol (IP)
addresses that the system actually uses to route traffic from one server to another. For some
time, Kaminsky felt that there was something not quite right about this DNS system, some
security hole that had existed since the system was put in place in 1983, and that could be
exploited by a clever hacker to gain access to virtually every computer in the entire network.
But he could never quite put his finger on what, exactly, the problem might be.
Then, in January 2008 Kaminsky hit on the answer. The technical details are crucially
important for plugging the hole, but not especially important for this story. What counts here
is that Kaminsky found a way to basically ―hypnotize‖ the DNS system into regarding him as
an authoritative source for general information about any domain name on the entire Internet!
In short, the system was now ready to accept any information he wanted to supply about the
location of any server on the net.
Kaminsky immediately recognized that this was the ultimate hack. What he’d discovered was
not ―simply‖ a security gap in Windows or a bug in some particular server. Instead he’d
discovered an error built-in to the very core of the Internet itself. He could reassign any web
address, reroute anyone’s emails, take over bank accounts, or even scramble the entire
Internet. What to do? Should he try it? Should he drain billions out of bank accounts and run
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off to Brazil? It’s difficult to imagine being faced with this kind of power over the lives of
billions of people worldwide. Maybe he should just turn off his computer and forget it. If what
he found was reported in even one blog or web site, within seconds unscrupulous hackers
around the world would pick up on it and possibly do irreparable damage to the global
economy. Maybe he should just pretend he hadn’t stumbled across the greatest hack of all
time, and throw away what was still the only key to the unimaginable riches - and problems the discovery had dropped into his lap.
What Kaminsky actually did requires more space than I have available in this paper. Nor is it
really part of our story here, anyway. Readers wanting details can find them in an article by
Joshua Davis in Wired magazine (2008). The short answer, though, is that Kaminsky
contacted a handful of web security gurus, who met in emergency sessions as a secret geek
A-team, creating a temporary fix for the hole that he had punched into the DNS system. But as
Kaminsky put it in concluding an address about the problem given on August 6, 2008 at a
hacker’s convention in Las Vegas, ―There is no saving the Internet. There is postponing the
inevitable for a little longer.‖
So it remains to this day, as the lone hacker rides off into the sunset. And this not a Hollywood
fantasy scenario either, as a single individual ―playing around‖ in his or her garage, has as
good a chance to take down a chunk of the Internet as a team of computer specialists at
government security agencies. In this game, inspiration is as likely to strike a single individual
as strike a group.


Cyber Warfare: On May 17, 2007 the Estonian Defense Ministry claimed there was a
possibility that the Russian government was behind recent hacker attacks against Estonian
web sites. They said more than one million computers worldwide had been used in recent
weeks to attack Estonian sites since the removal of a disputed Soviet statue from downtown
Tallinn, the Estonian capital. Defense Ministry spokesman Madis Mikko stated, ―If let's say an
airport or bank or state infrastructure is attacked by a missile it's clear war. But if the same
result is done by computers, then what do you call it?‖ Governments around the world call it
―cyber-warfare‖, and it’s becoming an ever-higher priority item on defense budgets
everywhere. A widely publicized example is the brouhaha involving the Chinese government
and the search-engine giant Google, who claimed that two Chinese universities closely
associated with the Chinese military were responsible for massive cyber-attacks aimed at
infiltrating Google computers for what was deemed ―clandestine purposes.‖ Other examples
include an incident in 2008 as Russia invaded Georgia, when the cyber attacks grew more
widespread and the Georgian government had to move its online activity to servers in Ukraine.
In December 2009, South Korea reported a similar attack in which North Korean hackers may
have stolen secret defense plans outlining the South Korean and U.S. strategy in the event of
war on the Korean peninsula.
At first glance, one might argue that there is no real difference between a lone hacker like Dan
Kaminsky wreaking havoc on the Internet and an army of hackers backed by a sovereign state
doing the same thing. After all, the end results of the two are indistinguishable. But a
moment’s thought quickly shows the fallacy of this line of argument, since a one-man ―war‖
against a state is quite a different matter than a government-sponsored attack on another
state’s infrastructure. Many critical infrastructures in most countries have been built for
reliability and round-the-clock operation, but not for security. They have little or no cyber
protection, as the traditional concept of security of an infrastructure like a road-traffic or
telecommunication network revolves around physical security. Today, however, infrastructure
is highly dependent upon computer networks, which are accessible from anywhere in the
world. So it is imperative that critical infrastructure, such as power, food and water, together
with essential services like hospitals, transportation and communication, prepare for the havoc
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that cyber attacks can cause. Even militarily, a war could be won or lost without a shot being
fired.
Note, though, that cyber-war must not be confused with cyber-crime, which is also prevalent
and growing, but for purely monetary gains. Moreover, disrupting the Internet is exactly what
cyber criminals don’t want to do. It’s bad for business; in fact, it would put them out of
business. So while both cyber war and cyber crime are both huge security issues, only cyber
war holds the potential for a major shock to the Internet infrastructure.
It’s worth pausing for a moment to consider the motivation and possible mitigation of such
cyber attacks.
Nation states or non-state actors who have chosen the asymmetric warfare route to bridge the
technology/capability gap find cyber war’ tools effective. Cyber-space research and
monitoring companies have detected efforts from at least 15 countries, including China,
Russia, Taiwan and the United States, trying to get inside industrial control systems
clandestinely. However, having pin-pointed the country of origin, it is almost impossible to
determine whether the exact source is a military organization, an intelligence agency, a
terrorist group, criminals or an individual.
The US is a leading source of this kind of ―institutional hacking‖, employing digital tools to
attack government websites, computer systems and censorship tools in Iran and China. Such
cyber attacks are supported by foundations, universities and various arms of the federal
government. The Bush administration reportedly used cyber attacks on insurgent cell phones
and computers in Iraq, and on computers related to Iran’s nuclear weapons program. So the
same tools are used to serve different ends, ranging from stealing intellectual property,
fighting for and against democracy, or controlling nuclear proliferation.
Deterrents based on nuclear warfare, such as ―mutually assured destruction (MAD)‖, are not
effective in the cyber-war situation, since it’s almost impossible to determine the actual
identity of the attacker. So the default approach appears to be a kind of preemptive strike,
involving going into foreign computers and destroying ―malware‖ before it can be used
against you. But this is a very dangerous ―solution‖, since as noted above such an approach is
tantamount to an act of war, and thus can easily backfire on the attacker.
The interconnected world of today has been created in large measure by utilization of the
―cyber commons‖. But as the foregoing examples suggest, it’s under threat due to nefarious
use of the same commons by a small fraction of users. It’s essential not only to overcome this
threat by taking security measures at the national level, but also to find innovative means to
reduce the problem through international cooperation. This is probably even more essential
than safeguarding the threat of nuclear weapons proliferation, as the trigger for a cyber war is
held not only by nation states, but also by individuals who might be terrorists or simply
irresponsible teenagers. It would be better to act now towards international cooperation
through transparency, rather than sit and wait for a major disaster.


Human Error/Bad Luck: In late January 2008, a international communications cable beneath
the Mediterranean Sea was damaged somewhere between Alexandria, Egypt and Palermo,
Italy, probably due to a ship’s anchor severing it as ships were diverted from the port in
Alexandria due to bad weather. The result of this accident was a disruption of Internet service
across a wide swath of the Middle East and India. Thus, an accident thousands of miles away
cascaded into a cut of more than half the bandwidth in India. Fortunately, service was quickly
restored to most affected areas by routing messages through another cable.

39

An even more graphic example of the havoc in people’s lives raised by even a short
interruption of Internet service is given by a 14-hour loss of email service for Blackberry users
in North America in April 2007. The loss of service reverberated in the halls of power in both
Ottawa and Washington, as the inability to send and receive email for Blackberry users was
the first order of business at a White House press briefing on the morning when service went
down. The problem was apparently caused by a software glitch at Research in Motion, the
Canadian firm that provides both the devices and the email service for Blackberry users.
Similar outages attributable to human error were reported by the popular Internet phone
service Skype. And these are not isolated instances, as human-error based disruptions of
Internet service are regularly reported from locations as distant as China, the U.K., and the
U.S.
It’s also worth noting that nature can also step-in to play a role, too. This possibility was seen
in 2007 when an earthquake off the coast of Taiwan caused an underwater cable to break,
which resulted in a massive Internet failure in China and Hong Kong.

While hackers, operating either alone or in consort with sovereign states or terrorist organizations, and
human error are the primary means by which the Internet can be compromised, the ―joy‖ is in the
details. And the details can run across a spectrum ranging from attacks on the DNS system to attacks
aimed at the end user. Even attacks aimed at the Internet’s social fabric have been suggested, such as
spamming people with death threats to convince them that the Internet is unsafe to encouraging
webmasters to unionize and go on strike. In short, there are so many ways to bring down the Internet,
or at least huge segments of it, that the most amazing part is that it doesn’t happen more frequently.
With this caution as our leitmotiv, let’s now go through our Known/Unknown taxonomy and look at
various tools we might bring to bear to understand these ―takedown‖ possibilities and combat them.

The Knowns and Unknowns of Cyber Shocks and Info Wars
 Known Knowns (KK): Almost all mathematical models of the Internet involve characterizing
the Internet as a network consisting of nodes (individual web sites or servers, generally),
together with the arcs connecting one node to another. This formalization of the Internet leads
to some interesting questions regarding the ―size‖ of the Internet, which we briefly considered
earlier. One might think that a good measure of size is either the number of people that use the
net (about one billion in 2008), or possibly the number of individual web sites (estimated to be
155 million) or even the number of servers (approximately 75 million). But all of these
measures run into problems revolving about what you actually mean by a ―web site‖ (does a
Facebook page constitute a web site?) or what do you mean by a ―user‖ (does someone who’s
online 12 hours a day count the same as someone who checks their email once a week)?
Another idea for measuring the size was proposed by Russell Seitz, who looked at the total
traffic on the Internet and considered the amount of energy used to move a byte of
information. Seitz then converted this amount of energy into mass (via E = mc²) coming to the
conclusion that the Internet ―weighs‖ about two ounces (60 grams). So the whole idea of
characterizing the system by a set of nodes and arcs is a dicey one. Nevertheless, it’s the best
approach we currently have for studying the connective structure of the net. So when you
don’t know what to do, you have to apply what you do know.
The situation doesn’t get any easier when it comes to measuring the traffic that runs through
the Internet on any given day. It sounds like it should be a simple matter to gather this data.
But it turns out to be hard to find reliable sources of data because of the sheer size of the
system, the huge number of computers, servers, and even the many nations involved. So both
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a reliable model and reliable data are problematical propositions when it comes to saying we
have good tools for investigating the behavior of the Internet. This issue is made even more
problematic by the fact that the Internet is a dynamic, not a static, system. Web sites appear
and disappear every single minute, as do links between them. So the system we study in the
morning will not be the same system later the same day, let alone next week or next month.
Like all modeling simplifications, the degree to which this dynamic matters depends entirely
on the questions being asked.
On balance, then, I think it’s not possible to speak of the Known Knowns when it comes to
discussions of the Internet. Essentially, there are no such problems, at least for the entire
Internet. Of course, if you chop off a small enough piece and study questions involving things
like the connective structure, central nodes, critical links and the like for that local segment of
the system, you can effectively use the network model and even get relatively reliable data.
But whether this kind of highly local analysis extends to the net as a whole is a question that
belongs more in the UU category than anywhere else.
 Known Unknowns (KU): The situation doesn’t get any better when you have only data and no
model. And even to say we ―have‖ data means we are considering a localized portion of the
Internet and employing statistical tools to analyze the flow of data on that section, the
appearance and disappearance of nodes and arcs on that segment and so on, since as noted
earlier nobody has data on the entire Internet or even a significant fraction of it.
 Unknown Knowns (UK): Oddly enough, things start getting more interesting when we believe
in our model, basically the network structure of nodes and arcs, but abandon completely the
idea of meaningful data. In fact, the vast majority of academic studies of the Internet fall into
this category. Generally, these studies involve postulating a fictitious Internet, composed of a
few dozen to a few thousand nodes, with arcs connecting the nodes set according to some
pattern (e.g., totally random, nearest neighbor, or ―rich get richer‖ linkages). Some sort of
analysis is then done focusing on things like sensitivity of the system to removal/addition of
different nodes and/or links, how the net grows according to different rules of attachment of
new sites to old, and the like. The belief (hope?) of course is that the properties of these ―toy‖
Internets will somehow ―scale‖ and be reflected in the real system. Sometimes, that hope is
even realized. Perhaps even more useful is the information such studies can provide for
designing sweeping changes to the existing structure of the Internet, in order to make it more
secure, provide faster retrieval of information or the addition of other features that improve the
net’s usability and performance.
 Unknown Unknowns (UU): Here is where we enter the realm of science fiction, or at least
science facts extrapolated into what is today’s science fiction. A good example is the work of
philosopher and inventor Ray Kurzweil, who has written extensively on what he calls the
―singularity‖, the point at which machine intelligence overtakes the human variety, and a new
species enters the evolutionary game on planet Earth. One version of this scenario involves the
emergence of ―true‖ intelligence from a computer network like the Internet, coming about
simply as the sheer size of the system and its information-processing capabilities outstrip those
of its human creators. According to Kurzweil’s estimates, this singular moment is due to arrive
sometime in the middle part of the 21st century. And why not? The arguments mounted to
support this scenario involve simple extrapolations of current trends in both the
miniaturization and performance of computer hardware, the linkage between biological
structures and hardware, as well as other factors that if these trends continue will almost surely
admit realization of this type of dream/nightmare. But, of course, trends can and do change,
and futurists have learned to their peril that when they do almost nothing is left untouched by
the change. Let me illustrate this point with an example.
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From 1966 through late 1968, as public sentiment skyrocketed with the increasing stock
market, technological wonder ran rampant. Futurists with visions of colonies on the moon,
human habitation of the sea floor and Mars were routinely quoted in the business press. Public
fascination with such forecasts was reflected in a popular book The Year 2000, by famed
futurist Herman Kahn and Anthony Wiener (1967), which anticipated the conversion of
seawater to drinking water and the use of artificial moons. One project that caught the
imagination of reporters was ―Probe‖, a think tank of 27 top scientists established by TRW
Inc. The team used existing technologies to forecast over 335 wonders yet to come. Not a
single one came true.
So, ―expert‖ knowledge is a thin reed upon which to base anything, especially visions of the
future. Almost the only thing we can say with any confidence is to quote famed geneticist
J. B. S. Haldane, who once remarked, ―The future will be not only stranger than you imagine,
it will be stranger than you can imagine.‖ We might imagine an almost endless variety of
events that have never happened that might seriously interrupt the Internet, such as an
electromagnetic pulse, an unstoppable computer virus or the like. But in the end, these
speculations are no more (or less) likely than Kurzweil’s singularity. They’re just
speculations.
A wild card in all these considerations of areas in which extreme events could deal society a
serious, if not necessarily fatal, blow is the question of social unrest. Given a particular type of
surprise in a particular domain - economy, health, communications - we ask what type of
disturbance in the social order might arise from that event? A proper answer to this question
calls for a paper at least the length of this one, if not several books worth of consideration of
the topic. So here we can only begin to sketch a kind of outline for an outline of what needs to
be written. But it would be remiss not to mention the topic, at all.

Social Unrest
On February 24, 2010 Greek police fired tear-gas and clashed with demonstrators in central Athens
after a march organized by unions to oppose the government’s program to cut the European Union’s
biggest budget deficit. The president of a large union stated, ―People on the street will send a strong
message to the government but mainly to the European Union, the markets and our partners in Europe
that people and their needs must be above the demands of markets. We didn’t create the crisis.‖ Later,
air-traffic controllers, customs and tax officials, train drivers, doctors at state-run hospitals and school
teachers walked off the job to protest government spending cuts. Journalists joined into the strikes as
well, creating a media blackout.
This brouhaha in Greece is a prime example of civil unrest turning into a civil disturbance, when
intervention by authorities is called for to maintain public safety. For the sake of clarity, a civil
disturbance might take many forms: labor unrest, strikes, riots, demonstrations, or even rebellions
leading to political revolution. Events triggering such disturbances range from racial tension and
religious conflicts to unemployment, unavailability of goods and services like food, water and
transportation or even unpopular political actions like launching the war in Vietnam or Iraq.
Even a cursory examination of any of the categories we’ve looked at in this paper—economy/finance,
pandemics, cyber shocks—suggest many ways that civil disturbances could easily arise. The Greek
situation above is an excellent illustration of what can happen when even a relatively minor extreme
event in the financial sector takes place. When a society is poised on the brink of disruption like
Greece (and maybe Spain and Portugal, too), a small shove (in this case the European Union financial
regulators) can push it over the edge.
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One might wonder what a truly major shock might do, as witnessed recently with the earthquake that
destroyed the Haitian capital Port-au-Prince, a country with one of the lowest income-per-capita levels
in the world. Imagine the social disruption caused by an Internet blackout for several days in a major
population center in the industrialized world like Paris or New York. This would shut down electrical
power, transportation systems, food supplies and communications. The resulting civil disturbance
would make what’s happening now in Athens look like polite cocktail-party chatter at the Queen’s
Garden Party. Or suppose a Black-Plague-style pandemic were to break out in a densely populated city
like Hong Kong or Tokyo. Again, the mind boggles at the havoc that would ensue. Presently, the most
likely candidate to create this sort of disruption is another financial bomb. So let’s briefly consider this
possibility.
In a report on the worldwide economic prospects for 2010, the credit-rating agency Moody’s warned
that countries with fast-rising government debts must steel themselves for a year in which ―social and
political cohesiveness‖ is tested. The report raised the prospect that future tax increases and spending
cuts could trigger social unrest in a range of countries in both the developed and developing world. As
an advance look at the possibility of a financial crisis in a leading economy, the report went on to say
that 2010 would be a ―tumultuous year for sovereign debt issuers.‖ We are now two months into the
year, and events thus far do nothing to soften this forecast. What can we expect to over the next year
or two?
A good guess is that as people lose confidence in the ability of their governments to solve the financial
crises, they’ll break out into violent protests and/or assaults on those they see as responsible for their
misery. This group will certainly encompass government officials and bankers, but may well also
include immigrants, ethnic and religious minorities, landlords, and even corporate managers and
bosses. If you want to be grimly impressed, start putting pins on a map where such violence has
already broken out, cities like Athens, Sofia (Bulgaria), Port-au-Prince, Riga (Latvia) and Vilnius
(Lithuania). Even much larger cities like Moscow, Rome, Paris and Dublin have seen huge protests of
rising unemployment and declining wages, but the security police in these cities have managed to keep
the protests orderly, if not peaceful (so far). As an exercise in this direction, the next page shows a
global map prepared by the Intelligence Unit of Economist magazine showing the risk of social unrest
in states around the world in the current year. One might even characterize what’s depicted here as a
map of a global ―pandemic‖ of economically-driven violence. While it’s overwhelmingly likely that
these societal disruptions will be confined to specific locales, we cannot entirely discount the
possibility that as the global economic situation worsens, some of these localized incidents will
overrun national borders and become far more widespread and long-lasting events. Armed rebellions,
military coups, and even wars between states over access to resources cannot be excluded.

There is no room in a brief account of this type to enter into a discussion of the myriad ways violence
can break out, as each outbreak has its own distinctive form and characteristics. But all civil
disturbances have the same general two-part structure: (1) a lack of confidence in the ability of
established institutions to solve the problems at hand, and (2) fear of the future. So any methodology
purporting to provide early-warning signals of social unrest will have to embrace these two factors. It
turns out that a theoretical foundation for just such a theory was put forth by American political
scientist James C. Davies—more than fifty years ago (1962). Here I want to sketch just briefly what
Davies proposed, as well as bring it into contact with much more recent work that offers the prospect
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of putting some system-theoretic muscle onto the skeleton provided by Davies. This account is
definitely not to suggest that there are not other stories that can be told about the foundations of
social unrest, or that other methodological approaches might not be even more effective. Such a survey
is something best left to a full treatment of the topic. Davies’ idea and its development into a workable
theory is given here just to illustrate one way modern system science can help unravel the problem of
how such disturbances arise and where.
Like all great insights, Davies big idea is simple: Social unrest takes place when a society’s rising
expectations are suddenly dashed. In other words, a society’s mood, how they regard the future, grows
increasingly positive as they get richer. But when the rug is pulled out from under their hopes for the
future, things turn ugly. And as the gap between expectations and reality widens, the mood of the
population moves deeper into negative territory until it finally erupts into violence and revolution. The
picture on the next page shows Davies’ famous ―J-curve‖ linking expectations and reality, where we
see that when the inverted J-shaped curve of Reality starts to roll over into the negative and depart
from the dashed curve of rising Expectations, the fur is getting ready to start to fly. As analysts, what
we’d like to be able to develop procedures for anticipating the turning point (or ―tipping‖ point in
Malcolm Gladwell’s now well-chronicled expression). How to do that?
The first step in identifying the ―danger zone‖ where the gap between expectations and reality is
widening to the unacceptable level is to measure the expectation, what some (Prechter, 1999, Casti,
2010) have called the social mood. As we described earlier, this is the view society holds about the
future, optimistic (positive) or pessimistic (negative) on some time scale, weeks, months, years, or
more. We then look for the turning points in this ―sociometer‖ as an indicator of where society is
transiting from one overall psychological frame of mind to another. Of course, the danger zone is
where the social mood is rolling over from positive to negative, since that’s the point where society
can ―tip‖ from hope to despair - exactly the place where Davies’ theory suggests a civil disturbance
becomes much more likely.
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The recent volume Mood Matters (Casti, 2010) discusses various possibilities for actually measuring
the social mood, ranging from everyday public opinion surveys to data-mining Internet blogs. After an
extensive consideration of all factors involved, from the ready availability of data to the ease of
identifying the data with the actual psychological mood of the population, the provisional conclusion
is that at present the most cost-effective way to measure social mood is simply to use a financial
market index, such as the Dow Jones Industrial Average (DJIA) or the Standard & Poor’s 500 Index
(S&P500). The reasons are manifold and don’t bear going into here, other than to say that such an
index represents ―bets‖ people are making about the future with something they truly care about - hard
cash! And they are bets on all time scales, ranging from a few minutes or even seconds for speed
traders to years for long-term investors. Moreover, these bets represent things that people do reflecting
their opinion about the future, not simply what they say.
Just to fix these ideas, here is a chart of the STOXX50 Index of the major European stocks over a
twenty-year period.
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What we see in this chart is a strong correlation between points where the sociometer moves from
positive to negative signaling difficult times ahead to the opposite types of events when the mood
meter reverses polarity. The STOXX50 sociometer, then, provides a fairly reliable advance-warning
signal for disruption in the E.U.
Of course, to use this idea for a particular country we need to specify the right index for that country,
as well as the timeframe over which we are interested. Here is a chart over a similar timeframe, this
time for Brazil, that illustrates these points. The chart shows the BOVESPA index of the main
Brazilian stock market in Sao Paulo from 1992-2006. Again we see that when this mood meter turns
from positive to negative things begin to unravel in the Brazilian social order.

46

The foregoing ideas about social mood and its influence on collective social events are explored in
much greater detail in the two books cited earlier by Prechter and by Casti. And at this point it is
simply a hypothesis that such a social mood index like a financial market average represents a reliable
sociometer. It will take a concerted research effort to validate or refute this hypothesis. But all
empirical evidence thus far suggests this approach a promising line of attack for actually formalizing
the idea expressed in Davies earlier work.

Effective Forecasting
Dealing with uncertainly and risk are bound up with forecasting, but not in the way that many people
think. Forecasting is not about predicting the future, but rather is about what you need to know today
to take action to limit risk in preparation for an inherently uncertain future. Paul Saffo has identified
six rules for effective forecasting (Saffo, 2007). Let’s have a quick look at what he recommends.


Rule 1: Define a Cone of Uncertainty: Starting at a particular time or event, map out an
expanding cone that measures overall uncertainty into the future. A broad cone leaves lots of
uncertainty, which at the same time means lots of opportunity. Defining the cone’s boundary
involves separating the highly improbable from the essentially impossible. It is the Outliers wildcards and surprises - that define this edge.



Rule 2: Look for the S Curve: Major changes rarely begin (or end) abruptly or follow a
straight line. Generally, a change starts slowly, builds up momentum, and then ultimately
tapers off. The art of forecasting rests in identifying when an S-curve pattern is just beginning
to move onto the fast-growth part of the curve. Theodore Modis has written extensively about
this phenomenon in his book Predictions (1992).



Rule 3: Embrace the Things That Don’t Fit: The odd events you can’t get out of your mind
could just be the early-warning signals of an S-curve starting to reach ―escape velocity‖. If
your interest is in the things that are going to come out of nowhere to turn the world upside
down, a good place to look is for interesting failures.



Rule 4: Hold Strong Opinions Weakly: Perhaps the biggest mistake that a forecaster can make
is to rely too heavily on a single piece of information because it reinforces a view the
forecaster already holds. Lots of independent, mutually reinforcing weak information is much
more reliable as a basis for a forecast than any single piece of strong information. Perhaps the
best policy is to make a forecast quickly, then go out and look for data to invalidate the
forecast.



Rule 5: Look Back Twice as Far as You Look Forward: The recent past is rarely a reliable
indicator of the future. Trends change, and you have to look far enough into the past to
pinpoint the patterns. And if doubling the interval isn’t far enough, look even farther!



Rule 6: Know When to Not Make a Forecast: The cone of uncertainty is not static; it’s always
expanding and contracting as certain possibilities actually take place and others are closed out.
Consequently, there are times when the cone broadens out so much that the right thing to do is
make no forecast, at all.

This is but the barest sketch of the ideas put forth in Saffo’s article cited above. The reader is strongly
urged to consult that presentation for a lifetime’s worth of wisdom in about six pages.

Where Do We Go From Here?
Many ideas about uncertainty, global shock, philosophy and methodology have been put on the table
in this article. And just about every one suggests research questions that need to be undertaken to
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develop the ideas to the point of effective application in real-world situations. So to close the paper let
me say a few words about the directions I feel are ripe for picking at the present time.

Early-Warning Signals
Certainly the most pressing single question is how to find early-warning signals of impending shocks.
It’s instructive to consider what it would mean to have a systematic procedure for identifying such
―surprises.‖ Basically, it would mean we have a way of predicting a surprise, which at first hearing
seems paradoxical since the very essence of a surprise is that it is not predictable. But a variant of
Saffo’s First Rule is that uncertainty cannot be banished, but only prepared for. Many things are
possible in the future, but not all things are equally likely. Those in the center of the cone of
uncertainty deserve more attention than items on the boundary. And our job is to distinguish one from
the other.
I doubt that any single tool or method is going to be a one-size-fits-all solution to the problem of
finding reliable early-warning signals of possible emerging shocks. Each of the four categories of
unknowns, KK, KU, UK and UU, have their own characteristic methods and my sense is that really
effective early-warning signal methods will involve a mixture of several approaches, depending on the
nature of the system and the kind of signal we need to take effective action. So this is more than a
research question. It is an entire research program.
For example, we have spoken about the idea of social mood as a precursor to social unrest. But it is
much more. Social mood is also an early-warning indicator for social events of all types, ranging from
what next season’s styles in fashion will be like to the outcome of the next presidential election to the
prospects for economic processes like globalization. So development of tools for measuring and
calibrating social mood is a major research area that is likely to pay huge dividends. Just as an
indicator of what such a program might look like, here is a list of the types of questions that it would
address:


What is ―social mood‖? What type of ―sociometers‖ does one use to measure it? What does
social mood have to do with ―herding‖ behavior?



Devise a database of sociometers from popular culture, such as sports ticket sales, popularity
of types of music, fashion styles, and so forth and test if they conform to any fixed type of
pattern.



Test the correlation between stock market trends and trends in other sociometers.



What characteristics and patterns portend and/or trigger a change in social mood?



Test the hypothesis that the majority of financial forecasts, not price patterns, are lagged
extrapolations of the past, i.e., they produce a picture of the forecasted market not into the
future, but as it was in the past.



Investigate the type(s) of network structures within which a social mood can ―flip‖ from one
polarity to another as a function of the mood of the individuals constituting the population and
their interaction patterns.



Test the hypothesis that the vast majority of economic/financial forecasts never successfully
predict change.
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