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AN OVERVIEW OF PISA

The OECD’s Programme for International Student Assessment (PISA) is a collaborative effort, involving 
all OECD countries and a significant number of partner countries, to measure how well 15-year-old 
students are prepared to meet the challenges of today’s knowledge societies. The assessment looks to the 
future, focusing on young people’s ability to use their knowledge and skills to meet real-life challenges, 
rather than on the mastery of specific school curricula. This orientation reflects a change in the goals 
and objectives of curricula themselves, which are increasingly concerned with knowledge application 
rather than merely knowledge acquisition. The age of 15 is used because in most OECD countries it is 
the age at which students are approaching the end of compulsory schooling.

PISA is the most comprehensive and rigorous international effort to date to assess student performance 
and to collect data about the student, as well as about the family and institutional factors potentially 
affecting performance. Decisions about the scope and nature of the assessment and the background 
information to be collected were made by leading experts in participating countries and steered 
jointly by their governments on the basis of shared, policy-driven interests. Substantial efforts and 
resources were devoted to achieving wide cultural and linguistic coverage in the assessment materials. 
Stringent quality assurance mechanisms were applied in translation, sampling and data collection. As a 
consequence, the results of PISA have a high degree of validity and reliability, and they can significantly 
improve understanding of the outcomes of education in a large number of the world’s countries.

PISA is based on a dynamic model of lifelong learning in which new knowledge and skills necessary for 
successful adaptation to a changing world are continuously acquired throughout life. PISA focuses on 
skills that 15-year-olds will need in the future and seeks to assess their ability to perform them. PISA 
does assess students’ knowledge, but it also examines their potential to reflect on their knowledge and 
experiences, and to apply that knowledge and those experiences to real-world issues. For example, 

Table 1.1 • Participating countries in PISA 2000 and in PISA 2003

PISA 2000 PISA 2003

OECD 
countries

Australia, Austria, Belgium, Canada, 
Czech Republic, Denmark, Finland, France, 
Germany, Greece, Hungary, Iceland, 
Ireland, Italy, Japan, Korea, Luxembourg, 
Mexico, Netherlands,a New Zealand, 
Norway, Poland, Portugal, Spain, Sweden, 
Switzerland, United Kingdom,  
United States.

Australia, Austria, Belgium, Canada,  
Czech Republic, Denmark, Finland, France, 
Germany, Greece, Hungary, Iceland, 
Ireland, Italy, Japan, Korea, Luxembourg, 
Mexico, Netherlands, New Zealand, 
Norway, Poland, Portugal, Slovak Republic, 
Spain, Sweden, Switzerland, Turkey,  
United Kingdom,b United States.

Partner 
countries

Albania, Argentina, Brazil, Bulgaria, Chile, 
Hong Kong-China, Indonesia, Israel, Latvia, 
Liechtenstein, Macedonia, Peru, Romania, 
Russian Federation, Thailand

Brazil, Hong Kong-China, Indonesia, 
Liechtenstein, Latvia, Macao-China,  
Russian Federation, Thailand, Tunisia, 
Uruguay, Serbia.c 

a. Response rate is too low to ensure comparability.  See Annex 3 in Literacy Skills for the World of Tomorrow – Further 
Results From PISA 2000 (OECD, 2003a).

b. Response rate is too low to ensure comparability. See Annex 3 in Learning for Tomorrow’s World – First Results from PISA 
2003 (OECD, 2004a).

c. For the country Serbia and Montenegro, data for Montenegro are not available in PISA 2003. The latter accounts 
for 7.9 per cent of the national population. The name “Serbia” is used as a shorthand for the Serbian part of Serbia 
and Montenegro. 
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in order to understand and evaluate scientific advice on food safety, an adult would not only need 
to know some basic facts about the composition of nutrients, but should also be able to apply that 
information. The term “literacy” is used to encapsulate this broader concept of knowledge and skills.

PISA is an ongoing survey with a data collection every three years. The first PISA survey was conducted 
in 2000 in 32 countries, using written tasks answered in schools under independently supervised 
test conditions following consistently applied standards. Another 11 countries participated in the 
same survey in late 2001 or early 2002. The second survey was conducted in 2003 in 41 countries. 
Table 1.1 gives the list of participating countries for PISA 2000 and PISA 2003.

PISA mainly assesses reading, mathematical and scientific literacy. For each data collection, one 
of these three domains is chosen as the major domain, while the others are considered as minor 
domains. PISA 2000 focused on reading, while the major domain for PISA 2003 was mathematical 
literacy. About 70 per cent of the testing time is devoted to the major domain and the remainder is 
shared by the minor domains. 

WHAT MAKES PISA UNIQUE?

PISA is not the first international comparative survey of student achievement. Others have been 
conducted over the past 40 years, primarily developed by the International Association for the 
Evaluation of Educational Achievement (IEA) and by the Education Testing Service’s International 
Assessment of Educational Progress (IAEP). 

These surveys have concentrated on outcomes linked directly to those parts of the curriculum that 
are essentially common across the participating countries. Aspects of the curriculum unique to one 
country or a smaller number of countries have usually not been taken into account in the assessments, 
regardless of how significant those parts of the curriculum are for the countries involved.

Key features associated with PISA include:

• Its policy orientation, with design and reporting methods determined by the need of governments 
to draw policy lessons;

• Its innovative “literacy” concept, which is concerned with the capacity of students to apply 
knowledge and skills in key subject areas and to analyse, reason and communicate effectively as 
they pose, solve and interpret problems in a variety of situations; 

• Its relevance to lifelong learning, which does not limit PISA to assessing students’ curricular and 
cross-curricular competencies but also asks them to report on their own motivation to learn, 
beliefs about themselves and learning strategies;

Table 1.2 • Assessment domains covered per data collection

Major domain Minor domains
PISA 2000 Reading literacy Mathematical literacy, scientific literacy

PISA 2003 Mathematical literacy
Reading literacy
Scientific literacy
Problem solving

PISA 2006 Scientific literacy Mathematical literacy
Reading literacy

In 2009, the major domain will again be reading literacy.
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• Its regularity, which will enable countries to monitor their progress in meeting key learning 
objectives; 

• Its breadth of geographical coverage and collaborative nature, with the 47 countries that have 
participated in a PISA assessment so far and the 13 additional countries that join the PISA 2006 
assessment representing a total of one-third of the world population and almost nine-tenths of the 
world’s gross domestic product (GDP);1 and

• Its aged-based coverage of young people near the end of their compulsory schooling, which will 
enable countries to assess the performance of education systems. While most young people in 
OECD countries continue their initial education beyond the age of 15, this is normally close 
to the end of the initial period of basic schooling in which all young people follow a broadly 
common curriculum. It is useful to determine, at that stage, the extent to which they have acquired 
knowledge and skills that will help them in the future, including the individualized paths of further 
learning they may follow.

This emphasis on testing in terms of mastery and broad concepts is particularly significant in light of 
the concern among nations to develop human capital, which the OECD defines as the knowledge, 
skills, competencies and other attributes embodied in individuals that are relevant to personal, 
social and economic well-being.

Estimates of human capital have tended, at best, to be derived using proxies, such as level of education 
completed. When the interest in human capital is extended to include attributes that permit full 
social and democratic participation in adult life and that equip people to become lifelong learners, 
the inadequacy of these proxies becomes even clearer.

By directly testing for knowledge and skills close to the end of basic schooling, PISA examines 
the degree of preparedness of young people for adult life and, to some extent, the effectiveness 
of education systems. Its aim is to assess achievement in relation to the underlying objectives (as 
defined by society) of education systems, not in relation to the teaching and learning of a body 
of knowledge. This view of educational outcomes is needed if schools and education systems are 
encouraged to focus on modern challenges.

PISA defines the assessment domains as follows:

• Mathematical literacy An individual’s capacity to identify and understand the role that mathematics 
plays in the world, to make well-founded judgements and to use and engage with mathematics in 
ways that meet the needs of that individual’s life as a constructive, concerned and reflective citizen.

• Reading literacy An individual’s capacity to understand, use and reflect on written texts, in order 
to achieve one’s goals, to develop one’s knowledge and potential and to participate in society.

• Scientific literacy The capacity to use scientific knowledge, to identify questions and to draw 
evidence-based conclusions in order to understand and help make decisions about the natural 
world and the changes made to it through human activity.

• Problem-solving skills An individual’s capacity to use cognitive processes to confront and resolve 
real, cross-disciplinary situations where the solution path is not immediately obvious and where 
the literacy domains or curricular areas that might be applicable are not within a single domain of 
mathematics, science or reading. 
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More information on the assessment domains can be found in these PISA publications:

• Measuring Student Knowledge and Skills – A New Framework for Assessment (OECD, 1999a);

• Sample Tasks from the PISA 2000 Assessment – Reading, Mathematical and Scientific Literacy (OECD, 
2002b);

• Literacy Skills for the World of Tomorrow – Further Results from PISA 2000 (OECD, 2003a);

• The PISA 2003 Assessment Framework – Mathematics, Reading, Science and Problem Solving Knowledge and 
Skills (OECD, 2003b);

• Learning for Tomorrow’s World – First Results from PISA 2003 (OECD, 2004a); and

• Problem Solving for Tomorrow’s World – First Measures of Cross-Curricular Competencies (OECD, 2004b). 

HOW THE ASSESSMENT TAKES PLACE

The assessment of student performance

The PISA 2000 and the PISA 2003 assessments consisted of paper-and-pencil tests. The question 
format in the assessment is varied. Some questions require students to select or produce simple 
responses that can be directly compared with a single correct answer, such as multiple choice or 
closed constructed response items. Others are more constructive, requiring students to develop 
their own responses designed to measure broader constructs than those captured by more traditional 
surveys, allowing for a wider range of acceptable responses and more complex marking that can 
include partially correct responses.

Literacy in PISA is assessed through units consisting of a stimulus (e.g. text, table, chart, figure, 
etc.), followed by a number of tasks associated with this common stimulus. This is an important 
feature, allowing questions to go into greater depth than they could if each question introduced an 
entirely new context. It allows time for the student to assimilate material that can then be used to 
assess multiple aspects of performance.

Examples of items of the PISA 2000 assessment are available in Sample Tasks from the PISA 2000 
Assessment –  Reading, Mathematical and Scientific Literacy (OECD, 2002b).

Examples of items of the PISA 2003 assessment are available in The PISA 2003 Assessment Framework 
– Mathematics, Reading, Science and Problem Solving Knowledge and Skills (OECD, 2003b).

The context questionnaires and their use

To gather contextual information, PISA asks students and the principals of the participating schools 
to respond to background questionnaires of around 20 to 30 minutes in length. These questionnaires 
are central to the analysis of the results because they provide information about a range of student 
and school characteristics.

The questionnaires seek information about:

• The students and their family backgrounds, including the economic, social, and cultural capital of 
the students and their families;

• Aspects of students’ lives, such as their attitudes to learning, their habits and life inside school and 
their family environment;
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• Aspects of schools, such as the quality of the school’s human and material resources, public and 
private funding, decision-making processes and staffing practices;

• The context of instruction, including instructional structures and types, class size and the level of 
parental involvement;

• Strategies of self-regulated learning, motivational preferences and goal orientations, self-regulated 
cognition mechanisms, action control strategies, preferences for different types of learning 
situations, learning styles and social skills required for cooperative learning (these aspects were 
part of an international option in the PISA 2000 assessment, but were included in the compulsory 
student questionnaire in PISA 2003); and

• Aspects of learning and instruction, including students’ motivation, engagement and confidence in 
relation to the major domain of assessment, and the impact of learning strategies on achievement 
in this domain.

In PISA 2003 as well as in PISA 2000, an information and communication technology (ICT) 
questionnaire was offered as an international option. It focused on: i) availability and use of 
information technologies (IT), including the location where IT is mostly used as well as the type of 
use; ii)  IT confidence and attitudes, including self-efficacy and attitudes towards computers; and iii) 
learning background of IT, focusing on where students learned to use computers and the Internet.

In PISA 2003, an educational career questionnaire was also offered as an international option. 
It collected data on aspects of the students’ educational career in three areas: i) students’ past 
education including grade repetition, interruptions of schooling, changes of schools and changes 
of study programme; ii) students’ current education on aspects involving mathematics, focusing on 
the type of mathematics classes and their current level of achievement; and iii) students’ future and 
occupation, focusing on expected education level and expected occupation at the age of 30.

The PISA 2003 questionnaires are available in Appendices 2 to 5 of this volume, as well as on the  
PISA Web site (www.pisa.oecd.org).

Several indices at the student level and at the school level were derived from the questionnaire 
data. These indices combine several answers provided by students or principals to build a broader 
concept that is not directly observable. For instance, one cannot directly observe the student’s 
reading engagement, but it is possible to ask several questions like “I like talking about books with 
other people” that reflect the student’s level of reading engagement.

More information on how these indices were constructed and their psychometric properties can be 
found in Appendix 9 as well as in PISA 2003 Technical Report (OECD, forthcoming).

ABOUT THIS MANUAL

PISA implemented complex methodological procedures to ensure reliable population estimates and 
their respective standard errors. More precisely, PISA 2000 and PISA 2003 used plausible values 
for reporting population achievement estimates and replicate weights for the computation of their 
respective standard errors. 

In addition to these two methodological complexities, PISA collects data on a regular basis, in a 
particular context, and with standardised procedures.
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This manual is designed to explain these complex methodologies through examples using the 
PISA data. The manual does not detail every aspect of the methodologies, but nevertheless, they 
are described to ensure that all potential PISA database users can understand them and use the 
PISA data in an appropriate way.

Analysing the PISA data is a process that has been simplified by using programming procedures 
within statistical software packages, such as SAS® and SPSS®. Consequently, this manual also contains 
examples of these procedures. There are, in fact, two versions of the manual – one for users of SAS® 
and one for users of SPSS®. Each version of the manual consists of four parts. 

The first part, Chapter 1 to Chapter 5, is identical in both versions of the manual. It presents 
concepts and theories which are used in PISA. These chapters are:

1. The OECD’s Programme for International Student Assessment

2. Sample Weights

3. Replicate Weights

4. The Rasch Model

5. Plausible Values

The second part, Chapter 6 to Chapter 14, is different in each manual. In each, they describe how 
to correctly analyse the PISA data and contain the necessary coding – either SAS® or SPSS®. These 
chapters are:

6. Computation of Standard Errors

7. Analyses with Plausible Values

8. Use of Proficiency Levels

9. Analyses with School-Level Variables

10. Standard Error on a Difference

11. OECD Average and OECD Total

12. Trends

13. Multilevel Analyses

14. Other Statistical Issues

The third part is also different in each manual: it consists of Chapter 15, which presents either the SAS® 
or the SPSS® macros that facilitate the computation of the estimates and standard errors. 

The fourth part is identical in both versions of the manual. It consists of appendices that describe the 
details of the PISA 2003 data files.2

While chapters are organized by type of analyses, the manual progressively builds upon the statistical 
knowledge and the SAS® or SPSS® syntax knowledge previously presented. It is therefore advised to 
read the chapters in order, starting with Chapter 1.

There also exist specialised software packages that are configured to deal with complex samples 
and plausible values. These include WesVar®, from Westat Inc. (www.westat.com/wesvar); AM, from 
the American Institutes for Research (www.am.air.org); and SUDAAN, from the Research Triangle 
Institute (www.rti.org/sudaan).



18

Th
e 

O
EC

D
’s

 P
ro

gr
am

m
e 

fo
r 

In
te

rn
at

io
n

al
 S

tu
de

n
t 

A
ss

es
sm

en
t

© OECD 2005   PISA 2003 Data Analysis Manual: SPSS® Users

1

In addition, the OECD has developed an interactive website that automatically performs simple 
statistical analyses – mainly computation of means and percentages – using the plausible value 
methodologies and the replicate weights (http://pisaweb.acer.edu.au/oecd_2003/oecd_pisa_data.html). 
This site also contains the complete PISA 2003 databases in ASCII format.

Notes

1. The combined population of all countries (excluding Chinese Taipei) that have or will have participated in the 
PISA 2000, 2003 and 2006 assessments amounts to 32 per cent of the 2002 world population. The GDP of these 
countries amounts to 87 per cent of the 2002 world GDP.  The data on GDP and population sizes were derived 
from the U.N. World Development Indicators database. 

2.  The description of the PISA 2000 data files is covered in Manual for the PISA 2000 Database (OECD, 2002a).
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INTRODUCTION

National or international surveys usually collect data from a sample. Dealing with a sample rather 
than the whole population is preferable for several reasons.

First, for a census, all members of the population need to be identified. This identification process 
presents no major difficulty for human populations in some countries, where national databases with 
the name and address of all or nearly all citizens may be available. However, in other countries, it is 
not possible for the researcher to identify all members or sampling units of the target population, 
mainly because it would be too time consuming or because of the nature of the target population. 

Second, even if all members of a population are easily identifiable, researchers may still draw a 
sample, because dealing with the whole population:

• Might require unreasonable budgets; 

• Is time consuming and thus incompatible with publication deadlines; and 

• Does not necessarily help with obtaining additional and/or required information.

Drawing a sample can be done in several ways depending on the population characteristics and the 
survey research questions. All sample designs aim to avoid bias in the selection procedure and achieve the 
maximum precision in view of the available resources. Nevertheless, biases in the selection can arise:

• If the sampling is done by a non-random method, which generally means that the selection is 
consciously or unconsciously influenced by human choices. The importance of randomness in the 
selection procedure should not be underestimated; and

• If the sampling frame (list, index or other population record) that serves as the basis for selection 
does not cover the population adequately, completely or accurately.

Biases can also arise if some sections of the population are impossible to find or refuse to co-operate. In 
educational surveys, schools might refuse to participate and within participating schools, some students 
might refuse to participate or simply be absent on the day of the assessment. The size of the bias introduced 
by the school or student non-response is proportional to the correlation between the school, or the student, 
propensity to participate and the survey measures. For instance, it may be that low achievers are more 
likely to be absent on the day of the assessment than high achievers. This is the reason why international 
education surveys require a minimal student participation rate. For PISA, this minimum is 80 per cent.  

Finally, if the sampling units do not have the same chances to be selected and if the population 
parameters are estimated without taking into account these varying probabilities, then results might 
also be biased. To compensate for these varying probabilities, data need to be weighted. Weighting 
consists of acknowledging that some units in the sample are more important than others and have to 
contribute more than others for any population estimates. A sampling unit with a very small probability 
of selection will be considered as more important than a sampling unit with a high probability of 
selection. Weights are therefore inversely proportional to the probability of selection.

Nevertheless, a sample is only useful to the extent that it allows the estimation of some characteristics 
of the whole population. This means that the statistical indices computed on the sample, like a mean, 
a standard deviation, a correlation, a regression coefficient, and so on, can be generalized to the 
population. This generalization is more reliable if the sampling requirements have been met.

Depending on the sampling design, selection probabilities and procedures to compute the weights 
will vary. These variations are discussed in the next sections. 
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WEIGHTS FOR SIMPLE RANDOM SAMPLES

Selecting members of a population by simple random sampling is the most straightforward procedure. 
There are several ways to draw such a sample, for example:

• The N members1 of a population are numbered and n of them are selected by random numbers 
without replacement;

• N numbered discs are placed in a container, mixed well, and n of them are  selected at random;

• The N population members are arranged in a random order, and every N
n

th member is then 
selected; or

• The N population members are each assigned a random number. The random numbers are sorted 
from lowest to highest or highest to lowest. The first n members make up one random sample.

The simple random sample gives an equal probability of selection to each member of the population. 
If n members are selected from a population of N members according to a simple random procedure, 
then the probability of each member, i, to be part of the sample is equal to:

For example, if 40 students are randomly selected from a population of 400 students, the probability 
of each student, i, to be part of the sample is equal to:

In other words, each student has one chance out of ten to be selected. 

As mentioned previously, weights are usually defined as the inverse of the probability of selection. 
In the case of a simple random sample, the weight will be equal to:

The weight of each of the 40 students selected from a population of 400 students will therefore be 
equal to:  

This means that each student in the sample represents himself or herself, as well as nine other 
students. Since each unit has the same selection probability in a simple random sample, the weight 
attached to each selected unit will also be identical. Therefore, the sum of the weights of the selected 
units will be equal to the population size, i.e. N:

In the example, 
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Furthermore, since all sampled units have the same weight, the estimation of any population 
parameter will not be affected by the weights. For instance, consider the mean of some characteristic, 
X. The weighted mean is equivalent to the sum of the product of the weight and X divided by the 
sum of the weights. 

Since wi  is a constant, the weighted mean and the unweighted mean will be equal. 

SAMPLING DESIGNS FOR EDUCATION SURVEYS

Simple random sampling is very rarely used in education surveys because:

• It is too expensive. Indeed, depending on the school population size, it is quite possible that selected 
students would attend many different schools. This would require the training of a large number of 
test administrators, the reimbursement of a large amount of travel expenses and so on;

• It is not practical. One would have to contact too many schools; and

• It would be impossible to link, from a statistical point of view, student variables and school, class, 
or teacher variables. Educational surveys usually try to understand the statistical variability of the 
student’s outcome measure by school or class level variables. With just one or only a few students 
per school, this statistical relationship would have no stability.

Therefore, surveys in education usually draw a student sample in two steps. First, a sample of 
schools is selected from a complete list of schools containing the student population of interest. 
Then, a simple random sample of students or classes is drawn from within the selected schools. In 
PISA, usually 35 students from the population of 15-year-olds are randomly selected within the 
selected schools. If less than 35 15-year-olds attend a selected school, then all of the students will 
be invited to participate. 

This two-stage sampling procedure will have an impact on the calculation of the weights and, similarly, 
the school selection procedure will affect the characteristics and properties of the student sample.

Suppose that the population of 400 students is distributed in ten schools, each school containing 
40 students. Four schools are selected randomly and within schools, ten students are selected 
according to a similar procedure. Each school, denoted i, has a selection probability equal to: 
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Within the four selected schools, each student, denoted j, has a selection probability equal to:

with N
i
 being the number of students in school i and n

i
 the number of students sampled in school i. 

It means that within each selected school, each student has a chance of one in four to be sampled.

The final selection probability for student j attending school i is equal to the product of the school 
selection probability by the student selection probability within the school, i.e.:

In the example, the final student probability is equal to:

The school weight, denoted w1_i , the within-school weight, denoted w2_ij , and the final school 
weight, denoted wij , are respectively equal to:

 

Table 2.1 presents the selection probability at the school level, at the within-school level, and the 
final probability of selection for the selected students as well as the weight for these different levels 
where schools 2, 5, 7 and 10 have been selected.

Table 2.1 • School, within-school, and final probability of selection  
and corresponding weights for a two-stage simple random sample  

with the first stage units being schools of equal size 

School 
label

School 
size

Ni

School 
prob.

p1_i

School 
weight

w1_i

Within-
school 
prob.
p2_ij

Within-
school 
weight
w2_ij

Final 
student 
prob.

pij

Final 
student 
weight

wij

Sum 
of final 
weights
niwij

1 40
2 40 0.4 2.5 0.25 4 0.1 10 100
3 40
4 40
5 40 0.4 2.5 0.25 4 0.1 10 100
6 40
7 40 0.4 2.5 0.25 4 0.1 10 100
8 40
9 40

10 40 0.4 2.5 0.25 4 0.1 10 100
Total 10 400
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As shown by Table 2.1, the sum of the school weights corresponds to the number of schools in the 
population, i.e. 10, and the sum of the final weights corresponds to the number of students in the 
population, i.e. 400.

In practice, of course, schools differ in size. School enrolment numbers tend to be larger in urban 
areas as compared to rural areas. If schools are selected by simple random sampling, the school 
probability will not change, but within the selected schools, the student selection probability will 
vary according to the school size. In a small school, this probability will be large, while in a very 
large school, this probability will be small. Table 2.2 shows an example of the results obtained from 
schools of different sizes.

Table 2.2 • School, within-school, and final probability of selection  
and corresponding weights for a two-stage simple random sample  

with the first stage units being schools of unequal size 

School 
label

School 
size

School 
prob.

School 
weight

Within-
school 
prob.

Within-
school 
weight

Final 
student 
prob.

Final 
student 
weight

Sum 
of final 
weights

1 10

2 15 0.4 2.5 0.66 1.5 0.27 3.75 37.5

3 20

4 25

5 30 0.4 2.5 0.33 3 0.13 7.5 75

6 35

7 40 0.4 2.5 0.25 4 0.1 10 100

8 45

9 80

10 100 0.4 2.5 0.1 10 0.04 25 250

Total 400 10 462.5

With a simple random sample of schools of unequal size, all schools will have the same selection 
probability and, as before, the sum of school weights will be equal to the number of schools in the 
population. Unfortunately, the sum of final student weights will not necessarily be equal to the 
number of students in the population. Further, the student final weight will differ among schools 
depending on the size of each school. This variability will reduce the reliability of all population 
parameter estimates.

Table 2.3 and Table 2.4 present the different probabilities and weights if the four smallest schools or 
the four largest schools are selected. As shown in these two tables, the sums of final student weights 
vary substantially from the expected value of 400. The sum of school weights, however, will always 
be equal to the number of schools in the population.
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Table 2.3 • School, within-school, and final probability of selection and corresponding 
weights for a simple and random sample of schools of unequal size (smaller schools)

School 
label

School 
size

School 
prob.

School 
weight

Within-
school 
prob.

Within-
school 
weight

Final 
student 
prob.

Final 
student 
weight

Sum 
of final 
weight

1 10 0.4 2.5 1 1 0.4 4 40

2 15 0.4 2.5 0.66 1.5 0.27 3.75 37.5

3 20 0.4 2.5 0.5 2 0.2 5 50

4 25 0.4 2.5 0.4 2.5 0.16 6.25 62.5

Total 10 190

Table 2.4 • School, within-school, and final probability of selection and corresponding 
weights for a simple and random sample of schools of unequal size (larger schools)

School 
label

School 
size

School 
prob.

School 
weight

Within-
school 
prob.

Within-
school 
weight

Final 
student 
prob.

Final 
student 
weight

Sum 
of final 
weight

7 40 0.4 2.5 0.250 4 0.10 10.00 100.0

8 45 0.4 2.5 0.222 4.5 0.88 11.25 112.5

9 80 0.4 2.5 0.125 8 0.05 20.00 200.0

10 100 0.4 2.5 0.100 10 0.04 25.00 250.0

Total 10 662.5

The focus of international education surveys such as PISA is more on the student sample than on 
the school sample. Many authors even consider that such studies do not draw a school sample per se. 
They just consider the school sample as an operational stage to draw the student sample. Therefore, 
a sampling design that consists of a simple random sample of schools is inappropriate as it would 
underestimate or overestimate the student population size. It would also result in an important 
variability of final weights and consequently increase the sampling variance.

In order to avoid these disadvantages, schools are selected with probabilities proportional to their 
size (PPS). Larger schools will therefore have a higher probability of selection than smaller schools, 
but students in larger schools have a smaller within-school probability of being selected than students 
in small schools. With such procedures, the probability of a school to be selected is equal to the 
ratio of the school size multiplied by the number of schools to be sampled and divided by the total 
number of students in the population:

The formulae for computing the within-school probabilities and weights remain unchanged. The 
final probability and weight are still the product of the school and within-school probabilities or 
weights. For instance, the school probability for school 9 is equal to: 
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The student within-school probability for school 9 is equal to:

The final probability is equal to:

Table 2.5 • School, within-school, and final probability of selection  
and corresponding weights for a PPS sample of schools of unequal size

School 
label

School 
size

School 
prob.

School 
weight

Within-
school 
prob.

Within-
school 
weight

Final 
student 
prob.

Final 
student 
weight

Sum 
of final 
weight

1 10
2 15
3 20 0.2 5.00 0.500 2.0 0.1 10 100
4 25
5 30
6 35
7 40 0.4 2.50 0.250 4.0 0.1 10 100
8 45
9 80 0.8 1.25 0.125 8.0 0.1 10 100

10 100 1 1.00 0.100 10.0 0.1 10 100

Total 400 9.75 400

As shown in Table 2.5, the school and within-school weights differ among schools, but final student 
weights do not vary. The weights will therefore not increase sampling variability.  Further, the sum 
of final weights corresponds to the total number of students in the population. However, the sum of 
school weight differs from the expected value of 10, but this does not present a major problem as 
such educational surveys are mainly interested in the student sample.

With a PPS sample of schools, and an equal number of students selected in each selected school, 
the sum of the final student weights will always be equal to the total number of students in the 
population (non-response being ignored at this stage). This will be the case even if the smallest or 
the largest schools get selected. The sum of the school weights however will not be equal to the 
number of schools in the population. If the four smallest schools get selected, the sum of school 
weights will be equal to 25.666. If the four largest schools get selected, the sum of school weights 
will be equal to 6.97.  

In order to keep the difference between the number of schools in the population and the sum of 
the school weights in the sample minimal, schools are selected according to a systematic procedure.  
The procedure consists of first sorting the schools according to their size. A sampling interval is 
computed as the ratio between the total number of students in the population and the number of 
schools in the sample, i.e.:
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A random number from a uniform distribution [0.1] is drawn. Let us say 0.752. This random number 
is then multiplied by the sampling interval, i.e. 0.752 by 100 = 75.2. The school which contains the 
first student number greater than 75.2 is selected. Then the sampling interval is added to the value 
75.2. The school which contains the student having the first student number greater than 175.2 will 
be selected. This systematic procedure is applied until the number of schools needed in the sample 
has been reached. In the example, the four selection numbers will be the following: 75.2, 175.2, 
275.2 and 375.2. 

Sorting the school sampling frame by the measure of size and then using a systematic selection 
procedure prevents obtaining a sample of only small schools or (more likely) a sample with only 
large schools. This therefore reduces the sampling variance on the sum of the school weights which 
is an estimate of the school population size.

WHY DO THE PISA WEIGHTS VARY? 

As demonstrated in the previous section, a two-stage sample design with a PPS sample of schools 
should guarantee that all students will have the same probability of selection and therefore the same 
weight.  However, the PISA data still needs to be weighted.

Table 2.7 clearly shows that PISA 2003 final weights present some variability. This variability is quite 
small for countries, such as Iceland, Luxembourg and Tunisia, but appears to be greater in countries 
such as Canada, Italy and the United Kingdom. 

Table 2.8 presents the weighted and unweighted means per country on the mathematics scale for 
PISA 2003. The differences between the weighted and unweighted means are small for countries 
with small weight variability, such as Iceland, Luxembourg and Tunisia. On the contrary, the effect 
of the weights on the mean might be substantial for countries that present a large variability in 
weight. For instance, not using the weights would overestimate the mathematics performance of the 
Italian students by about 30 points on the PISA mathematics scale and underestimate the average 
performance of the Canadian students by nearly 11 score points. 

Table 2.6 • Selection of schools according to a PPS and systematic procedure

School 
label

School 
size

From student 
number 

To student 
number

Part of  
the sample

1 10 1 10 No

2 15 11 25 No

3 20 26 45 No

4 25 46 70 No

5 30 71 100 Yes

6 35 101 135 No

7 40 136 175 No

8 45 176 220 Yes

9 80 221 300 Yes
10 100 301 400 Yes
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Table 2.7 • The 10th, 25th, 50th, 75th and 90th percentiles of PISA 2003 final weights

Percentile 10 Percentile 25 Percentile 50 Percentile 75 Percentile 90

AUS
AUT
BEL
BRA
CAN
CHE
CZE
DEU
DNK
ESP
FIN
FRA
GBR
GRC
HKG
HUN
IDN
IRL
ISL
ITA
JPN
KOR
LIE
LUX
LVA
MAC
MEX
NLD
NOR
NZL
POL
PRT
RUS
SVK
SWE
THA
TUN
TUR
URY
USA
YUG

4.70
13.00

4.09
222.44

1.16
1.35
5.19

140.10
8.86
3.97
2.80

142.51
7.73

15.07
13.31
16.13
21.82
11.33

1.06
2.56

217.14
80.82

1.00
1.00
4.26
1.14
3.09

24.84
11.11

7.41
103.73

13.90
172.98

4.39
17.95
74.96
31.27
22.06

1.81
296.10

8.68

11.86
14.92
10.48

309.68
2.18
2.88

12.55
160.05

10.07
4.38
9.94

148.21
10.71
17.18
14.26
19.27
42.47
12.01

1.12
14.93

248.47
89.60

1.00
1.01
5.17
3.12
6.36

35.41
11.59

8.99
110.45

16.33
245.92

6.98
19.54

101.57
31.41
50.49

2.79
418.79

12.83

19.44
17.24
12.96

407.59
5.09
6.70

17.77
180.05

11.73
15.50
11.60

159.98
23.12
21.71
15.15
22.25

106.18
13.51

1.16
20.65

258.13
96.72

1.01
1.03
6.47
4.80

13.00
43.80
12.47
10.77

118.72
18.70

326.11
8.64

22.03
119.35

32.19
109.69

4.43
554.25

16.62

25.06
20.33
15.32

502.14
13.17
15.55
23.77

208.72
13.29
48.73
12.24

177.56
136.69

27.56
16.60
25.37

272.23
15.31

1.20
66.11

281.97
107.86

1.03
1.06
7.40
6.60

27.49
52.42
13.53
12.34

130.28
22.66

426.26
11.02
24.47

130.48
33.32

135.98
8.06

704.78
18.20

29.55
25.53
19.22

627.49
36.28
21.76
27.33

243.21
16.22
83.84
13.29

213.43
180.64

30.90
19.36
29.41

435.96
17.99

1.36
108.66
314.52
117.81

1.06
1.09
8.92
8.09

67.09
65.60
14.76
13.98

144.73
28.82

596.07
16.79
28.81

154.26
34.62

152.65
11.66

885.84
19.73
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Table 2.8 • Weighted and unweighted country means on the PISA 2003 mathematics scale 

Weighted mean Unweighted mean Difference

AUS
AUT
BEL
BRA
CAN
CHE
CZE
DEU
DNK
ESP
FIN
FRA
GBR
GRC
HKG
HUN
IDN
IRL
ISL
ITA
JPN
KOR
LIE
LUX
LVA
MAC
MEX
NLD
NOR
NZL
POL
PRT
RUS
SVK
SWE
THA
TUN
TUR
URY
USA
YUG

524.27
505.61
529.29
356.02
532.49
526.55
516.46
502.99
514.29
485.11
544.29
510.80
508.26
444.91
550.38
490.01
360.16
502.84
515.11
465.66
534.14
542.23
535.80
493.21
483.37
527.27
385.22
537.82
495.19
523.49
490.24
466.02
468.41
498.18
509.05
416.98
358.73
423.42
422.20
482.88
436.87

522.33
511.86
533.19
360.41
521.40
518.24
534.95
508.41
513.69
494.78
542.81
514.73
514.44
440.88
555.86
488.59
361.51
504.68
515.05
496.00
533.51
540.60
536.46
493.48
486.17
522.79
405.40
542.12
495.64
525.62
489.00
465.23
472.44
504.12
507.95
422.73
359.34
426.72
412.99
481.47
436.36

1.94
-6.25
-3.90
-4.40
11.09

8.31
-18.50

-5.43
0.60

-9.67
1.48

-3.93
-6.18
4.04

-5.48
1.42

-1.35
-1.84
0.05

-30.34
0.62
1.62

-0.67
-0.27
-2.80
4.48

-20.18
-4.29
-0.46
-2.13
1.24
0.79

-4.03
-5.94
1.09

-5.75
-0.61
-3.30
9.21
1.41
0.51
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Different factors contribute to the variability of weights:
• Oversampling or undersampling of some strata of the population: usually, the school population is divided 

into different subgroups, called strata. For instance, a country might decide for convenience to 
separate the urban schools from the rural schools in the list of schools. In most cases, the number of 
students selected in the rural stratum and in the urban stratum will be proportional to what these 
two strata represent in the whole population. This stratification process guarantees for instance that 
a predefined number of schools within each stratum will be selected. Without the stratification, this 
number might vary. Nevertheless, for national reporting purposes, a country might decide to sample 
more students than what would have been sampled based on a proportional allocation in some part 
of the student population. Suppose that 90 per cent of the student population in a country attends 
academic tracks and 10 per cent of the students attend vocational tracks. If the national centre staff 
wants to compare the performance of the students by track, then it will be necessary to sample more 
vocational students than what would be sampled based on a proportional allocation.

• Lack of accuracy or no updated size measure for schools on the school sampling frame: when schools are selected 
with a probability proportional to their size, a measure of size needs to be included in the school list. In 
PISA, this measure of size is the number of 15-year-olds in each school in the population, but national 
statistics per school and per date of birth are not always available. Therefore, the measure of size can be 
the number of students in the modal grade for 15-year-olds, or the total number of students in the school 
divided by the number of grades. Further, even if national statistics per school and per date of birth are 
available, these data might be one or two years old. Therefore, inconsistencies between the number of 
15-year-olds at the testing time and the measure of size used in the school sample frame generate some 
variability in the final weights. Let us suppose that school 9 in Table 5 has 100 15-year-old students at 
the time of testing. When schools were selected from the list of schools, the measure of size was set at 
80. The school weight was set at 1.25. The within-school weight will be equal to 100 divided by 10, i.e. 
10 rather than 8. Therefore, the final weight will be equal to 12.5 instead of the expected 10.

• School and within-school weight adjustment for school and student non-response: some schools, and within the 
selected and participating schools, some students, might refuse to participate. To compensate for this 
non-response, a weight adjustment is applied at each level where non-response occurs. For instance, if 
only 25 students out of the 35 selected students from a participating school are present on the day of 
the assessment, then the weight of the participating students will be multiplied by a ratio of 35 by 25.2  
The student participation rate will vary from one school to another, and therefore the final weights will 
vary. A similar procedure is also applied to compensate for the school non-response. More information 
about these adjustment factors is available in the PISA 2003 Technical report (OECD, forthcoming). 

CONCLUSIONS

This chapter has briefly described: i) what a weight is and how to compute it; ii) what the PISA 
sampling design is and why such a design is considered as the most appropriate; iii) why the PISA 
weights show some variability; and iv) the impact of the weights on population estimates.

All statistical analyses or procedures on the PISA data should be weighted. Unweighted analyses will 
provide biased population parameter estimates.

Notes

1. N usually represents the size of the population and n the size of the sample.

2. In PISA 2003, the student weight adjustment for student non response might also differ in a particular school.
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INTRODUCTION

In most cases, as mentioned in Chapter 2, national or international surveys collect data from a sample 
instead of conducting a full a census. However, for a particular population, there are thousands, even 
millions of possible samples, and each of them does not necessarily yield the same estimates of 
population statistics. Every generalisation made from a sample, i.e. every estimate of a population 
statistic, has an associated uncertainty or risk of error. The sampling variance corresponds to the 
measure of this uncertainty due to sampling.

This chapter explains the statistical procedures used for computing the sampling variance and its 
square root, the standard error. More specifically, this chapter discusses how to estimate sampling 
variances for population estimates derived from a complex sample design using replicate weights. 
First, the concept of sampling variance will be examined through a fictitious example for simple 
random sampling. Second, the computation of the standard error will be investigated for two-stage 
sampling. Third, replication methods for estimating sampling variances will be introduced for 
simple random samples and for two-stage samples respectively.

SAMPLING VARIANCE FOR SIMPLE RANDOM SAMPLING

Suppose that a teacher decides to implement the mastery learning approach in his or her classroom. 
This methodology requires that each lesson be followed by a student assessment. In the example 
given, the teacher’s class has 36 students. The teacher quickly realises that it would be too time 
consuming to grade all assessments and therefore decides to select a sample of quizzes to find out 
whether the material taught has been assimilated (Bloom, 1979).

However, the random sampling of a few quizzes can result in the selection of high achievers or low 
achievers only, which would introduce an important error in the class mean performance estimate. 
These situations are extreme examples, but drawing a random sample will always generate some 
uncertainty.

In the same example, before selecting some quizzes, the teacher grades all of them and analyzes the 
results for the first lesson. Figure 3.1 presents the distribution of the 36 students’ results. One student 
gets a grade 5, two students get a grade 6, and so on.

Figure 3.1 • Distribution of the results of the 36 students

Number of students

7

6

5

4

3
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0

Results on the quiz
5 6 7 8 9 10 11 12 13 14 15
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The distribution of the student grades corresponds to a normal distribution. The population mean 
and the population variance are respectively equal to:

The standard deviation is therefore equal to:

The teacher then decides to randomly select a sample of two students after the next lesson to save 
on grading time. The number of possible samples of 2 students out of a population of 36 students 
is equal to:

There are 630 possible samples of 2 students out of a population of 36 students. Table 3.1 describes 
these 630 possible samples. For instance, there are two possible samples which provide a mean estimate 
of 5.5 for student performance. These two samples are: i) the student with a grade 5 and the first 
student with a grade 6; and ii) the student with a 5 and the second student with a 6. Similarly, there 
are two ways of selecting a sample that would produce a mean grade of 6: i) the two sampled students 
both receive a grade 6; or ii) one student receives a 5 and the second student receives a 7. As only two 
students obtained a grade 6 (Figure 3.1), there is only one possible sample with two grades 6. Since 
Figure 3.1 shows that there is only one student who received a grade 5 and three students who received 
a grade 7, there are three possible samples of two students with a grade 5 and a grade 7.

Table 3.1 • Description of the 630 possible samples of 2 students selected  
from 36 according to their mean

Sample mean
Results of  

the two sampled students
Number of combinations  

of the two results Number of samples

5.5 5 and 6 2 2
6 6 and 6

5 and 7
1
3

4

6.5 5 and 8
6 and 7

4
6

10

7 7 and 7
5 and 9
6 and 8

3
5
8

16

7.5 5 and 10
6 and 9
7 and 8

6
10
12

28

8 8 and 8
5 and 11
6 and 10

7 and 9

6
5

12
15

38

…
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Table 3.1  (continued)• Description of the 630 possible samples of 2 students selected  
from 36 according to their mean

Sample mean
Results of  

the two sampled students
Number of combinations  

of the two results Number of samples

8.5 5 and 12
6 and 11
7 and 10

8 and 9

4
10
18
20

52

9 9 and 9
5 and 13
6 and 12
7 and 11
8 and 10

10
3
8 

15
24

60

9.5 5 and 14
6 and 13
7 and 12
8 and 11
9 and 10

2
6

12
20
30

70

10 10 and 10
5 and 15
6 and 14
7 and 13
8 and 12
9 and 11

15
1
4
9

16
25

70

10.5 6 and 15
7 and 14
8 and 13
9 and 12

10 and 11

2
6

12
20
30

70

11 7 and 15
8 and 14
9 and 13

10 and 12
11 and 11

3
8

15
24
10

60

11.5 8 and 15
9 and 14

10 and 13
11 and 12

4 
10
18
20

52

12 9 and 15
10 and 14
11 and 13
12 and 12

5
12
15

6

38

12.5 10 and 15
11 and 14
12 and 13

6
10
12

28

13 11 and 15
12 and 14
13 and 13

5
8
2

16

13.5 12 and 15
13 and 14

4
6

10

14 13 and 15
14 and 14

3
1

4

14.5 14 and 15 2 2

630
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As shown in Table 3.1, there are two possible samples with a mean of 5.5, four possible samples 
with a mean of 6, ten possible samples with a mean of 6.5, sixteen possible samples with a mean of 
7, and so on.

Figure 3.2 is a chart of the frequency of samples by their mean estimates for all possible samples of 
2 students from 36.

Figure 3.2 • Sampling variance distribution of the mean

Number of possible samples

80
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50
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5.5 6.5 7.5 8.5 9.5 10.5 11.5 12.5 13.5 14.5

As for all distributions, this distribution of the means of all possible samples can be summarized by 
central tendency indices and dispersion indices, such as the mean and the variance (or its square 
root, i.e. the standard deviation).

The mean of all possible sample means is equal to the student population mean, i.e. 10. This result is 
not a coincidence, but a fundamental property of the mean of a simple random sample, i.e. the mean 
of the means of all possible samples is equal to the population mean. In more formal language, the 
sample mean is an unbiased estimate of the population mean. Stated differently, the expected value 
of the sample mean is equal to the population mean.

However, it should be noted that there is an important variation around this expectation. In the 
example considered, sample means range from 5.5 to 14.5. The variance of this distribution, usually 
denoted as the sampling variance of the mean, can be computed as:

Its square root, denoted as the standard error, is equal to:
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However, what information does the standard error of the mean give, or more specifically, what does 
the value 1.68 tell us? The distribution of the means of all possible samples follows approximately 
a normal distribution. Therefore, based on the mathematical properties of the normal distribution, 
it can be said that:

• 68.2% of all possible sample means fall between -1 standard error and +1 standard error around 
the mean; and 

• 95.4% of all possible sample means fall between -2 standard errors and +2 standard errors.

Let us check the mathematical properties of the normal distribution on the sampling variance 
distribution of the mean. Remember that, the mean of the sampling variance distribution is equal to 
10 and its standard deviation, denoted by the term “standard error”, is equal to 1.68. 

How many samples have a mean between    and   , i.e. between (10 – 1.68) 
and (10 + 1.68), or between 8.32 and 11.68? 

Table 3.2 • Distribution of all possible samples with a mean between 8.32 and 11.68

Sample mean Number of samples Percentage of samples Cumulative % of sample

8.5 52 0.0825 0.0825
9 60 0.0952 0.1777
9.5 70 0.1111 0.2888

10 70 0.1111 0.4
10.5 70 0.1111 0.5111
11 60 0.0952 0.6063
11.5 52 0.0825 0.6888

434

Table 3.2 shows that there are 434 samples out of 630 with a mean comprised between 8.32 and 
11.68; these represent 68.8% of all samples. It can also be demonstrated that the percentage of 
samples with means between    and   , i.e. between 6.64 and 13.36 is equal 
to 94.9. 

To estimate the standard error of the mean, the mean of all possible samples has been computed. In 
reality though, only the mean of one sample is known. This, as will be shown, is enough to calculate 
an estimate of the sampling variance. It is therefore important to identify the factors responsible for 
the sampling variance from the one sample chosen.

The first determining factor is the size of the sample. If the teacher, in our example, decides to 
select four quizzes instead of two, then the sampling distribution of the mean will range from 6 
(the four lowest results being 5, 6, 6 and 7) to 14 (the four highest results being 13, 14, 14 and 
15). Remember that the sampling distribution ranged from 5.5 to 14.5 with samples of two units. 
Increasing the sample size reduces the variance of the distribution.

There are 58 905 possible samples of 4 students out of a population of 36 students. Table 3.3 gives 
the distribution of all possible samples of four students for a population of 36 students.
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Table 3.3 • Distribution of the mean of all possible samples of four students  
out of a population of 36 students

Sample mean Number of possible samples
6.00 3
6.25 10
6.50 33
6.75 74
7 159
7.25 292
7.50 510
7.75 804
8 1213
8.25 1700
8.50 2288
8.75 2896
9 3531
9.25 4082
9.50 4553
9.75 4830

10 4949
10.25 4830
10.50 4553
10.75 4082
11 3531
11.25 2896
11.50 2288
11.75 1700
12 1213
12.25 804
12.50 510
12.75 292
13 159
13.25 74
13.50 33
13.75 10
14 3

It can be easily shown that this distribution has a mean of 10 and a standard deviation, denoted 
standard error, of 1.155.

This proves that the size of the sample does not affect the expected value of the sample mean, but 
it does reduce the variance of the distribution of the sample means: the bigger the sample size, the 
lower the sampling variance of the mean.

The second factor that contributes to the sampling variance is the variance of the population itself. 
For example, if the results are reported out of a total score of 40 instead of 20, (i.e. the student 
results are all multiplied by two), then the mean of the student results will be 20, the variance will 
be 23.333 (i.e. four times 5.8333) and the standard deviation will be equal to 4.83 (i.e. two times 
2.415).

It can be shown that the sampling variance from a sample of two students will be equal to 11.333 
and that the standard error of the mean will be equal to 3.3665 (i.e. two times 1.68).
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The standard error of the mean is therefore proportional to the population variance. Based on these 
examples, it can be established that the sampling variance of the mean is equal to:

and the standard error of the sample mean is equal to:

Where:

 2 = variance of the population;

  = standard deviation of the population;

 n = sample size; and

 N = population size.

This formula can be checked with the example:

As the size of the population increases, the ratio  tends toward 1. In such cases, a close 
approximation of the sampling variance of the mean is given by:

However, in practice, the population variance is unknown and is estimated from a sample. The 
sampling variance estimate on the mean, just as a mean estimate, can vary depending on the sample. 
Therefore, being based on a sample, only an estimate of the sampling variance on the mean (or any 
other estimate) can be computed.

In the remainder of this manual, the concepts of sampling variance and estimations of the sampling 
variance will be confounded to simplify the text and the mathematical notations. That is, symbols 
depicting the estimates of sampling variance will not have a hat (^) to differentiate them from true 
values, but the fact that they are estimates is to be understood.

SAMPLING VARIANCE FOR TWO-STAGE SAMPLING

Education surveys and more particularly international surveys rarely sample students by simply 
selecting a random sample of students. Schools get selected first and, within each selected school, 
classes or students are randomly sampled. 

One of the differences between simple random sampling and two-stage sampling is that for the latter, 
selected students attending the same school cannot be considered as independent observations. This 
is because students within a school will usually have more common characteristics than students 
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from different educational institutions. For instance, they are offered the same school resources, 
may have the same teachers, and therefore are taught a common curriculum, and so on. Differences 
between students from different schools are also greater if different educational programs are not 
available in all schools. For instance, one would expect to observe more differences between students 
from a vocational school and students from an academic school, than those that would be observed 
between students from two vocational schools.

Further, it is well known that within a country, within sub-national entities, and within cities, people 
tend to live in areas according to their financial resources. As children usually attend schools close 
to their homes, it is likely that students attending the same school come from similar social and 
economic backgrounds.

A simple random sample of 4 000 students is thus likely to cover the diversity of the population 
better than a sample of 100 schools with 40 students observed within each school. It follows that the 
uncertainty associated with any population parameter estimate (i.e. standard error) will be greater 
for a two-stage sample than for a simple random sample of the same size.

The increase of the uncertainty due to the two-stage sample is directly proportional to the differences 
between the first stage units, known as primary sampling units (PSUs), i.e. schools for education 
surveys. The consequences of this uncertainty for two extreme and fictitious situations are given 
below:

• All students in the population are randomly assigned to schools. Therefore, there should not be 
any differences between schools. Randomly selecting 100 schools and then within the selected 
schools randomly drawing 40 students would be similar from a statistical point of view to directly 
selecting randomly 4 000 students as there are no differences between schools. The uncertainty 
associated with any population parameter estimate would be equal to the uncertainty obtained 
from a simple random sample of 4 000 students.

• All schools are different but within schools, all students are perfectly identical. Since within a 
particular school, all students are identical: observing only one student, or 40, would provide the 
same amount of information. Therefore, if 100 schools are selected and 40 students are observed 
per selected school, the effective sample size of this sample would be equal to 100. Therefore, the 
uncertainty associated with any population parameter estimate would be equal to the uncertainty 
obtained from a simple random sample of 100 students.

Of course, there is no educational system in the world that can be identified with either of these 
extreme and fictitious situations. Nevertheless, in some educational systems, school differences, at 
least regarding the survey’s measure, for example, the academic performance, appear to be very 
small, while in some other educational systems, school differences can be quite substantial.

The academic performance of each student can be represented by a test score, or by the difference 
between his or her score and the country average score. In education research, it is common to 
split the difference between the student’s score and the country average score into three parts: 
i) the distance between the student’s performance and the corresponding class mean; ii) the 
distance between this class mean and the corresponding school mean; iii) the distance between 
this school mean and the country mean. The first difference relates to the within-class variance 
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(or the residual variance in terms of variance analysis). It indicates how much student scores 
can vary within a particular class. The second difference – the distance between the class mean 
and the school mean – is related to the between-classes-within-school variance. This difference 
reflects the range of differences between classes within schools. This between-classes-within-
school variance might be substantial in educational institutions that offer both academic and 
vocational education. The third distance – the difference between the school average and the 
country average – is called the between-school variance. This difference indicates how much 
student performance varies among schools.

To obtain an estimate of these three components of the variance, it would be necessary to sample 
several schools, at least two classes per school and several students per class. PISA randomly selects 
15-year-olds directly from student lists within the participating schools. Therefore, generally 
speaking, it is impossible to distinguish the between- and within-classes variances. PISA can only 
provide estimates of the between- and the within-school variances.

Table 3.4 provides the between-school and within-school variances on the mathematics scale 
for PISA 2003. In northern European countries, the between-school variances are very small 
compared to their within-school variance estimates. In these countries, the student variance mainly 
lies at the within-school level. In terms of student achievement then, schools in such countries 
do not vary greatly. However, in Austria, Belgium, Germany, Hungary and Turkey, for instance, 
more than 50 per cent of the student differences in performance are accounted for at the school 
level. This means that the student performance differs substantially among schools. Therefore, the 
uncertainty associated with any population parameters will be larger for these countries when 
compared to the uncertainty for northern European countries, given a comparable sample size 
of schools and students.

As Kish (1987) noted:

Standard methods for statistical analysis have been developed on assumptions of simple 
random sampling. Assuming independence for individual elements (or observations) greatly 
facilitates the mathematics used for distribution theories of formulas for complex statistics. 
… However, independent selection of elements is seldom realised in practice, because 
much research is actually and necessarily accomplished with complex sample designs. It is 
economical to select clusters that are natural grouping of elements, and these tend to be 
somewhat homogeneous for most characteristics. The assumptions may fail mildly or badly; 
hence standard statistical analysis tends to result in mild or bad underestimates in length of 
reported probability intervals. Overestimates are possible, but rare and mild.

Kish established a state of the art knowledge of the sampling variance according to the type of 
estimator and the sampling design. The sampling variance distributions are well known for univariate 
and multivariate estimators for simple random samples. The use of stratification variables with a 
simple random sample still allows the mathematical computation of the sampling variances, but with 
a substantial increase of complexity. As shown in Table 3.5, the computation of sampling variances 
for two-stage samples is available for some designs, but it becomes quite difficult to compute for 
multivariate indices.
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Table 3.4 • Between-school and within-school variances on the mathematics scale  
in PISA 2003a

Between-school variance Within-school variance

AUS 1919.11 7169.09
AUT 5296.65 4299.71
BEL 7328.47 5738.33
BRA 4128.49 5173.60
CAN 1261.58 6250.12
CHE 3092.60 6198.65
CZE 4972.45 4557.50
DEU 6206.92 4498.70
DNK 1109.45 7357.14
ESP 1476.85 6081.74
FIN 336.24 6664.98
FRA 3822.62 4536.22
GBR 1881.09 6338.25
GRC 3387.52 5991.75
HKG 4675.30 5298.26
HUN 5688.56 4034.66
IDN 2769.48 3343.87
IRL 1246.70 6110.71
ISL 337.56 7849.99
ITA 4922.84 4426.67
JPN 5387.17 4668.82
KOR 3531.75 5011.56
LIE 3385.41 5154.08
LUX 2596.36 5806.97
LVA 1750.22 6156.52
MAC 1416.99 6449.96
MEX 2476.01 3916.46
NLD 5528.99 3326.09
NOR 599.49 7986.58
NZL 1740.61 7969.97
POL 1033.90 7151.46
PRT 2647.70 5151.93
RUS 2656.62 6021.44
SVK 3734.56 4873.69
SWE 986.03 8199.46
THA 2609.38 4387.08
TUN 2821.00 3825.36
TUR 6188.40 4891.13
URY 4457.08 5858.42
USA 2395.38 6731.45
YUG 2646.00 4661.59

a. The results are based on the first plausible value for the mathematics scale, denoted PV1MATH in the PISA 2003 
database (www.pisa.oecd.org).
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Table 3.5 • Current status of sampling errors

Selection  
methods

Means and total of 
entire samples

Subclass means 
and differences

Complex analytical statistics, 
e.g. coefficients in regression

Simple random selection  
of elements

Known Known Known

Stratified selection of elements Known Available Conjectured

Complex cluster sampling Known for some 
sampling design 

Available Difficult

Note: Row 1 refers to standard statistical theory (Kish and Frankel, 1974).

Authors of sampling manuals usually distinguish two types of two-stage sampling:

• Two-stage sampling with first-stage units of equal sizes; and 

• Two-stage sampling with first-stage units of unequal sizes.

Beyond this distinction, different characteristics of the population and of the sampling design need to 
be taken into account in the computation of the sampling variance, because they affect the sampling 
variance. Some of the factors to be considered are:

• Is the population finite or infinite?

• Was size a determining criterion in the selection of the first-stage units?

• Was a systematic procedure used for selecting first-stage or second-stage units?

• Does the sampling design include stratification variables?

The simplest two-stage sample design occurs with infinite populations of stage one and stage two 
units. As both stage units are infinite populations, PSUs are considered to be of equal sizes. If a 
simple random sample of PSUs is selected and if, within each selected PSU, a simple random sample 
of stage two units is selected then the sampling variance of the mean will be equal to:

Let us apply this formula to an education survey and let us consider the population of schools 
as infinite and the population of students within each school as infinite. The computation of the 
sampling variance of the mean is therefore equal to:

Table 3.6 • Between-school and within-school variances, number of participating 
students and schools in Denmark and Germany in PISA 2003

Denmark Germany
Between-school variance 1 109.45 6 206.92
Within-school variance 7 357.14 4 498.70
Number of participating schools 206 216
Number of participating students 4218 4660
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Under these assumptions, the sampling variance of the mean and its square root, i.e. the standard 
error, in Denmark are equal to:

The sampling variance of the mean and its square root, i.e. the standard error, in Germany are equal to:

If both samples were considered as simple random samples, then the standard error of the mean for 
Denmark and Germany would be respectively equal to 1.42 and 1.51.

Based on these results, we can make the following observations:

• The standard error of the mean is larger for two-stage sampling than for simple random sampling. 
For example, in the case of Germany, the standard errors for simple random sampling and for two-
stage sampling are 1.51 and 5.45 respectively. Considering a two-stage sample as a simple random 
sample will therefore substantially underestimate standard errors and consequently confidence 
intervals will be too narrow. The confidence interval on the mathematic scale average, i.e. 503, 
would be equal to: [503 – (1.96*1.51);503 + (1.96*1.51)] = [500.05;505.96] in the case of a 
simple random sample, but equal to [484 – (1.96*5.45);484 + (1.96*5.45)] = [492.32;513.68] 
in the case of a two-stage sample. This indicates that any estimated mean value between 492.32 
and 500.05 and between 505.96 and 513.68 may or may not be considered as statistically different 
from the German average, depending on the standard error used.

• The sampling variance of the mean for two-stage samples is mainly dependent on the between-
school variance and the number of participating schools. Indeed, the between-school variance 
accounts for 76 percent of the total sampling variance in Denmark, i.e. 5.39/7.13 = 0.76. For 
Germany, the between-school variance accounts for 97 per cent of the total sampling variance 
(28.74/29.71 = 0.97). Therefore, one should expect larger sampling variance in countries with 
larger between-school variance, such as Germany and Austria for example.

However, the PISA population cannot be considered as an infinite population of schools with an 
infinite population of students. Further,

• Schools have unequal sizes;

• The PISA sample is a sample without replacement, i.e. a school cannot be selected twice;

• Schools are selected proportionally to their sizes and according to a systematic procedure; and

• Stratification variables are included in the sample design.

These characteristics of the sampling design will influence the sampling variance, so that the formula 
used above is also inappropriate. Indeed, Learning for Tomorrow’s World – First Results from PISA 2003 
(OECD, 2004a) indicates that the standard errors on the mathematics scale mean for Denmark and 
Germany are 2.7 and 3.3, respectively.
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This shows that the PISA sample design is quite efficient in reducing the sampling variance. However, 
the design becomes so complex that there is no easy formula for computing the sampling variance, 
or even estimators, such as means.

Since the IEA 1990 reading literacy study, replication or resampling methods have been used to 
compute estimates of the sampling variance for international education surveys. Even though 
these methods were known since the late 50s, they were not often used as they require numerous 
computations. With the availability of powerful personal computers in the 1990s and the increased use 
of international databases by non-mathematicians, international coordinating centres were encouraged 
to use resampling methods for estimating sampling variances from complex sample designs.

According to Rust and Rao (1996):
The common principle that these methods have is to use computational intensity to overcome 
difficulties and inconveniences in utilizing an analytic solution to the problem at hand. Briefly, the 
replication approach consists of estimating the variance of a population parameter of interest by 
using a large number of somewhat different subsamples (or somewhat different sampling weights) to 
calculate the parameter of interest. The variability among the resulting estimates is used to estimate 
the true sampling error of the initial or full-sample estimate.

These methods will first be described for simple random samples and for two-stage samples. The 
PISA replication method will be presented subsequently.

REPLICATION METHODS FOR SIMPLE RANDOM SAMPLES

There are two main types of replication methods for simple random samples. These are known as 
the Jackknife and the Bootstrap. One of the most important differences between the Jackknife and 
the Bootstrap is related to the procedure used to produce the repeated subsamples or replicate 
samples. From a sample of n units, the Jackknife generates in a systematic way n replicate samples of 
n-1 units. The Bootstrap randomly generates a large number of repetitions of n units selected with 
replacement, with each unit having more than one chance of selection. 

Since PISA does not use a Bootstrap replication method adapted to multi-stage sample designs, this 
section will only present the Jackknife method.

Suppose that a sample of ten students has been selected by simple random sampling. The Jackknife 
method will then generate ten subsamples, or replicate samples, each of nine students, as follows:

Table 3.7 • Jackknife replicate samples and their means

Student 1 2 3 4 5 6 7 8 9 10 Mean

Value 10 11 12 13 14 15 16 17 18 19 14.50

Replication 1 0 1 1 1 1 1 1 1 1 1 15.00
Replication 2 1 0 1 1 1 1 1 1 1 1 14.88
Replication 3 1 1 0 1 1 1 1 1 1 1 14.77
Replication 4 1 1 1 0 1 1 1 1 1 1 14.66
Replication 5 1 1 1 1 0 1 1 1 1 1 14.55
Replication 6 1 1 1 1 1 0 1 1 1 1 14.44
Replication 7 1 1 1 1 1 1 0 1 1 1 14.33
Replication 8 1 1 1 1 1 1 1 0 1 1 14.22
Replication 9 1 1 1 1 1 1 1 1 0 1 14.11
Replication 10 1 1 1 1 1 1 1 1 1 0 14.00
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As shown in Table 3.7, the Jackknife generates ten replicate samples of nine students. The sample 
mean based on all ten students is equal to 14.5. For the first replicate sample, student 1 is not 
included in the calculation of the mean, and the mean of the nine students included in replicate 
sample 1 is 15.00. For the second replicate sample, the second student is not included and the mean 
of the other 9 students is equal to 14.88, and so on.

The Jackknife estimate of sampling variance of the mean is equal to:

  
with

 

 representing the statistic estimate for replicate sample i, and  representing the statistic estimate 
based on the whole sample. 

Based on the data from Table 3.7, the Jackknife sampling variance of the mean is equal to:

The usual population variance estimator is equal to:

Therefore, the sampling variance of the mean, estimated by the mathematical formula, is equal to:

As shown in this example, the Jackknife method and the mathematical formula provide identical 
estimation of the sampling variance. Rust (1996) mathematically demonstrates this equality.

Therefore, 
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The Jackknife method can also be applied to compute the sampling variance for other statistics, such 
as regression coefficients. In this particular example, the procedure will consist of the computation of 
11 regression coefficients: one based on the whole sample and ten others with each being based on one 
replicate sample. The comparison between the whole sample regression coefficient and each of the ten 
replicate regression coefficients will provide an estimate of the sampling variance of that statistic.

Table 3.8 • Values on variables X and Y for a sample of 10 students

Student 1 2 3 4 5 6 7 8 9 10

Value Y 10 11 12 13 14 15 16 17 18 19
Value X 10 13 14 19 11 12 16 17 18 15

The regression coefficient for the whole sample is equal to 0.53. 

Table 3.9 • Regression coefficients for each replicate sample

Regression coefficient
Replicate 1 0.35
Replicate 2 0.55
Replicate 3 0.56
Replicate 4 0.64
Replicate 5 0.51
Replicate 6 0.55
Replicate 7 0.51
Replicate 8 0.48
Replicate 9 0.43
Replicate 10 0.68

The Jackknife formula, i.e.
 

, can be applied to compute the sampling 
variance of the regression coefficient.

This result is identical to the result that the usual sampling variance formula for a regression 
coefficient would render.

RESAMPLING METHODS FOR TWO-STAGE SAMPLES

There are three types of replication methods for two-stage samples:

• The Jackknife, with two variants: one for unstratified samples and another one for stratified 
samples;

• The Balanced Repeated Replication (BRR) and its variant, Fay’s modification;

• The Bootstrap.

PISA uses BRR with Fay’s modification.1
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THE JACKKNIFE FOR UNSTRATIFIED TWO-STAGE SAMPLE DESIGNS

If a simple random sample of PSUs is drawn without the use of any stratification variables, then 
it can be shown that the sampling variance of the mean obtained using the Jackknife method is 
mathematically equal to the formula provided in section 2 of this chapter, i.e.:

Consider a sample of ten schools and within selected schools, a simple random sample of students. 
The Jackknife method for an unstratified two-stage sample consists of generating ten replicates of 
nine schools. Each school is removed only once, in a systematic way. 

Table 3.10 • The Jackknife replicate samples for unstratified two-stage sample

Replicate R1 R2 R3 R4 R5 R6 R7 R8 R9 R10

School 1 0.00 1.11 1.11 1.11 1.11 1.11 1.11 1.11 1.11 1.11

School 2 1.11 0.00 1.11 1.11 1.11 1.11 1.11 1.11 1.11 1.11

School 3 1.11 1.11 0.00 1.11 1.11 1.11 1.11 1.11 1.11 1.11

School 4 1.11 1.11 1.11 0.00 1.11 1.11 1.11 1.11 1.11 1.11

School 5 1.11 1.11 1.11 1.11 0.00 1.11 1.11 1.11 1.11 1.11

School 6 1.11 1.11 1.11 1.11 1.11 0.00 1.11 1.11 1.11 1.11

School 7 1.11 1.11 1.11 1.11 1.11 1.11 0.00 1.11 1.11 1.11

School 8 1.11 1.11 1.11 1.11 1.11 1.11 1.11 0.00 1.11 1.11

School 9 1.11 1.11 1.11 1.11 1.11 1.11 1.11 1.11 0.00 1.11

School 10 1.11 1.11 1.11 1.11 1.11 1.11 1.11 1.11 1.11 0.00

For the first replicate, denoted R1, school 1 has been removed. The weights of the other schools in 
the first replicate are adjusted by a factor of 1.11, i.e.

 
10
9  

or, as a general rule, by a factor of 
G

G – 1, 
with G being the number of PSUs in the sample. This adjustment factor is then applied when school 
replicate weights and within school replicate weights are combined to give the student replicate 
weights. For the second replicate, school 2 is removed and the weights in the remaining schools are 
adjusted by the same factor, and so on.

The statistic of interest is computed for the whole sample, and then again for each replicate. The 
replicate estimates are then compared to the whole sample estimate to obtain the sampling variance, 
as follows:

This formula is identical to the one used for a simple random sample, except that instead of using 
n replicates, n being the number of units in the sample, this formula uses G replicates, with G being 
the number of PSUs.
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THE JACKKNIFE FOR STRATIFIED TWO-STAGE SAMPLE DESIGNS

As mentioned at the beginning of Chapter 2, two major principles underlie all sample designs. The 
first is the concern to avoid bias in the selection procedure, the second to achieve the maximum 
precision in view of the available financial resources. 

To reduce the uncertainty, or to minimize the sampling variance without modifying the sample size, 
international and national education surveys usually implement the following procedures in the 
sampling design:

• PSUs are selected proportionally to their size and according to a systematic procedure. This 
procedure leads to an efficient student sampling procedure. Equal-sized samples of students can 
be selected from each school. At the same time, the overall selection probabilities (combining the 
school and student sampling components) do not vary much.

• National centres are encouraged to identify stratification variables that are statistically associated 
with the student performance. Characteristics, such as rural versus urban, academic versus 
vocational, private versus public, are associated with the student performance. The sampling 
variance reduction will be proportional to the explanatory power of these stratification variables 
on student performance.

The Jackknife for stratified two-stage samples allows the reduction of the sampling variance by taking 
both of these aspects into consideration. Failing to do so, would lead to a systematic overestimation 
of sampling variances. 

Suppose that the list of schools in the population is divided into two parts called strata: rural schools 
and urban schools. Further, within these two strata, schools are sorted by size. Within each stratum, 
ten schools are selected systematically and proportionally to their size.

The Jackknife method for stratified two-stage sample designs consists of systematically pairing 
sampled schools within each stratum in the order in which they were selected. Therefore, schools 
will be paired with other similar schools.

Table 3.11 • The Jackknife replicates for stratified two-stage sample designs

Pseudo-stratum School R1 R2 R3 R4 R5 R6 R7 R8 R9 R10
1 1 2 1 1 1 1 1 1 1 1 1
1 2 0 1 1 1 1 1 1 1 1 1
2 3 1 0 1 1 1 1 1 1 1 1
2 4 1 2 1 1 1 1 1 1 1 1
3 5 1 1 2 1 1 1 1 1 1 1
3 6 1 1 0 1 1 1 1 1 1 1
4 7 1 1 1 0 1 1 1 1 1 1
4 8 1 1 1 2 1 1 1 1 1 1
5 9 1 1 1 1 2 1 1 1 1 1
5 10 1 1 1 1 0 1 1 1 1 1
6 11 1 1 1 1 1 2 1 1 1 1
6 12 1 1 1 1 1 0 1 1 1 1
7 13 1 1 1 1 1 1 0 1 1 1
7 14 1 1 1 1 1 1 2 1 1 1
8 15 1 1 1 1 1 1 1 0 1 1
8 16 1 1 1 1 1 1 1 2 1 1
9 17 1 1 1 1 1 1 1 1 0 1
9 18 1 1 1 1 1 1 1 1 2 1

10 19 1 1 1 1 1 1 1 1 1 2
10 20 1 1 1 1 1 1 1 1 1 0
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Table 3.11 describes how replicates are generated for this method. Schools 1 to 10 are rural, and 
schools 11 to 20 are urban. Within each stratum, there are therefore five school pairs, or pseudo-
strata (also called variance strata). 

The Jackknife for stratified two-stage samples will generate as many replicates as there are pairs or 
pseudo strata. In this example, ten replicates will therefore be generated. For each replicate sample, 
one school is randomly removed within a particular pseudo-stratum and the weight of the remaining 
school in the pseudo-stratum is doubled. For replicate 1, denoted R1, school 2 is removed and the 
weight of school 1 is doubled in pseudo-stratum 1. For replicate 2, school 3 is removed and the 
weight of school 4 is doubled in pseudo-stratum 2, and so on.

As previously mentioned, the statistic of interest is computed based on the whole sample and then 
again based on each replicate sample. The replicate estimates are then compared to the whole sample 
estimate to obtain the sampling variance, as follows:

This replication method is now generally used in IEA studies. 

THE BALANCED REPEATED REPLICATION METHOD

While the Jackknife method consists of removing only one school for each replicate sample, the 
Balanced Repeated Replication (BRR) method proceeds by selecting at random one school within each 
pseudo-stratum to have its weight set to 0, and by doubling the weights of the remaining schools. 

As this method results in a large set of possible replicates, a balanced set of replicate samples is 
generated according to Hadamard matrices in order to avoid lengthy computations. The number of 
replicates is the smallest multiple of four, greater than or equal to the number of pseudo-strata. In 
this example, as there are ten pseudo-strata, 12 replicates will be generated.

Table 3.12 • The BRR replicates

Pseudo-stratum School R1 R2 R3 R4 R5 R6 R7 R8 R9 R 10 R 11 R 12
1 1 2 0 0 2 0 0 0 2 2 2 0 2
1 2 0 2 2 0 2 2 2 0 0 0 2 0
2 3 2 2 0 0 2 0 0 0 2 2 2 0
2 4 0 0 2 2 0 2 2 2 0 0 0 2
3 5 2 0 2 0 0 2 0 0 0 2 2 2
3 6 0 2 0 2 2 0 2 2 2 0 0 0
4 7 2 2 0 2 0 0 2 0 0 0 2 2
4 8 0 0 2 0 2 2 0 2 2 2 0 0
5 9 2 2 2 0 2 0 0 2 0 0 0 2
5 10 0 0 0 2 0 2 2 0 2 2 2 0
6 11 2 2 2 2 0 2 0 0 2 0 0 0
6 12 0 0 0 0 2 0 2 2 0 2 2 2
7 13 2 0 2 2 2 0 2 0 0 2 0 0
7 14 0 2 0 0 0 2 0 2 2 0 2 2
8 15 2 0 0 2 2 2 0 2 0 0 2 0
8 16 0 2 2 0 0 0 2 0 2 2 0 2
9 17 2 0 0 0 2 2 2 0 2 0 0 2
9 18 0 2 2 2 0 0 0 2 0 2 2 0

10 19 2 2 0 0 0 2 2 2 0 2 0 0
10 20 0 0 2 2 2 0 0 0 2 0 2 2
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The statistic of interest is again computed based for the whole sample and then again for each 
replicate. The replicate estimates are then compared with the whole sample estimate to estimate the 
sampling variance, as follows:

With this replication method, each replicate sample only uses half of the available observations. This 
large reduction in sample might therefore become problematic for the estimation of a statistic on 
a rare subpopulation. Indeed, the number of remaining observations might be so small, even equal 
to 0, that the estimation of the population parameter for a particular replicate sample is impossible. 
To overcome this disadvantage, Fay developed a variant to the BRR method. Instead of multiplying 
the school weights by a factor of 0 or 2, Fay suggested multiplying the weights by a deflating factor 
k between 0 and 1, with the second inflating factor being equal to 2 minus k. For instance, if the 
deflating weight factor, denoted k, is equal to 0.6, then the inflating weight factor will be equal to 
2- k, i.e. 1-0.6=1.4 (Judkins, 1990). 

PISA uses the Fay method with a factor of 0.5. Table 3.13 describes how the replicate samples and 
weights are generated for this method.

Table 3.13 •  The Fay replicates

Pseudo-
stratum School R1 R2 R3 R4 R5 R6 R7 R8 R9 R 10 R 11 R 12

1 1 1.5 0.5 0.5 1.5 0.5 0.5 0.5 1.5 1.5 1.5 0.5 1.5
1 2 0.5 1.5 1.5 0.5 1.5 1.5 1.5 0.5 0.5 0.5 1.5 0.5
2 3 1.5 1.5 0.5 0.5 1.5 0.5 0.5 0.5 1.5 1.5 1.5 0.5
2 4 0.5 0.5 1.5 1.5 0.5 1.5 1.5 1.5 0.5 0.5 0.5 1.5
3 5 1.5 0.5 1.5 0.5 0.5 1.5 0.5 0.5 0.5 1.5 1.5 1.5
3 6 0.5 1.5 0.5 1.5 1.5 0.5 1.5 1.5 1.5 0.5 0.5 0.5
4 7 1.5 1.5 0.5 1.5 0.5 0.5 1.5 0.5 0.5 0.5 1.5 1.5
4 8 0.5 0.5 1.5 0.5 1.5 1.5 0.5 1.5 1.5 1.5 0.5 0.5
5 9 1.5 1.5 1.5 0.5 1.5 0.5 0.5 1.5 0.5 0.5 0.5 1.5
5 10 0.5 0.5 0.5 1.5 0.5 1.5 1.5 0.5 1.5 1.5 1.5 0.5
6 11 1.5 1.5 1.5 1.5 0.5 1.5 0.5 0.5 1.5 0.5 0.5 0.5
6 12 0.5 0.5 0.5 0.5 1.5 0.5 1.5 1.5 0.5 1.5 1.5 1.5
7 13 1.5 0.5 1.5 1.5 1.5 0.5 1.5 0.5 0.5 1.5 0.5 0.5
7 14 0.5 1.5 0.5 0.5 0.5 1.5 0.5 1.5 1.5 0.5 1.5 1.5
8 15 1.5 0.5 0.5 1.5 1.5 1.5 0.5 1.5 0.5 0.5 1.5 0.5
8 16 0.5 1.5 1.5 0.5 0.5 0.5 1.5 0.5 1.5 1.5 0.5 1.5
9 17 1.5 0.5 0.5 0.5 1.5 1.5 1.5 0.5 1.5 0.5 0.5 1.5
9 18 0.5 1.5 1.5 1.5 0.5 0.5 0.5 1.5 0.5 1.5 1.5 0.5

10 19 1.5 1.5 0.5 0.5 0.5 1.5 1.5 1.5 0.5 1.5 0.5 0.5
10 20 0.5 0.5 1.5 1.5 1.5 0.5 0.5 0.5 1.5 0.5 1.5 1.5

As with all replication methods, the statistic of interest is computed on the whole sample and then 
again on each replicate. The replicate estimates are then compared to the whole sample estimate to 
get the sampling variance, as follows:
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In PISA, it was decided to generate 80 replicate samples and therefore 80 replicate weights. 
Therefore, the formula becomes: 

OTHER PROCEDURES FOR ACCOUNTING FOR CLUSTERED SAMPLES

For the past two decades, multi-level models and software packages have been introduced in 
the education research field. There is no doubt that these models allowed a break through in the 
unraveling of education phenomena. Indeed, multi-level regression models offer the possibility of 
taking into account the fact that students are nested within classes and schools: each contributing 
factor can be evaluated when establishing the outcome measure.

Multi-level regression software packages, such as MLWin or HLM, just like any professional 
statistical package, provide an estimate of the standard error for each of the estimated population 
parameters. While SAS® and SPSS® consider the sample as a simple random sample of population 
elements, MLWin and HLM recognize the hierarchical structure of the data, but consider that the 
school sample is a simple random one. They therefore do not take into account the complementary 
sample design information used in PISA to reduce the sampling variance. Consequently, in PISA, 
the sampling variances estimated with multi-level models will always be greater than the sampling 
variances estimated with Fay replicate samples.

As these multi-level model packages do not incorporate the additional sample design information, 
their standard error estimates are similar to the Jackknife method for unstratified samples. For 
instance, the German PISA 2003 data were analyzed using the multi-level model proposed by SAS® 
and called PROC MIXED. The standard errors of the mean of the five plausible values2 for the 
combined reading literacy scale were respectively 5.4565, 5.3900, 5.3911, 5.4692, and 5.3461. 
The average of these five standard errors is equal to 5.41. Recall that the use of the formula in 
section 2 of this chapter produces an estimate of the sampling variance equal to 5.45. 

With multi-level software packages, using replicates cannot be avoided if unbiased estimates of the 
standard errors for the estimates want to be obtained.

CONCLUSIONS

Since international education surveys use a two-stage sample design most of the time, it would be 
inappropriate to apply the sampling distribution formulas developed for simple random sampling. 
Doing so would lead to an underestimation of the sampling variances.

Sampling designs in education surveys can be very intricate. As a result, sampling distributions might 
not be available or too complex even for simple estimators, such as means. Since the 1990 IEA 
reading literacy study, sampling variances have been estimated through replication methods. These 
methods function by generating several subsamples, or replicate samples, from the whole sample. 
The statistic of interest is then estimated for each of these replicate samples and then compared to 
the whole sample estimate to provide an estimate of the sampling variance.

A replicate sample is formed simply through a transformation of the full sample weights according 
to an algorithm specific to the replication method. These methods therefore can be applied to any 
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estimators3 – means, medians, percentiles, correlations, regression coefficients, etc. – which can be 
easily computed thanks to advanced computing resources. Further, using these replicate weights does 
not require an extensive knowledge in statistics, since these procedures can be applied regardless of 
the statistic of interest.

Notes

1.  See reasons for this decision in the PISA 2000 Technical Report (OECD, 2002c).

2. See Chapter 4 for a description of plausible values.

3. Several empirical or theoretical studies have compared the different resampling methods for complex sampling 
design. As Rust and Krawchuk noted: “A benefit of both BRR and modified BRR over the Jackknife is that they 
have a sound theoretical basis for use with nonsmooth statistics, such as quantiles like the median. It has long 
been known that the Jackknife is inconsistent for estimating the variances of quantiles. That is, as the sample size 
increases for a given sample design, the estimation of the variances of quantiles does not necessarily become more 
precise when using the Jackknife.” (Rust and Krawchuk, 2002).
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INTRODUCTION

International surveys in education such as PISA are designed to estimate the performance in 
particular subject areas of various subgroups of students, at specific age or grade levels.

For the surveys to be considered valid, many items need to be developed and included in the final 
tests. The OECD publications related to the assessment frameworks indicate the breadth and depth 
of the PISA domains, showing that many items are needed to assess a domain as broadly defined as, 
for example, mathematical literacy.1

At the same time, it is unreasonable and perhaps undesirable to assess each sampled student with the 
whole item battery because:

• After extended testing time, students’ results start to be affected by fatigue and this would there-
fore bias the outcomes of the surveys; and

• School principals would refuse to free their students for the very long testing period that would be 
required. This would reduce the school participation rate, which in turn might substantially bias 
the outcomes of the results.

To overcome the conflicting demands of limited student-level testing time and broad coverage of 
the assessment domain, students are assigned a subset of the item pool. The result of this is that only 
certain sub-samples of students respond to each item. 

If the survey purpose is to estimate performance by reporting the percentage of correct answers for 
each item, it would not be necessary to report the performance of individual students. However, 
typically there is a need to summarise detailed item level information for communicating the 
outcomes of the survey to the research community, to the public and also to policy makers. In 
addition, educational surveys aim to explain the difference in results between countries, between 
schools and between students. For instance, a researcher might be interested in the difference in 
performance between boys and girls. 

HOW CAN THE INFORMATION BE SUMMARISED?

At the country level, the most straightforward procedure for summarizing the item-level information 
would be to compute the average percentage of correct answers. This has been largely used in 
previous national or international surveys and is still used in some current international surveys, 
even when more complex models are implemented. These surveys may report the overall percentage 
of correct answers in mathematics and in science, as well as by content areas (for example, biology, 
physics, chemistry, earth sciences and so on). For instance, in mathematics, the overall percentage 
of correct answers for one country might be 54 per cent and for another, 65 per cent. 

The great advantage of this type of reporting is that it can be understood by everyone. Everybody 
can imagine a mathematics test and can envision what is represented by 54 per cent and 65 per 
cent of correct answers. These two numbers also give a sense of the difference between the two 
countries.

Nevertheless, there are some weaknesses in this approach because the percentage of correct answers 
depends on the difficulty of the test. The actual size of the difference in results between two countries 
depends on the difficulty of the test and this may lead to misinterpretation. 
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International surveys do not aim to just report an overall level of performance. Over the past few 
decades, policy makers have also largely been interested in equity indicators. They may also be 
interested in the amount of dispersion of results in their country. In some countries the results may 
be clustered around the mean and in other countries there may be large numbers of students scoring 
very high results and very low results. 

It would be impossible to compute dispersion indices with only the difficulty indices, based on 
percentage of correct answers of all the items. To do so, the information collected through the test 
needs also to be summarised at the student level.

To compare the results of two students assessed by two different tests, the tests must have exactly 
the same average difficulty. For PISA, as all items included in the main study are usually field trialled, 
test developers have some idea of the item difficulties and therefore can allocate the items to the 
different tests in such a way that the items in each test have more or less the same average difficulty. 
However, the two tests will never have exactly the same difficulty.

The distribution of the item difficulties will affect the distribution of the students’ performance 
expressed as a raw score. For instance, a test with only items of medium difficulty will generate a 
different student score distribution to a test that consists of a large range of item difficulties.

This is also complicated to a further degree in PISA as it assesses three or even four domains per 
cycle. This multiple assessment reduces the number of items available for each domain per test 
and it is easier to guarantee the comparability of two tests of 60 items than it is with, for example, 
15 items.

If the different tests are randomly assigned to students, then the equality of the sub-populations in 
terms of mean score and variance of the student’s performance can be assumed. In other words, 

• The mean of the raw score should be identical for the different tests; and 

• The variance of the student raw scores should be identical for the different tests.

If this is not the case, then it would mean that the different tests do not have exactly the same 
psychometric properties. To overcome this problem of comparability of the student performance 
between tests, the student’s raw scores can be standardised per test. As the equality of the sub-
populations can be assumed, differences in the results are due to differences in the test characteristics. 
The standardisation would then neutralise the effect of test differences on student’s performance.

However, usually, only a sample of students from the different sub-populations is tested. As explained 
in the two previous chapters, this sampling process generates an uncertainty around any population 
estimates. Therefore, even if different tests present exactly the same psychometric properties and 
are randomly assigned, the mean and standard deviation of the students’ performance between 
the different tests can slightly differ. As the test characteristics and the sampling variability are 
confounded, the assumption cannot be made that the student raw scores obtained with different 
tests are fully comparable.

Other psychometric arguments can also be invoked against the use of raw scores based on the 
percentage of correct answers to assess student performance. Raw scores are on a ratio scale in so 
far as the interpretation of the results is limited to the number of correct answers. A student who 
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gets a 0 on this scale did not provide any correct answers, but could not be considered as having no 
competencies, while a student who gets 10 has twice the number of correct answers as a student 
who gets 5, but does not necessarily, have twice the competencies. Similarly, a student with a perfect 
score could not be considered as having all competencies (Wright and Stone, 1979). 

THE RASCH MODEL FOR DICHOTOMOUS ITEMS

Introduction

Let us suppose that someone wants to estimate the competence of a high jumper. It might be 
measured or expressed as his or her:

• Individual record;

• Individual record during an official and international event;

• Mean performance during a particular period of time; or

• Most frequent performance during a particular period of time.

Figure 4.1 presents the proportion of success of two high jumpers per height for the last year of 
competition.

Figure 4.1 • Proportion of success per height of the jump
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The two high jumpers always succeeded at 165 centimetres. Then the proportion of success 
progressively decreases to reach 0 for both at 225 centimetres. While it starts to decrease at 170 for 
the first high jumper, however, it starts to decrease at 185 for the second. 

These data can be depicted by a logistic regression model. This statistical analysis consists of 
explaining a dichotomous variable by a continuous variable. In this example, the continuous variable 
will explain the success or the failure of a particular jumper by the height of the jump. The outcome 
of this analysis will allow the estimation of the probability of success, given any height. Figure 4.2 
presents the probability of success for the two high jumpers.
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These two functions model the probability of success for the two high jumpers. The dotted curve 
represents the probability of success for the first high jumper and the solid curve, the probability of 
success for the second high jumper. 

By convention,2 the performance level would be defined as the height where the probability of 
success is equal to 0.50. This makes sense as below that level, the probability of success is lower than 
the probability of failure and beyond that level, this is the inverse. 

In this particular example, the performance of the two high jumpers is respectively 190 and 202.5. 
Note that from Figure 4.1, the performance of the first jumper is directly observable whereas 
for jumper 2, it is not and needs to be estimated from the model. A key property of this kind of 
approach is that the level (i.e. the height) of the crossbar and the performance of the high jumpers 
are expressed on the same metric or scale.

Scaling cognitive data according to the Rasch model follows the same principle. The difficulty of 
the items is analogous to the difficulty of the jump based on the height of the crossbar. Further, just 
as a particular jump has two possible outcomes, i.e. success or failure, the answer of a student to 
a particular question is either correct or incorrect. Finally, just as each jumper’s performance was 
defined at the point where the probability of success was 0.5, the student’s performance/ability is 
likewise measured where the probability of success on an item equals 0.5. 

A feature of the Rasch model is that it will create a continuum on which both student performance 
and item difficulty will be located and a probabilistic function links these two components. Low 
ability students and easy items will be located on the left side of the continuum or scale while high 
ability students and difficult items will be located on the right side of the continuum. Figure 4.3 
represents the probability of success (dotted curve) and the probability of failure (solid curve) for 
an item of difficulty zero.

Figure 4.2 • Probability of success per height of the jump for the two high jumpers
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As shown by Figure 4.3, a student with an ability of zero has a probability of 0.5 of success on an item 
of difficulty zero and a probability of 0.5 of failure. A student with an ability of -2 has a probability of 
a bit more than 0.10 of success and a probability of a bit less than 0.90 of failure on the same item of 
difficulty zero. But this student will have a probability of 0.5 of succeeding on an item of difficulty -2.

From a mathematical point of view, the probability that a student i, with an ability denoted i , 
provides a correct answer to item j of difficulty j is equal to:

Similarly, the probability of failure is equal to: 

It can be easily shown that:

In other words, the probability of success and the probability of failure always sum to one. Table 4.1 
to Table 4.5 present the probability of success for different student abilities and different item 
difficulties.

Table 4.1 • Probability of success when student ability equals item difficulty

Student ability Item difficulty Probability of success
-2 -2 0.50
-1 -1 0.50
0 0 0.50
1 1 0.50
2 2 0.50

Figure 4.3 • Probability of success to an item of difficulty zero as a function of student ability
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Table 4.2 • Probability of success when student ability is less than  
the item difficulty by 1 unit

Student ability Item difficulty Probability of success
-2 -1 0.27
-1 0 0.27
0 1 0.27
1 2 0.27
2 3 0.27

Table 4.3 • Probability of success when student ability is greater than  
the item difficulty by 1 unit

Student ability Item difficulty Probability of success
-2 -3 0.73
-1 -2 0.73
0 -1 0.73
1 0 0.73
2 3 0.73

Table 4.4 • Probability of success when student ability is less than  
the item difficulty by 2 units

Student ability Item difficulty Probability of success
-2 0 0.12
-1 1 0.12
0 2 0.12
1 3 0.12
2 4 0.12

Table 4.5 • Probability of success when student ability is greater than  
the item difficulty by 2 units

Student ability Item difficulty Probability of success
-2 -4 0.88
-1 -3 0.88
0 -2 0.88
1 -1 0.88
2 0 0.88

It should be noted that:

• When the student ability is equal to the item difficulty, the probability of success will always be 
equal to 0.50, regardless of the student ability and item difficulty locations on the continuum. 

• If the item difficulty exceeds the student ability by one Rasch unit, denoted as a logit, then the 
probability of success will always be equal to 0.27, regardless of the location of the student ability 
on the continuum. 
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• If the student ability exceeds the item difficulty by one logit, the probability of success will always 
be equal to 0.73, regardless of the location of the student ability on the continuum. 

• If two units separate the student ability and the item difficulty, the probabilities of success will be 
0.12 and 0.88 respectively. 

From these observations, it is evident that the only factor that influences the probability of success is 
the distance on the Rasch continuum between the student ability and the item difficulty.

These examples also illustrate the symmetry of the scale. If the student ability is lower than the 
item difficulty by one logit, then the probability of success will be 0.27 which is 0.23 lower than 
the probability of success when ability and difficulty are equal. If the student ability is higher than 
the item difficulty by one logit, the probability of success will be 0.73, which is 0.23 higher than 
the probability of success when ability and difficulty are equal. Similarly, a difference of two logits 
generates a change of 0.38.

Item calibration

Of course, in real settings a student’s answer will either be correct or incorrect, so what then is the 
meaning of a probability of 0.5 of success in terms of correct or incorrect answers? In simple terms 
the following interpretations can be made:

• If 100 students each having an ability of 0 have to answer a item of difficulty 0, then the model will 
predict 50 correct answers and 50 incorrect answers;

• If a student with an ability of 0 has to answer 100 items, all of difficulty 0, then the model will 
predict 50 correct answers and 50 incorrect answers.

As described, the Rasch model, through a probabilistic function, builds a relative continuum on 
which the item’s difficulty and the student’s ability are located. With the example of high jumpers, 
the continuum already exists, i.e. this is the physical continuum of the meter height. With cognitive 
data, the continuum has to be built. By analogy, this consists of building a continuum on which 
the unknown height of the crossbars, i.e. the difficulty of the items, will be located. Three major 
principles underlie the construction of the Rasch continuum.

• The relative difficulty of an item results from the comparison of that item with all other items. 
Let us suppose that a test consists of only two items. Intuitively, the response pattern (0, 0) and 
(1, 1) (1 denotes a success and 0 denotes a failure), where the ordered pairs refer to the responses 
to items 1 and 2, respectively, is uninformative for comparing the two items. The responses in 
these patterns are identical. On the other hand, responses (1, 0) and (0, 1) are different and are 
informative on just that comparison. If 50 students have the (0, 1) response pattern and only 
10 students have the (1, 0) response pattern, then the second item is substantially easier than the 
first item. Indeed, 50 students succeeded on the second item while failing the first one and only 
10 students succeeded on the first item while failing the second. This means that if one person 
succeeds on one of these two items, the probability of succeeding on the second item is five 
times higher than the probability of succeeding on first item. It is, therefore, easier to succeed on 
the second than it is to succeed on the first. Note that the relative difficulty of the two items is 
independent of the student abilities.
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• As difficulties are determined through comparison of items, this creates a relative scale, and 
therefore there is an infinite number of scale points. Broadly speaking, the process of overcoming 
this issue is comparable to the need to create anchor points on the temperature scales. For 
example, Celsius fixed two reference points: the temperature at which the water freezes and 
the temperature at which water boils. He labelled the first reference point as 0 and the second 
reference point at 100 and consequently defined the measurement unit as one-hundredth of the 
distance between the two reference points. In the case of the Rasch model, the measurement unit 
is defined by the probabilistic function involving the item difficulty and student ability parameters. 
Therefore, only one reference point has to be defined. The most common reference point consists 
of centring the item difficulties on zero. However, other arbitrary reference points can be used, 
like centring the student’s abilities on zero.

• This continuum allows the computation of the relative difficulty of items partly submitted to 
different sub-populations. Let us suppose that the first, item was administered to all students and 
the second item was only administered to the low ability students. The comparison of items will only 
be performed on the subpopulation who was administered both items, i.e. the low ability student 
population. The relative difficulty of the two items will be based on this common subset of students. 

Once the item difficulties have been placed on the Rasch continuum, the student scores can be 
computed. The line in Figure 4.4 represents a Rasch continuum. The item difficulties are located 
above that line and the item numbers are located below the line. For instance, item 7 represents 
a difficult item and item 17, an easy item. This test includes a few easy items, a large number 
of medium difficulty items and a few difficult items. The x symbols above the line represent the 
distribution of the student scores.

Figure 4.4 • Student score and item difficulty distributions on a Rasch continuum

Computation of a student’s score

Once the item difficulties have been located on the Rasch scale, student scores can be computed. 
In a previous section, it was mentioned that the probability that a student i, with an ability denoted 
i , provides a correct answer to item j of difficulty j is equal to:

Similarly, the probability of failure is equal to: 
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The Rasch model assumes the independence of the items, i.e. the probability of a correct answer does 
not depend on the responses given to the other items. Consequently, the probability of succeeding 
on two items is equal to the product of the two individual probabilities of success.

Let us consider a test of four items with the following items difficulties: -1, -0.5, 0.5 and 1. There 
are 16 possible responses patterns. These 16 patterns are presented in Table 4.6.

Table 4.6 • Possible response patterns for a test of four items

Raw score Response patterns

0 (0,0,0,0)

1 (1,0,0,0), (0,1,0,0), (0,0,1,0), (0,0,0,1)

2 (1,1,0,0), (1,0,1,0), (1,0,0,1), (0,1,1,0), (0,1,0,1), (0,0,1,1)

3 (1,1,1,0),(1,1,0,1), (1,0,1,1), (0,1,1,1)

4 (1,1,1,1)

For any student ability denoted i , it is possible to compute the probability of any response pattern. 
Let us compute the probability of the response pattern (1,1,0,0) for three students with an ability 
of -1, 0, and 1.

Table 4.7 • Probability for the response pattern (1,1,0,0) for three student abilities

i = –1 i = 0 i = 1

Item 1 
1 = –1 Response = 1 0.50 0.73 0.88

Item 2 
2 = –0.5 Response = 1 0.38 0.62 0.82

Item 3 
3 = 0.5 Response = 0 0.82 0.62 0.38

Item 4 
4 = 1 Response = 0 0.88 0.73 0.50

Probability of obtaining response pattern 0.14 0.21 0.14

The probability of success for the first student on the first item is equal to:

The probability of success for the first student on the second item is equal to:
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The probability of failure for the first student on the third item is equal to:

The probability of failure for the first student on the fourth item is equal to:

As these four items are considered as independent, the probability of the response pattern (1,1,0,0) 
for a student with an ability i = –1 is equal to:

0.50 x 0.38 x 0.82 x 0.88 = 0.14.

Given the item difficulties, a student with an ability i = –1 has 14 chances out of 100 to provide a 
correct answer to items 1 and 2 and to provide an incorrect answer to items 3 and 4. Similarly, 
a student with an ability of i = 0 has a probability of 0.21 to provide the same response pattern 
and a student with an ability of i = 1 has a probability of 0.14.

Figure 4.5 • Response pattern probabilities for the response pattern (1,1,0,0)

Response pattern probability
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This process can be applied for a large range of student abilities and for all possible response 
patterns. Figure 4.5 presents the probability of observing the response pattern (1,1,0,0) for all 
students’ abilities between –6 and +6. As shown, the most likely value corresponds to a student 
ability of 0. Therefore, the Rasch model will estimate the ability of any students with a response 
pattern (1,1,0,0) to 0.

Figure 4.6 presents the distribution of the probabilities for all response patterns with only one 
correct item. As shown in Table 4.6, there are four responses patterns with only one correct item, 
i.e. (1,0,0,0), (0,1,0,0), (0,0,1,0), (0,0,0,1).
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Figure  4.6 clearly shows that:

• The most likely response pattern for any students who succeed on only 1 item is (1,0,0,0) and 
the most unlikely response pattern is (0,0,0,1). When a student only provides one correct answer, 
it is expected that the correct answer was provided for the easiest item, i.e. item 1. It is also 
unexpected that this correct answer was provided for the most difficult item, i.e. item 4.

• Whatever the response pattern, the most likely value always corresponds to the same value for 
student ability. For instance, the most likely student ability for the response pattern (1,0,0,0) is 
around -1.25. This is also the most likely student’s ability for the other response patterns.

The Rasch model will therefore return the value -1.25 for any students who get only one correct 
answer, whichever item was answered correctly.

Similarly, as shown by Figure 4.7 and by Figure 4.8:

• The most likely response pattern with two correct items is (1,1,0,0);

• The most likely student’s ability is always the same for any response pattern that includes two cor-
rect answers (0 in this case);

• The most likely response pattern with three correct items is (1,1,1,0);

• The most likely student’s ability is always the same for any response pattern that includes three 
correct answers (+1.25 in this case).

This type of Rasch ability estimate is usually denoted the Maximum Likelihood Estimate. As shown 
by these figures, per raw score, i.e. 0 correct answer, one correct answers, two correct answers, and 
so on, the Rasch model will return only one Maximum Likelihood Estimate. 

Figure 4.6 • Response pattern probabilities for a raw score of 1
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It has been shown that this Maximum Likelihood Estimate (or MLE) is biased and proposed to 
weight the contribution of each item by the information this item can provide (Warm, 1989). For 
instance, a difficult item does not provide much information for a low ability student. On the other 
hand, this item can provide more information for a high ability student. Therefore, for a low ability 
student, easy items will contribute more than difficult items and similarly, for a high ability student, 
difficult item will contribute more than easy items. So Warm estimates and MLEs are similar types 
of student individual ability estimates.

Figure 4.7 • Response pattern probabilities for a raw score of 2 a
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Figure 4.8 • Response pattern probabilities for a raw score of 3
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a. In this example, since the likelihood function for the response pattern (1,0,0,1) is perfectly similar to that for response 
pattern (0,1,1,0), these two lines are overlapped in the figure.
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As the Warm estimate corrects the small bias in the MLE, it is usually preferred as the estimate of an 
individual’s ability. Therefore, in the PISA, Weighted Likelihood Estimates (WLEs) are calculated by 
applying  weights to MLE in order to account for the bias inherent in MLE as Warm proposed. 

Computation of a student’s score for incomplete designs

As stated previously, PISA uses a rotated booklet design for overcoming the conflicting demands of 
limited student level testing time and the broad coverage of the assessment domain. A testing design 
where students are assigned a subset of items is denoted as an incomplete design. The principles 
for computing the student’s individual ability estimate described in the previous section are still 
applicable for incomplete designs.

Let us suppose that two students with abilities of -1 and 1 have to answer two out of the four items 
presented in Table 4.8. The student with i = –1 has to answer the first two items, i.e. the two 
easiest items and the student with i = 1 has to answer the last two items, i.e. the two most difficult 
items. Both students succeed on their first item and fail on their second item. 

Table 4.8 • Probability for the response pattern (1,0) for two students  
of different ability in an incomplete test design

 i = –1  i = 1
Item 1 1 = –1 Response = 1 0.50
Item 2 2 = -0.5 Response = 0 0.62
Item 3 3 = 0.5 Response = 1 0.62
Item 4 4 = 1 Response = 0 0.50
Response pattern 0.31 0.31

Both patterns have a probability of 0.31 respectively for an ability of -1 and 1. As previously, these 
probabilities can be computed for a large range of student’s abilities. Figure 4.9 presents the (1,0) 
response pattern probabilities for the easy test (dotted line) and for the difficult test (solid line).

Figure 4.9 • Response pattern likelihood for an easy test and a difficult test
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Based on Figure 4.9, we can state that for any student that succeeded on one item of the easy test, 
the model will estimate the student ability at -0.75 and that for any student that succeed one item 
of the difficult test, the model will estimate the student ability at 0.75. If raw scores were used as 
estimates of student ability, in both cases, we would get 1 out of 2, or 0.5.

In summary, the raw score does not take into account the difficulty of the item for the estimation 
of the raw score and therefore, the interpretation of the raw score depends on the item difficulties. 
On the other hand, the Rasch model uses the number of correct answers and the difficulties of the 
items administered to a particular student for his or her ability estimate. Therefore, a Rasch score 
can be interpreted independently of the item difficulties. As far as all items can be located on the 
same continuum, the Rasch model can return fully comparable student‘s ability estimates, even if 
students were assessed with different subset of items. Note, however, that valid ascertainment of the 
student’s Rasch score depends upon having an accurate knowledge of the item difficulties.

Optimal conditions for linking items

Some conditions have to be satisfied when different tests are used. First of all, the data collected 
through these tests must be linked. Without any links, the data collected through two different tests 
cannot be reported on a single scale. Usually, tests are linked by having different students doing 
common items or having the same students assessed with the different tests.

Let us suppose that a researcher wants to estimate the growth in reading performance between a 
population of grade 2 students and a population of grade 4 students. Two tests will be developed and 
both will be targeted at the expected proficiency level of both populations. To ensure that both tests 
can be scaled on the same continuum, a few difficult items from the grade 2 test will be included in 
the grade 4 test, let us say items 7, 34, 19, 23 and 12.

Figure 4.10 • Rasch item anchoring

Grade 2 
students

Grade 4 
students
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Figure 4.10 represents this item anchoring process. The left part of Figure 4.10 presents the outputs 
of the scaling of the grade 2 test with items centred on zero. For the scaling of grade 4 data, the 
reference point will be the grade 2 difficulty of the anchoring items. Then the difficulty of the 
other grade 4 items will be fixed according to this reference point, as shown on the right side of 
Figure 4.10. 

With this anchoring process grade 2 and grade 4 item difficulties will be located on a single 
continuum. Therefore, the grade 2 and grade 4 students’ ability estimates will also be located on the 
same continuum.

To accurately estimate the increase between grades 2 and 4, the researcher will ensure that the 
location of the anchor items is similar in both tests.

From a theoretical point of view, only one item is needed to link two different tests. However, 
this situation is far from being optimal. A balanced incomplete design presents the best guarantee 
for reporting the data of different tests on a single scale. This was adopted by PISA 2003 where 
the item pool was divided into 13 clusters of items. The item allocation to clusters takes into 
account the expected difficulty of the items and the expected time needed to answer the items. 
Table 4.9 presents the PISA 2003 test design. Thirteen clusters of items were denoted as C1 to C13 
respectively. Thirteen booklets were developed and each of them has four parts, denoted as block 1 
to block 4. Each booklet consists of four clusters. For instance, booklet 1 consists of cluster 1, 
cluster 2, cluster 4 and cluster 10. 

Table 4.9 • PISA 2003 test design

Block 1 Block 2 Block 3 Block 4

Booklet 1 C1 C2 C4 C10

Booklet 2 C2 C3 C5 C11

Booklet 3 C3 C4 C6 C12

Booklet 4 C4 C5 C7 C13

Booklet 5 C5 C6 C8 C1

Booklet 6 C6 C7 C9 C2

Booklet 7 C7 C8 C10 C3

Booklet 8 C8 C9 C11 C4

Booklet 9 C9 C10 C12 C5

Booklet 10 C10 C11 C13 C6

Booklet 11 C11 C12 C1 C7

Booklet 12 C12 C13 C2 C8

Booklet 13 C13 C1 C3 C9

With such design, each cluster appears four times, once in each position. Further, each pair of clusters 
appears once and only once.

This design should ensure that the link process will not be influenced by the respective location of 
the link items in the different booklets.



Th
e 

R
as

ch
 M

o
de

l

69© OECD 2005   PISA 2003 Data Analysis Manual: SPSS® Users

4

Extension of the Rasch model

Wright and Masters have generalised the original Rasch model to polytomous items, usually denoted 
as the partial credit model (Wright and Masters, 1982). With this model, items can be scored as 
incorrect, partially correct and correct. The PISA cognitive items were calibrated according to this 
model.

This polytomous items model can also be applied on Likert scale data. There is of course no 
correct or incorrect answer for such scales but the basic principles are the same: the possible 
answers can be ordered. PISA questionnaire data are scaled with the one-parameter logistic 
model for polytomous items. 

OTHER ITEM RESPONSE THEORY MODELS

A classical distinction between Item Response Theory models concerns the number of parameters 
used to describe items. The Rasch model is designated as a one-parameter model because item 
characteristic curves only depend on the item difficulty. In the three-parameter logistic model, the 
item characteristic curves depend on: i) the item difficulty parameter; ii) the item discrimination 
parameter; and iii) what can be termed the “guessing” parameter. This last parameter accounts for 
the fact that, on a multiple choice test, all students have some chance of answering the item correctly, 
no matter how difficult the item is.

CONCLUSIONS

The Rasch model was designed to build a symmetric continuum on which both item difficulty and 
student ability are located. The item difficulty and the student ability are linked by a logistic function. 
With this function, it is possible to compute the probability that a student succeeds on an item. 

Further, due to this probabilistic link, it is not a requirement to administer the whole item battery 
to every student. If some link items are guaranteed, the Rasch model will be able to create a scale on 
which every item and every student will be located. This last feature of the Rasch model constitutes 
one of the major reasons why this model has become fundamental in educational surveys. 

Notes

1. See Measuring Student Knowledge and Skills – A New Framework for Assessment (OECD, 1999a) and The PISA 2003 
Assessment Framework – Mathematics, Reading, Science and Problem Solving Knowledge and Skills (OECD, 2003b).   

2. The probability of 0.5 was firstly used by psychophysics theories (Guilford, 1954). 
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INDIVIDUAL ESTIMATES VERSUS POPULATION ESTIMATES

Education tests can have two major purposes: 

• To measure the knowledge and skills of particular students. The performance of each student 
usually will have an impact on his or her future (school career, admission to post-secondary 
education, and so on). It is therefore particularly important to minimize the measurement error 
associated with each individual’s estimate.

• To assess the knowledge or skills of a population. The performance of individuals will have no 
impact on their school career or professional life. In such a case, the goal of reducing error in 
making inferences about the target population is more important than the goal of reducing error 
at the individual level.

National or international education surveys belong to the second category. 

International surveys such as PISA report student performance through plausible values (PVs).1 The 
remainder of this chapter will explain the conceptual meaning of plausible values and the advantage 
of reporting with them. Individual estimators (such as the WLE defined in Chapter 4) will be 
compared with PVs for the purposes of estimating a range of population statistics.

THE MEANING OF PLAUSIBLE VALUES

An example taken from the physical sciences, measurement area can help illustrate this complex 
concept. Suppose that a city board decides to levy a new building tax to increase the city’s revenue. 
This new tax will be proportional to the length of the family house living room. Inspectors visit all city 
houses to measure the length of the living rooms. They are given a measuring tape and are instructed 
to record the length in term of integers only, i.e. 1 metre, 2 metres, 3 metres, 4 metres and so on. 

The results of this measure are shown in Figure 5.1. About 3 per cent of the living rooms have a 
reported length of 4 metres; slightly over 16 per cent of the living rooms have a reported length of 
9 metres and so on. 

Figure 5.1 • Living room length expressed in integers
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Of course, the reality is quite different as length is a continuous variable. With a continuous variable, 
observations can take any value between the minimum and the maximum. On the other hand, with 
a discontinuous variable, observations can only take a predefined number of values. Figure 5.2 gives 
the length distribution of the living rooms per reported length.

Figure 5.2 • Real length per reported length
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Real length per reported length

All living rooms with a reported length of 5 metres are not exactly 5 metres long. On average, 
they are 5 metres long, but their length varies around the mean. The difference between reported 
length and real length is due to the rounding process and measurement error. An inspector might 
incorrectly report 5 metres for a particular living room, when it really measures 4.15 metres. If the 
rounding process were the only source of error, then the reported length should be 4 metres. The 
second source of error, the error in measuring, explains the overlapping of the distribution.

In this particular example, the lengths of the living rooms are normally distributed around the mean, 
which is also the reported length. If the difference between the length and the closest integer is small, 
then the probability of not reporting this length with the closest integer is very small. For instance, it 
is unlikely that a length of 4.15 will be be reported as 5 metres or 3 metres. However, as the distance 
between the real length and the closest integer increases, the probability of not reporting this length 
with the closest integer will also increase. For instance, it is likely that a length of 4.95 will be reported as 
5 metres, whereas a length of 4.50 will be reported equally as many times as 4 metres as it is 5 metres.

The methodology of PVs consists of:

• Mathematically computing distributions (denoted as posterior distributions) around the reported 
values and the reported length in the example; and 

• Assigning to each observation a set of random values drawn from the posterior distributions.
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PVs can therefore be defined as random values from the posterior distributions. In the example, 
a living room of 7.154 metres that was reported as 7 metres might be assigned any value from 
the normal distribution around the reported length of 7. It might be 7.45 as well as 6.55 or 6.95. 
Therefore, plausible values should not be used for individual estimation. 

This fictitious example from the physical sciences can be translated successfully to the social sciences. 
For example, with a test of 6 dichotomous items, a continuous variable (i.e. mental ability) can be 
transformed into a discontinuous variable. The discontinuous variable will be the student raw score 
or the number of correct answers. The only possible scores are: 0, 1, 2, 3, 4, 5 and 6.

Contrary to most measures in the physical sciences, psychological or education measures encompass 
substantial measurement errors because:

• The concept to be measured is broader;

• They might be affected by the mental and physical dispositions of the students on the day of the 
assessment; and

• The conditions in which students are tested might also affect the results.

This means that there are large overlaps in the posterior distributions, as shown in Figure 5.3. 

Further, with the example of the living room, the measurement error of the posterior distributions 
can be considered as independent of the living room.2 In education, the measurement error is not 
always independent of the proficiency level of the students. It may be smaller for average students, 
and larger for low and high achievers. 

Further, in this particular example, the posterior distributions for score 0 and score 6 are substantially 
skewed, as the posterior distributions of the living rooms with a reported length of 4 and 14 metres 
would be, if all living rooms smaller than 4 metres were reported as 4 and if all living rooms longer 
than 14 metres were reported as 14. This means that the posterior distributions are not normally 
distributed, as shown in Figure 5.3.

Score 0

Score 1

Score 2

Score 3

Score 4

Score 5

Score 6

-3.5 -2.5 -1.5 -0.5 0.5 1.5 2.5 3.5

Figure 5.3 • A posterior distribution on a test of 6 items
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Generating PVs on an education test consists of drawing random numbers from the posterior 
distributions. This example clearly shows that plausible values should not be used as individual 
performance. Indeed, a student who scores 0 might get -3, but also -1. A student who scores 6 
might get 3, but also 1. 

It has been noted that 

The simplest way to describe plausible values is to say that plausible values are a representation 
of the range of abilities that a student might reasonably have. … Instead of directly estimating 
a student’s ability , a probability distribution for a student’s , is estimated. That is, instead of 
obtaining a point estimate for , (like a WLE), a range of possible values for a student’s , with 
an associated probability for each of these values is estimated. Plausible values are random draws 
from this (estimated) distribution for a student’s  (Wu and Adams, 2002).3 

All this methodology aims at building a continuum from a collection of discontinuous variables 
(i.e. the test score). It is meant to prevent biased inferences occurring as a result of measuring an 
unobservable underlying ability through a test using a relatively small number of items.

Finally, an individual estimate of student ability can also be derived from the posterior distributions. 
This derived individual estimate is called the Expected A Posteriori estimator (EAP). Instead 
of assigning a set of random values from the posterior distributions, the mean of the posterior 
distributions is assigned. Therefore, the EAP can be considered as the mean of an infinite set of 
plausible values for a particular student. 

Figure 5.4 • EAP estimators
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As only one value is assigned per posterior distribution, the EAP estimator is also a discontinuous 
variable.4 However, EAP estimates and WLEs differ as the former requires a population distribution 
assumption, which is not the case for the latter. Further, while any raw score for a particular test 
will always be associated with one and only one WLE, different EAP values can be associated with a 
particular raw score, depending on the regressors used as conditioning variables. 

Researchers not used to working with plausible values might consider this apparent randomization 
as a source of imprecision. The comparison of the different types of Rasch ability estimators (WLE, 
EAP and PVs) through the estimation of population statistics will overcome this perception. Although 
the PISA 2003 database only includes PVs ,5 the comparison will incorporate EAP estimates to show 
biases that occur when data analysts average the plausible values at the student levels to obtain one 
score value per student. 

COMPARISON OF THE EFFICIENCY OF WARM LIKELIHOOD ESTIMATES, 
EXPECTED A POSTERIORI ESTIMATES AND PVS FOR THE ESTIMATION OF SOME 
POPULATION STATISTICS6 

A comparison between different student ability estimators can be performed on real data. Such 
a comparison will outline differences, but it will not identify the best estimators for a particular 
population statistic. A simulation can be used to illustrate this:

The simulation consists of three major steps:

• The generation of a data set including a continuous variable that represents the student abilities 
(i.e. denoted as the latent variable), some background variables (including the gender and an 
index of social background), denoted HISEI, and a pattern of item responses coded 0 for incorrect 
answer and 1 for a correct answer. The results presented hereafter are based on a fictitious test of 
15 items.7

• The computation of the student ability estimator, in particular the WLEs, EAP estimates and 
PVs.8

• The estimation of some population parametres using the student ability (i.e. latent variable) and 
the different student ability estimators. A comparison will be made for:

– Mean, variance and percentiles;
– Correlation; and
– Between- and within-school variance. 

The data set contains 5 250 students distributed in 150 schools with 35 students per school. Table 
5.1 presents the structure of the simulated data set before the importation of the Rasch student 
abilities estimators.

Table 5.1 • Structure of the simulated data

School ID Student ID Sex HISEI Item 1 Item 2 … Item 14 Item 15
001 01 1 32 1 1 0 0
001 02 0 45 1 0 1 0
… …
150 34 0 62 0 0 1 1
150 35 1 50 0 1 1 1
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Table 5.2 presents the mean and the variance of the latent variable, the WLEs, the five PVs and the 
EAP estimates. The average of the five PVs mean is also included. 

Table 5.2 • Means and variances for the latent variable and  
the different student ability estimators

Mean Variance
Latent variable 0.00 1.00

WLE 0.00 1.40
EAP 0.00 0.75
PV1 0.01 0.99
PV2 0.00 0.99
PV3 0.00 1.01
PV4 0.00 1.01
PV5 -0.01 0.00

Average of the 5 PV statistics 0.00 1.00

Table 5.2 shows that a good estimate of the population’s mean (i.e. the latent variable estimate) is 
obtained regardless of the type of the latent variable used (WLEs, EAP estimates or PVs). It can be 
empirically demonstrated that none of the estimates significantly differ from the expected mean, 
i.e. 0.00 in this particular case (Wu and Adams, 2002). Additionally, it can also be shown that the 
mean of the WLEs will not be biased if the test is well targeted, i.e. if the average of the item 
difficulties is around 0 on the Rasch scale (Wu and Adams, 2002). That is, on a well targeted test, 
students will obtain a raw score of about 50 per cent correct answers. If the test is too easy then the 
mean of the WLEs will be underestimated (this is called the ceiling effect), while if it is too difficult 
then the mean of the WLEs will be overestimated (this is called the floor effect).

These last results explain why the mean of the WLEs provided in the PISA 2000 data base differs 
from the mean of the plausible values, especially for non OECD countries. For the reading reflecting 
scale, the means obtained for Canada using WLEs and PVs  are respectively 538.4 and 542.5 (i.e. very 
close). In contrast, the means obtained for Peru, using WLEs and PVs are respectively 352.2 and 
322.7, which is a difference of about 0.3 standard deviations. There is bias whenWLEs are used to 
estimate the mean, if the test is not well targeted. This comparison cannot be performed on the 
PISA 2003 database as it only reports student performance with plausible values.

For the population variance, Table 5.2 shows that PVs give estimates closest to the expected value, 
while WLEs overestimate it and the EAP underestimates it. These results are consistent with other 
simulation studies.

Table 5.3 presents some percentiles computed on the different ability estimators. For example, 
because the variance computed using plausible values is not biased, the percentiles based on PVs are 
also unbiased. However, because  the EAP estimates and WLEs variances are biased, the percentiles 
and in particular extreme percentiles will also be biased. These results are consistent with other 
simulation studies previously cited.

Table 5.4 presents the correlation between the social background index (HISEI), gender and the 
latent variables and the different estimators of students’ abilities. The correlation coefficients with 
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the WLEs are both underestimated, while the correlation coefficients with the EAP estimates are 
overestimated. Only the correlation coefficients with the plausible values are unbiased.9

Table 5.3 • Percentiles for the latent variable and the different student ability estimators

P5 P10 P25 P50 P75 P90 P95
Latent variable -1.61 -1.26 -0.66 0.01 0.65 1.26 1.59

WLE -2.15 -1.65 -0.82 -0.1 0.61 1.38 1.81
EAP -1.48 -1.14 -0.62 -0.02 0.55 1.08 1.37
PV1 -1.68 -1.29 -0.71 -0.03 0.64 1.22 1.59
PV2 -1.67 -1.31 -0.69 -0.03 0.62 1.22 1.58
PV3 -1.67 -1.32 -0.70 -0.02 0.64 1.21 1.56
PV4 -1.69 -1.32 -0.69 -0.03 0.63 1.23 1.55
PV5 -1.65 -1.3 -0.71 -0.02 0.62 1.2 1.55

Average of the 
5 PV statistics -1.67 -1.31 -0.70 -0.03 0.63 1.22 1.57

Table 5.4 • Correlation between HISEI, GENDER and the latent variable,  
the different student ability estimators

HISEI GENDER
Latent variable 0.40 0.16

WLE 0.33 0.13
EAP 0.46 0.17
PV1 0.41 0.15
PV2 0.42 0.15
PV3 0.42 0.13
PV4 0.40 0.15
PV5 0.40 0.14

Average of the 5 PV statistics 0.41 0.14

It should be noted that the regression coefficients are all unbiased for the different types of estimators. 
Nevertheless, as variances are biased for some estimators, residual variances will also be biased. 
Therefore, the standard error on the regression coefficients will be biased in the case of the WLEs 
and the EAP estimates.

Finally, Table 5.5 presents the between- and within-school variances. Between-school variances for 
the different estimators do not differ from the expected value of 0.33. However, WLEs overestimate 
the within school variance, while the EAP estimates underestimate it. These results are consistent 
with other simulation studies (Monseur and Adams, 2002). 

As this example shows, PVs provide unbiased estimates.

HOW TO PERFORM ANALYSES WITH PLAUSIBLE VALUES

As stated in the previous section, a set of PVs, usually five, are drawn for each student for each 
scale or subscale. Population statistics should be estimated using each plausible value separately. 
The reported population statistic is then the average of each plausible value statistic. For instance, if 
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one is interested in the correlation coefficient between the social index and the reading performance 
in PISA, then five correlation coefficients should be computed and then averaged.

Data analysts should never average the plausible values at the student level, i.e. computing in the 
data set the mean of the five plausible values at the student level and then computing the statistic of 
interest once using that average PV value. Doing so would be equivalent to an EAP estimate, with a 
bias as described in the previous section.

Mathematically, secondary analyses with plausible values can be described as follows. If  is the 
population statistic and i is the statistic of interest computed on one plausible value, then:

, with M being the number of plausible values.

The plausible values also allow computing the uncertainty in the estimate of  due to the lack of 
precision of the measurement test. If a perfect test could be developed, then the measurement error 
would be equal to zero and the five statistics from the plausible values would be exactly identical. 
Unfortunately, perfect tests do not exist and never will. This measurement variance, usually denoted 
imputation variance, is equal to:

It corresponds to the variance of the five plausible value statistics of interest. The final stage is to 
combine the sampling variance and the imputation variance as follows:

, with U being the sampling variance.

In the following chapters, we will show how to compute sampling variances and imputation variances 
and how to combine them, using the PISA 2003 database.

Table 5.5 • Between- and within-school variances

Between-school 
variance

Within-school 
variance

Latent variable 0.33 0.62

WLE 0.34 1.02

EAP 0.35 0.38

PV1 0.35 0.61

PV2 0.36 0.60

PV3 0.36 0.61

PV4 0.35 0.61

PV5 0.35 0.61

Average of the 5 PV statistics 0.35 0.61
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CONCLUSIONS

This chapter was devoted to the meaning of the plausible values and the steps that are required 
when analysing data with PVs. A comparison between PVs and alternate individual ability estimates 
was presented to convince PISA data users of the superiority of this methodology for reporting 
population estimates.

Notes

1.  The methodology of PVs was first implemented in NAEP studies (see Beaton, 1987). 

2.  The measurement error will be independent of the length of the living rooms if the inspectors are using a measuring 
instrument that is at least 15 metres long (such as a measuring tape). If they are using a standard metre, then the 
overall measurement error will be proportional to the length of the living room.

3.  The probability distribution for a student’s  can be based on the cognitive data only, i.e. the item response pattern, 
but can also include additional information, such as student gender, social background, and so on. The probability 
distribution becomes therefore conditioned by this additional information. A mathematical explanation of the model 
used for the scaling of the PISA 2000 scaling can be found in the PISA 2000 Technical Report (OECD, 2002c). 

4. If several regressors are used as conditioning variables, then the EAP estimator tends to a continuous variable.

5. PISA 2000 data files include both WLEs and PVs.

6. PVs and EAP estimators can be computed with or without regressors. As the PISA 2000 PVs were generated 
based on all variables collected through the student questionnaires, this comparison will only include PVs and EAP 
estimators with the use of  regressors. 

7. The data generation starts with a factorial analysis on a 3 by 3 squared correlation matrix. The correlation between 
the latent variable and gender was set at 0.20, the correlation between the latent variable and the social background 
indicator was set at 0.40 and the correlation between gender and the social background indicator was set at 0.00. 
Three random variables are drawn from normal distributions and combined according to the factorial regression 
coefficients to create the three variables of interest, i.e. reading, gender and social background. Based on the student 
score on the latent variable and a predefined set of 20 item difficulties; probabilities of success are computed 
according to the Rasch model. These probabilities are then compared to uniform distribution and recoded into 0 
and 1. Finally, gender is recoded into a dichotomous variable.

8. The estimators were computed with the Conquest Software developed by M.L. Wu, R.J Adams and M.R. Wilson. 

9. The results on the EAP and PV correlation coefficients are observed when the probability distributions are 
generated with conditioning variables. Without the conditioning, the correlation with the plausible values would 
be underestimated.


