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Abstract 
In this paper, our aim is to open a discussion on the need of doing seasonal adjustments for business 

tendency surveys (BTS) series. We consider that, by construction, BTS series are bounded, are likely to be 

stationary (both deterministic and stochastic trends are unlikely) and seasonal patterns can only arise 

from the respondent’s inability to disregard seasonality. In the first part of the study we have simulated 

BTS series with these properties to be modelled and tested for seasonality with TRAMO-SEATS and X12-

ARIMA. TRAMO-SEATS has a tendency to find seasonality and integration in series where there is not. At 

the same time, while unable to identify fitting ARIMA models, X12-ARIMA did not present a bias towards 

seasonality. In the second part we selected several raw BTS series from the EC database and modelled 

them using Seasonal ARIMA models (with no differentiation and possibly high orders). Our goal was to 

contrast the results of a detailed TRAMO-SEATS type modelling with the automated results. 

In summary, seasonal adjustment is necessary in case of many BTS series, however there is a large 

number of series that do not show clear signs of seasonality.  Based on the results, we argue that 

seasonal adjustment should not be applied routinely, but only after careful investigation. 

Introduction 
Business tendency surveys (BTS) series are routinely seasonally adjusted.  

This might be seen as a harmless operation, but in fact it can be of crucial importance. In cases of noisy 

series seasonal adjustment might confuse noise with seasonality and detect spurious seasonal effects. In 

other cases seasonal fluctuations and the business cycle can have a strong interaction, the seasonal 

behaviour being altered when cyclical extremes occur. In both cases business cycle (turning point) signals 

can either be weakened or reversed, or erroneous signals could be introduced by the seasonal 

adjustment procedure. Such a situation is fittingly illustrated in Mike Brian’s article “When cycles 

collide”1. He brings the example of seasonally adjusted US consumer prices index to show how “business 

                                                           

1
 http://macroblog.typepad.com/macroblog/2009/07/when-cycles-collide.html 

http://macroblog.typepad.com/macroblog/2009/07/when-cycles-collide.html


cycle alters the usual behaviour of the seasonal cycle in the data” resulting in “a misleading snapshot of 

the data”. Likewise, the Australian Bureau of Statistics in the article “When it’s not ‘business-as-usual’: 

implications for ABS time series”2 highlighted that unusual events, such as the global financial crisis, may 

have an impact on seasonality, and on seasonal adjusted series as a consequence. 

The evidence on whether all BTS series should be adjusted, even in “good times”, is scarce or mixed.  An 

EC study conducted by Savio and Mazzi (2005) investigated whether or not BTS series were characterized 

by stochastic trends and seasonal movements, and the study showed that they neither had stochastic 

trends nor seasonal unit roots3. Moreover, the authors also demonstrated that the use of the first and 

seasonal differences lead to over-estimate seasonality. Along the same lines, Clar et al. (2007) tested BTS 

series for the presence of seasonality and found that most of the series (87%) did not show significant 

seasonal patterns4. In this context, the OECD Business Tendency Surveys handbook (2003) recommended 

that BTS data should be systematically tested for seasonality, avoiding routine seasonal adjustment.  

When trying to answer the question in the title one usually searches for diagnostic tests. Some of the 

tests are simple pre-tests of seasonality. They are usually robust and model-blind. Another way of 

searching for seasonality is by modelling the series in a general framework that encompasses seasonal 

and non-seasonal models. In this framework the decision whether the optimal model is seasonal or not is 

based on model selection criteria. In our paper we focus predominantly on the latter case, using the 

TRAMO-SEATS seasonal adjustment framework. TRAMO-SEATS lends itself naturally for such studies, as it 

operates within the class of Seasonal ARIMA models. 

We conducted our studies with strong priors. We set assumptions on the possible data generating 

processes that might lie behind the observed BTS series and model some of their distinctive features. 

From this normative perspective BTS series are bounded (possibly non-linear), most likely non-integrated 

(especially in cases when the question refers to observed or expected growth) and should not contain 

seasonality, or only rare cases of seasonality appearing during the aggregation of individual responses. 

Section 1 describes in more detail our priors, and relates them to choices (assumptions) made by other 

researchers in the field with a similar starting-point, notably Franses et al. (2005). 

In section 2 we describe a simulation exercise that we designed based on the above assumptions.  

In section 3 we carry out a brute-force analysis and a more refined Box-Jenkins type analysis of some BTS 

series, where seasonality had been identified by TRAMO-SEATS, but a simple ‘eye-ball’ check does not 

strongly confirm the existence of the seasonal patterns.  

                                                           

2
 http://www.abs.gov.au/AUSSTATS/abs@.nsf/Lookup/1350.0Feature+Article1Aug+2009 

3
 Based on the results of an M-HEGY tests of level BTS series. 

4
 They demonstrated, through a Kruskal-Wallis test, that in almost 87% of cases BTS series did not present a 

significant seasonal component. 

http://www.abs.gov.au/AUSSTATS/abs@.nsf/Lookup/1350.0Feature+Article1Aug+2009
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Section 1 – a normative standpoint 

1.1 Boundedness and non-linearity 
As Franses et al. (2005) notes, BTS series are bounded by construction. They however only deal with the 

indirect consequences of boundedness, only so far as it concerns its effect on trend behavior. We believe 

that boundedness can have stronger consequences. The series might be characterized by non-linear 

behavior showing different degree of mean-reversion in different regions (the closer the boundary the 

higher the mean reversion factor would be). 

One way of treating this behavior would be to extend the SARIMA framework to be able to reflect regime 

switching. Although not well adapted to handle seasonality, models of the SETAR5 family (self exciting 

threshold AR) can handle regime dependent autoregressive behavior. However, even when seasonality is 

not present or not modeled explicitly, often, the less parsimonious models like SETAR fail to outperform 

simple AR models. Clar et al. (2005) tested several models for the short-run forecasting of business and 

consumer surveys indicators. They concluded that AR models outperformed all other broader models like 

ARIMA and SETAR. Similarly, Claveria et al. (2007) in “Business and consumer expectation and 

macroeconomic forecasts” analysed whether or not the information given by business surveys improve 

forecasts of selected economic variables. They tested a set of models – AR, ARIMA and SETAR - and 

concluded that in most cases the TAR models are outperformed by simpler AR models. 

In our simulation exercise we test how the boundedness and the possible non-linearity affect TRAMO-

SEATS results. In the simulation (to be described in more detail in Section 2) we generate ARMA (1,2) 

series to represent the underlying variable (ex. production growth over 3 months). We also generate a 

corresponding sample of rolling expectations over 3 months formed by a heterogeneous group of 

companies. After summation of the individual company results, this sample yields the equivalents of 

bounded business tendency survey series. The simulation is calibrated such that the correlation between 

the underlying variable and the corresponding BTS series is above 0.95. We found that as we increase the 

AR parameter in the ARMA(1,2) above 0.7 TRAMO-SEATS has a tendency to treat the underlying series as 

integrated, and this over-differentiation becomes even more pronounced in the corresponding BTS 

series. (see Section 2 for further details.) At the same time spurious seasonality seems to be affecting to a 

lesser degree the simulated BTS series than their underlying counterparties. 

                                                           

5 A SETAR model is specified as follows: 

ώὸ= ‌0 + В ‌Ὥ
ὴ
Ὥ= 1 ώὸὭ+ ‐ὸ,    if ώὸὨ †  

ώὸ= ‍0 + В ‍Ὥ
ὴ
Ὥ= 1 ώὸὭ+ ‐ὸ,    if ώὸὨ> †  

‌Ὥ et ‍Ὥ are coefficients to be estimated, † is the value of the threshold, p is the order of the SETAR model,  ώὸὨ is 

the threshold variable, d is the delay parameter d < p and ʀt  is a sequence of independent and identically distributed 

random variables with mean 0 and variance ʎʀ
2. 



1.2 Trends, integration 
Given the bounded nature of BTS series the presence of a deterministic time trend can be ruled out 

immediately, and along similar arguments the presence of a stochastic trend can also be ruled out. The 

presence of a stochastic trend would imply that, as the time horizon increases, the probability of violating 

the boundaries is strictly positive and increasing. These views are largely shared by Franses et al. (2005), 

though they allow for a stochastic trend (and differentiation) to model slight, unpredictable variation in 

sentiment. (where sentiment lables a relatively persistent positive or negative bias in the series that does 

not have a clear relationship with the underlying variable or the business cycle.) 

As opposed to Franses et al. (2005) our modelling assumption throughout the paper is that of no-

integration. The modelling assumption of no-integration can be supported also by an analysis of the 

questions in the surveys. In BTS two types of questions appear frequently (almost exclusively):  

1. Assessment of current situation (above, below or at normal levels). For this type of questions the 

underlying economic variable is likely to show some level of integration, but as the question 

refers to comparisons with respect to normal levels, respondents are likely to de-trend while 

responding, thus eliminating a great amount of persistence from the series. (Examples are 

questions on evolution of orders or stocks of finished goods.) Depending on how 

frequently/quickly the respondents update the level of “normality” for these variables the 

resulting BTS series can be closer or further away from being integrated, but in any case features 

related to integration can only be local aspects of these series. 

2. Appreciation of past or future changes. In these questions the presence of integration is very 

unlikely. These questions are already formulated as differences, growth rates of an underlying 

variable, and as such, the questions themselves imply one step of differencing already. 

Based on the above arguments in this study we took a different position than Franses et al. (2005) or the 

default settings of TRAMO-SEATS. Both in the simulation exercise (Section 2) and in the seasonal ARIMA 

modelling (Section 3) we assumed stationarity (or at least no-integration). 

1.3 Seasonality 
We have a prior of no-seasonality. The questions in the harmonized EC business tendency surveys are 

explicitly asking the respondents to disregard seasonal variation in their responses. Therefore seasonal 

patterns in principle can only arise if respondents are unable to comply with the request, or seasonality 

appears in the aggregation process. In the latter case seasonality should be relatively weak. In practice, 

however we can observe several cases of apparent seasonality. One example: Typically the selling price 

related questions have a noticeable peak in January. 

The presence of seasonality is the crucial question of this paper. Therefore, although we formulate a 

strong prior of no seasonality, we are genuinely interested in what the diagnostics tell or what the 

seasonal ARIMA models reveal about seasonality. The simulation exercise works as a reliability test for 

the diagnostics frameworks (although further scenarios, i.e. different calibrations have to be explored to 

verify the robustness of our preliminary result). The analysis in Section 3 tries to improve on seasonal 
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models found by the automated procedure, if possible, by searching for close non-seasonal equivalents 

(as shown below this is only achieved with moderate success). 

Section 2 – The Simulation Exercise 
Contrary to the simulations performed in the Franses et al. (2005) paper, we did not directly impose the 

data-generating process of the BTS series. Instead we assumed that the monthly growth rates of the 

economic variable (yt) underlying the BTS question (i.e. production) follow an AR(1) process: 

(i) ώὸ= ‘+ ”ώὸ1 + ‐ὸ 

This process represents the industry-wide evolution of the underlying variable. We added a few typical 

features of the surveys to this very simple underlying structure to produce the corresponding BTS 

responses:  

1. The respondents formulate their views on 3-4 months ahead changes or changes that occurred in 

the recent 3-4 months of the underlying variable (xt). In the latter case, instead of yt introduced 

before, the responses will refer to the process: 

(ii)  ὼὸ= ώὸ+ ώὸ1 + ώὸ2 

Combining (i) and (ii) yields a ARMA (1,2) process 

(iii) ὼὸ= 3‘+ ”ὼὸ1 + ‐ὸ+ ‐ὸ1 + ‐ὸ2 

2. There is heterogeneity among respondents. Every respondent i has to report its own company’s 

performance. For the sake of simplicity we modelled the idiosyncratic risk as pure white noise 

(however some degree of persistence would make sense in the case of idiosyncratic errors also.) 

(iv)  ώὸ,Ὥ= ώὸ+ όὸ,Ὥ   where  όὸ,Ὥ~ὔ(0,„ό
2)  

And equivalently to xt we define xt,i as: 

(v)  ὼὸ,Ὥ= ώὸ,Ὥ+ ώὸ1,Ὥ+ ώὸ2,Ὥ 

3. To ensure boundedness, and reproduce the qualitative nature of the surveys, we assumed that 

respondents use the same tolerance band (parameterized by d, below) to decide whether a 

certain xt,i means that their company improves, worsens or stays the same with respect to the 

variable in question. Their response rt,i will be therefore: 

(vi) ὶὸ,Ὥ=

1 if ὼὸ,Ὥ Ὠ

0 if ὼὸ,Ὥ< Ὠ

1 if ὼὸ,Ὥ Ὠ

 



In every simulation step we generated 360 monthly observations for the underlying variable (yt) and 100 

variables spread around it (yt,i), representing 100 respondents. Thus BTS series ὶὸ= Вὶὸ,ὭὭ  were bound to 

the interval [-100, 100].  

We have produced 100 pairs of underlying series and BTS series, for each of the six scenarios that we 

have investigated, the results of which are shown in the table below. We have tuned the autoregressive 

parameter r to 0.6, 0.7, 0.8, and adjusted m so that the long term (unconditional) expected value of the 

monthly growth rate was 0 and 0.25. As it can be seen from the above specifications none of the 

simulated series was integrated and none contained seasonality whatsoever. Other calibration 

parameters like: the measure of heterogeneity, tolerance band and the variance of the AR process were 

held constant. 

We have performed an automated seasonality analysis with TRAMO-SEATS on the simulated data. The 

results are summarized in the table below. 

Table 1 - TRAMO-SEATS results on simulated series (Demetra, automated run) 

 
AR() param = 0.8 AR() param = 0.7 AR() param = 0.6 

 

BTS 
Underlying 
ARMA(1,2)  

BTS 
Underlying 
ARMA(1,2)  

BTS 
Underlying 
ARMA(1,2)  

  I SA Rej I SA Rej I SA Rej I SA Rej I SA Rej I SA Rej 

Mean=0.25 77 16 8 44 43 7 20 7 5 15 41 6 2 12 1 2 42 4 

Mean=0 81 14 5 42 35 11 24 8 3 15 37 9 3 10 4 1 36 4 

I=integrated, SA = seasonal model, Rej = no acceptable model found  

As one can notice TRAMO-SEATS is strongly tuned towards differentiation. At a mere autoregressive (AR) 

parameter of 0.7, 15% of the underlying ARMA(1,2) processes are treated as integrated and this 

proportion increases to 42%-44% as the AR parameter is increased to 0.8. What is also clear from the 

table is that the transition from the underlying ARMA process to the corresponding BTS series aggravates 

the tendency to over-differentiation. 

TRAMO-SEATS has also a strong bias towards finding spurious seasonality. There is a relatively high and 

steady 35%-43% of the pure ARMA(1,2) cases that TRAMO-SEATS identifies as seasonal. For the bounded 

BTS cases the spurious seasonality appears less frequently, but it is still non-negligible (between 7% and 

16%) 

We have performed a similar analysis with X12-ARIMA. The results were alike across all scenarios: all 

models were rejected, and spurious seasonality only occurred in less than 5% of the cases. 
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Section 3 – Seasonal ARIMA modelling 

3.1 Seasonality in BTS data: results from a preliminary analysis with TRAMO-

SEATS and X12 reg-ARIMA. 
This section compares the results of seasonal adjustment conducted in a fully automated way, with all 

default settings applied, for TRAMO-SEATS (TS) and X-12 reg-ARIMA (X12).6 

We have worked with the European Commission’s harmonized business and consumer opinion surveys 

dataset. We have used the balances of key monthly survey questions from the manufacturing sector for 

all OECD countries in this dataset, resulting thus in a total of 120 time series. 7 For most countries, the 

sample period considered was from January 1985 to April 2009. 

Table 2 - Results of the seasonal adjustment analysis 

TRAMO-SEATS 
      Seasonality Seasonal model used Non-seasonal model used 

  Status of Adjustment Accepted Rejected Accepted Rejected 
    47 43 13 17 
  Total 90 30 
  

       X-12 reg-ARIMA  
     Seasonality Significant Non Significant Probably Present 

Status of Adjustment Accepted Rejected Accepted Rejected Accepted Rejected 

  33 40 4 28 4 11 

Total 73 32 15 

The results show that a large share of BTS series revealed seasonal components. More specifically, 75% 

(90/120) of the series were seasonally adjusted when TRAMO-SEATS was applied, although only 52% 

(47/90) of the models estimated passed the diagnostic statistics. X12 provided similar results detecting 

seasonality in about 60% (73/120) of the series, probable seasonality for 13% (15/120) and non 

seasonality for the remaining 27% (32/120).  

A deeper look into the results of automated seasonal adjustment with TRAMO-SEATS revealed that the 

level type questions were found non-seasonal in a greater proportion (50%), than the changes questions 

(10%). Remarkably, TRAMO-SEATS’ tendency to over-differentiate is clearly reflected in our results. 

TRAMO -SEATS found one or more unit roots in about 97% of the series and, more than half of them also 

had seasonal unit roots. 

                                                           

6
 TRAMO-SEATS (TS) is a model-based seasonal adjusted method developed by V. Gomez and A. Maravall , while X-

12 reg-ARIMA (X12) is a seasonal adjustment technique proposed by the US Census Bureau. 

7
 The questions extracted from the industry survey are: production tendency and future tendency, the assessment 

of current levels of order books and stocks of finished goods, as well as future tendency of selling prices and 

employment. 



Some doubt on the quality of model classification is cast by the high number of rejected models. Indeed, 

in 23 series the identification of a single SARlMA model is made impossible by changes in periodicity in 

the time series. Other, less visible structural breaks, can have an equally disrupting effect on the model-

based decision process. 

These findings provide strong evidence that the automated seasonal adjustment procedure tend to over-

differentiate BTS data (TRAMO-SEATS) and cannot reliably distinguish seasonal and non-seasonal series 

(high number of rejected models). At the same time, to answer our main question, however dubious 

these results may be, they indicate that seasonal adjustment is not always necessary: 25% - 40% of the 

series show no seasonality and in half of the remaining series the automated results are not solid.  

3.2 Brute force analysis results 
As we have seen earlier not all series are treated as seasonal, and even a fair amount of the series treated 

seasonal by TRAMO-SEATS are based on models that did not have satisfactory model-fit diagnostics. In 

the next step we performed a brute force analysis, relaxing some of the modeling constraints inherent in 

TRAMO-SEATS, but at the same time imposing our ‘stationarity’ prior. 

 From the former database we selected a small group of series that required seasonal adjustment 

according to TRAMO-SEATS, but did not appear to require it on the basis of a simple graphical inspection.8 

The analysis involved the identification of several Seasonal ARIMA (SARIMA) models, with the imposition 

of no differentiation for both the non-seasonal and seasonal parts and allowing for higher order AR and 

especially MA specifications. 9 The analysis required the estimation of 252 Seasonal-ARIMA (p, 0, q) (P, 0, 

Q) models for each series, with parameters p set from 0 to 3 q set from 0 to 6, and P and Q set from 0 to 

2. 

In the table below we reported for each series the best model according to the Akaike (AIC) and the 

Schwarz Information Criteria (BIC). These widely used criteria enable model selection by calibrating a 

trade-off between model-fit and parsimony. 10 While the AIC is information efficient, it tends to over-

estimate the true model dimension. The BIC, placing a heavier penalty on extra parameters, selects 

consistent and more parsimonious models. 11 With these considerations in mind, we ranked the 

                                                           

8
 The series selected were: Assessment of order-book levels and Production expectations for the months ahead for 

Belgium, Selling price expectations for the months ahead for both Denmark and Poland and, Production trend 
observed in recent months for Portugal and France. 

9
 Note that TRAMO-SEATS does not consent to choose a large number of parameters although the nature of BTS 

data makes it reasonable to consider higher order models. In particular, these extra parameters, generally moving 
average parameters, might help in describing the overlapping feature found in the respondents’ answers. 

10
 The AIC penalizes the model specification by applying a term given by twice the number of parameters, whereas 

the BIC takes into account also the sample size. More specifically, the respective formulae are as follows:  
AIC = n [ln(RSS/n)] + 2k 
BIC = n [ln(RSS/n)] + k ln(n), 

where RSS is the residual sum of squares, k the number of parameters and n the sample size.   

11
 See Diebold (1998) and Bierens (2006). 
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alternative models using the two criteria and compared the selected models with those identified by 

TRAMO-SEATS which is itself partly based on BIC. 

Table 3 – Model specifications according to the AIC, BIC and TRAMO-SEATS 

Series   
Selection 
method 

  
Model 

specification 
Series   

Selection 
method 

  
Model 

specification 

BEASOB 
 

AIC 
 

(1 0 6) (1 0 1) PLPREX  AIC  (3 0 4) (1 0 1) 

  
BIC 

 
(2 0 2) (1 0 0 )   BIC  (1 0 1) (2 0 0) 

  
 

Tramo-Seats 
 

(3 1 0) (0 0 1)    Tramo-Seats  (0 1 1) (0 1 1) 

DKPREX 
 

AIC 
 

(2 0 0) (0 0 0) FRPROP  AIC  (2 0 2) (1 0 1) 

  
BIC 

 
(1 0 0) (0 0 0)   BIC  (2 0 2) (1 0 1) 

  
 

Tramo-Seats 
 

(0 1 1) (0 1 1)    Tramo-Seats  (3 1 1) (0 1 1) 

PTPROP 
 

AIC 
 

(3 0 6) (1 0 1) BEPROT  AIC  (3 0 1) (1 0 1) 

  
BIC 

 
(1 0 1) (1 0 1)   BIC  (1 0 0) (1 0 1) 

  
 

Tramo-Seats 
 

(0 1 1) (0 1 1)     Tramo-Seats   (0 1 1)(0 1 1) 

As expected the results confirm the more conservative nature of the BIC. However, the greater parsimony 

provided by the BIC is never achieved exclusively at the expense of seasonal components. This means 

that whenever AIC prefers a seasonal model versus a non-seasonal one the BIC will do the same. 

The brute-force analysis contradicted the TRAMO-SEATS in one instance: DKPREX. This is the single case 

in our small sample that the brute-force analysis selects a non-seasonal model, from the previously 

seasonal ones. 

In the following section we analyze in more detail various well-performing SARIMA models, with the goal 

to see whether the modeling differences between the best seasonal and non-seasonal models have any 

practical relevance. 

3.3 Box & Jenkins Analysis 
Following the Box-Jenkins methodology, we tried to find well-fitting, parsimonious ARMA models and test 
whether or not the inclusion of seasonal components is statistically significant. 

In our Box and Jenkins analysis we maintain the stationarity assumption for the Business Tendency 

Surveys series. Then the selection of the number of AR and MA lags is based on the autocorrelation and 

partial autocorrelation functions. This process may suggest a variety of ARIMA models from which the 

user chooses based on the parameter significance, invertibility conditions, and properties of the residuals 

(small RSS, white noise, etc.). This provides a high degree of flexibility in model-choice, requires 

experience and introduces subjectivity in decision-making. The major weakness of this method however 

is the time-consuming nature of the identification, estimation, diagnostic checking and judgment cycle. 

We have performed the Box-Jenkins analysis on one series “France: Production trend observed in recent 

months”, labeled: FRPROP. (see the graph below)  



 

The series includes 295 observations, spanning from January 1985 to July 2009, with a mean of 4.39 and a 
standard deviation of 15.88. The following two graphs plot its autocorrelation and partial autocorrelation 
function with lags from 1 to 40. 

   

The models considered during the full Box-Jenkins analysis are summarized in the following table: 

Model description ARIMA SARIMA BIC Residual StDev. 
Portmanteau (p) 
at 18 and 40 lags 

The best BIC based seasonal (2 0 2) (1 0 1) 1850.32 5.17 0.89 – 0.13 

The best BIC based non-seasonal (3 0 2) (0 0 0) 1869.78 5.40 0.47 – 0.19 

AC and PAC based non-
parsimonious, non-seasonal 

(1 0 7) (0 0 0) 1889.64 5.42 0.63 – 0.04 

AC and PAC based parsimonious 
non-seasonal 

(1 0 3) (0 0 0) 1873.15 5.48 0.20 – 0.01 

seasonal extension AR (1 0 3) (1 0 0) 1868.93 5.39 0.57 – 0.07 

seasonal extension MA (1 0 3) (0 0 1) 1870.29 5.40 0.59 – 0.07 
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The analysis of the correlogram clearly indicates that the optimal model should not have more than one 
AR lag included, whereas the number of MA lags to include is unclear, but ranges from 3 to 9 potentially. 
The partial autocorrelation function indicates the presence of a weak AR-type seasonality. Based on this 
evaluation we have tested first all the non-seasonal models with AR(1) and MA lags varied from 3 to 9. As 
a result we could identify 2 valid (in terms of parameter significance) ARMA models: ARMA(1,3) and 
ARMA(1,7). The BIC-test in this case indicates though that the extra fit in the case of ARMA(1,7) does not 
compensate enough for the extra 4 parameters included. We will continue therefore analyzing whether 
the ARMA(1,3) model’s residuals are stationary. 

The residuals of the ARMA(1,3) have some residual correlation beyond one year, but the Portmanteau-
test indicates the presence of a residual correlation at 5% level of significance at the lag 23. This means 
that even though there might be some seasonality, it is relatively weak, a sudden increase cannot be 
observed in the Ljung-Box statistics at the 12-months lag. Nonetheless, we tested two seasonal 
extensions of the ARMA(1,3): the SARMA(1,3)(1,0) and the SARMA(1,3)(0,1). Both of them improved the 
BIC, and yielded better Ljung-Box values for the residual autocorrelation, but we have to note that the 
improvement in the Ljung-Box measures is not dramatic. Were we to select a 10% level of significance for 
this stationarity test, we would have to reject the stationarity even in the SARMA cases. To see how much 
we gain from moving from ARMA(1,3) to SARMA(1,3)(1,0) we plotted the residuals of the two models 
below. 

 

What was wrong with the best model based on BIC alone? An evaluation of the ARMA(3,2) and the 
SARMA(2,2)(1,1) models shows that, both have parameters that are larger than 1 in absolute values. In 
the SARMA(2,2)(1,1) model for example the AR(1)=1.84 and the AR(2)=-0.87. This combination yields a 
special dynamics. In such a model an initial shock may be amplified, before it vanishes, and often such 
models show complex-oscillatory patterns. It is an open question though whether this kind of impulse-
response (i.e. oscillation and sometimes over-shooting) is likely to be the true nature of the BTS series or 
not.  



Section 4 – Conclusions 

We have seen that, although BTS series are routinely seasonally adjusted, in at least 25% percent of the 
series seasonality is not identifiable by the TRAMO-SEATS or X12-ARIMA methods. We have also seen 
through our simulation exercise that the TRAMO-SEATS method is calibrated with a bias towards finding 
seasonality and integration in the series analyzed. With a detailed analysis we can have a better 
understanding of the potential data-generating processes, and likely to be able to reverse the bias 
inherent in TRAMO-SEATS. 

We concluded that the search for seasonality should be done series by series, and best performed in the 
detailed analysis mode of Demetra, or in stand alone econometric tools capable of dealing with SARIMA-
type models. 

Our study has made a small step. Further work should be carried out to confirm how much the 
seasonality (if present) is influenced by the business-cycle. (Potentially extending the SETAR-framework 
to effectively deal with seasonality) Another line of research that we think could bring valuable insights to 
the importance or futility of seasonal adjusting BTS series, would augment the seasonally adjusted series 
with confidence intervals and compare them with the non-adjusted series. This is built on the realization 
that seasonally adjusted series are estimates, as argued in his note: ”Some comment on seasonal 
adjustment” by Franses (2001). 
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